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Load Balancing (LB) has traditionally been based on Weighted 

Round-Robin (WRR) or some variants of it. To a large extent, this 

has worked quite well with suitable auto-scaling and 

over-provisioning of resources. However, this is posing a problem 

in the present situation with microservices workloads deployed 

on hundreds and even thousands of cloud compute resource 

instances resulting in a large amount of wastage. Hand tuning of 

weights is not practical especially with dynamic workloads that 

can vary in minutes. Avesha has set out to solve this issue using 

automation based on Reinforcement Learning (RL) – a machine 

learning technology that learns to autonomously optimize the 

weights to achieve a desired performance while minimizing waste.
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In this paper, we explore the motivation for using RL for 

load-balancing.

Case 1: [Long-Short Requests] Assuming that WRR is used with 

equal weights (default) and the workload is a combination of 

long-lived and short-lived requests. Note that WRR with equal 

weights is Round Robin (RR). We can easily construct a workload 

that demonstrates how RR wastes resources. This is because RR 

counts all requests as equal and hence simply allocates them to 

servers in a blind manner.

Consider the case of the ratio of long to short requests is 20-80 

and assume they are proportionately distributed in a sufficiently 

large time-frame but not always in a smaller time frame (around 

the length of the large requests). Such a workload can arise by the 

interspersing of large requests with bursts of short requests – as 

may be common for requests to the index page. The RR LB would 

spray these requests equally to all servers resulting in some 

servers with larger requests getting overloaded while leaving other 

servers under-utilized.
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An intelligent LB that utilizes the measured end-to-end application 

latency can be expected to assign requests to servers that have 

lower load and hence get better utilization of all the servers.

Also, a similar argument can be constructed for any fixed 

configuration of weights.

Case 2: [Latency-sensitive Requests] Here again, the WRR 

scheduler does not take into account the type of request and is 

likely to assign it to a server regardless of the actual latency. Even 

if a server is known to be faster a priori, it can get overloaded and 

slow down, but the scheduler will not be able to automatically 

adjust for changed conditions.

A similar argument can be made for network state changes of 

servers that are likely to fail (based on recent measurements).

In conclusion, an RL-based LB can be trained to react to changes 

in server and network state and take actions to schedule requests 

to server resources in a manner that would optimize utilization.
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