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Abstract
Internet-based computer information systems play critical roles in many aspects of the modern society. However, these systems are constantly under cyber attacks that can cause catastrophic consequences. In order to defend these systems effectively, it is necessary to measure
and predict the effectiveness of cyber defense mechanisms. In this paper, we investigate how to
measure and predict the effectiveness of an important cyber defense mechanism that is known
as early-warning. This turns out to be a challenging problem because we must accommodate
the dependence among certain 4-dimensional time series. In the course of using a dataset to
demonstrate the prediction methodology, we discover a new non-exchangeable and rotationally
symmetric dependence structure, which may be of independent value. We propose a new vine
copula model to accommodate the newly discovered dependence structure, and show that the
new model can predict the effectiveness of early-warning more accurately than the others. We
also discuss how to use the prediction methodology in practice.
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Introduction

Internet-based cyber systems are indispensable to the modern society. Like other advanced technologies, cyber systems are also a double-edged sword. In particular, cyber attacks have become
a severe threat to national security, world economy, and citizen privacy. For example, the United
States has recognized Cyberspace as a new domain on par with Land, Sea, Air, and Space (Reveron,
2012). As another example, the 2014 JPMorgan Chase data breach incident reportedly exposed the
data associated to 76 million households and 7 million small businesses. It is unfortunate that we
cannot prevent cyber systems from being compromised because of their complexity. For example,
a typical computer operating system, such as Microsoft Windows, has millions of lines of code that
can contain many vulnerabilities. Moreover, a single vulnerability in a software can compromise
all of the computers that run the software.
Cyber defense aims to prevent cyber attacks to a feasible extent and mitigate the damage caused
by successful attacks. However, our understanding of cybersecurity is still at its infancy because
the answer to the following fundamental problem remains elusive: How can we quantify the effectiveness of cyber defense mechanisms (Pendleton et al., 2016)? This unsatisfying phenomenon
has multiple causes, including the dearth of advanced statistical techniques that are tailored to
cope with the unique needs and challenges in the cybersecurity domain. For example, there are
very few investigations on the predictability of cybersecurity (Zhan et al., 2013, 2015; Chen et al.,
2015), even though prediction can provide the defender with the relevant information ahead of
time. Such predictions can enable the defender to proactively allocate defense resources and can
enable the defender to choose a cost-effective, if not optimal, cyber defense mechanism from a set
of candidates.
As far as cybersecurity is concerned, statistical methods have been used mainly for two purposes: detecting attacks and modeling the dynamic cyber situation. To the best of our knowledge,
the first paper that advocates the use of statistical methods for detecting attacks is Denning (1987),
where the concept of intrusion detection is introduced and several statistical methods are mentioned
(e.g., Markov process and time series). Markou and Singh (2003) provided a comprehensive review of intrusion detection based on statistical approaches, including Gaussian mixture models and
Hidden Markov models. A survey on statistical and data mining approaches to intrusion detection

ACCEPTED MANUSCRIPT
2

ACCEPTED MANUSCRIPT
can be found in Chandola et al. (2009). One may further refer to Neil et al. (2013) and the references therein for a scan statistic approach to intrusion detection. The use of statistical methods for
modeling the dynamic cyber situation has also attracted a large amount of attention, especially the
prediction of the evolution of cyber threats. Ishida et al. (2005) proposed a Bayesian method for
predicting the increase or decrease of attacks, while Kim et al. (2007) suggested Hidden Markov
Model for predicting the increase or decrease of Bot agents. Yong et al. (2007) proposed a seasonal
ARIMA model for predicting cyber attacks. Zhan et al. (2013) proposed using the FARIMA model
to predict cyber attacks when the data exhibits long-range dependence, while Zhan et al. (2015)
further proposed using FARIMA+GARCH to achieve even more accurate predictions by accommodating the extreme values exhibited by the data. Chen et al. (2015) conducted a preliminary
study on the spatiotemporal patterns and predictability of cyber attacks. One may refer to Gandotra et al. (2015) for a survey on some computational techniques that have been used for predicting
cyber attacks.
Outside of the cybersecurity domain, statistical methods have been widely used in the characterization of network communication traffic in the absence of cyber attacks. For example, Vardi
(1996) studied how to estimate the traffic intensity between computers by using maximum likelihood estimation and related methods. Cao et al. (2000) studied how to infer the origin-destination
byte counts from the link byte counts. Castro et al. (2004) presented a review on statistical network
traffic analysis. One may refer to Park and Willinger (2000) for a treatment of many interesting
phenomena that can be exhibited by network traffic, including self-similarity, long-range dependence, and heavy tails. Kolaczyk and Csárdi (2014) described how statistical methods can be used
to describe network structures, network processes, and network flows.
The present study initiates the use of statistical methods for the third purpose within cybersecurity, namely the characterization and prediction of effectiveness of cyber defense mechanisms. We
believe that this is an area that will attract much attention for the years to come because it is imperative to quantify the effectiveness of cyber defense mechanisms. Quantifying the effectiveness
helps practitioners to compare different cyber defense mechanisms. In the real world, we often
need to decide which mechanism to purchase or deploy, but we cannot compare them if we cannot
quantify their effectiveness. Moreover, quantifying the effectiveness of cyber defense mechanisms
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represents an important step towards monitoring and optimally managing cybersecurity. For example, many theoretical cybersecurity models (e.g., Xu et al. (2015)) use parameters to represent
the effectiveness of cyber defense mechanisms, and these parameters cannot be obtained if the
effectiveness of cyber defense mechanisms cannot be quantified. The present study focuses on
studying the effectiveness a particular defense mechanism known as cyber defense early-warning
(Luo et al., 2014). At a high level, this mechanism exploits cyber threat intelligence (e.g., the computers in the Internet that are known to be malicious or compromised) to mitigate the damages that
can be caused by the threat in question (e.g., the attack attempts from those malicious computers
are blocked before they reaching their attempted targets).
Our study is data-driven, meaning that we aim to build tailored statistical models for characterizing and predicting the effectiveness of this mechanism according to some dataset. Nevertheless,
the methodology we use can be adopted or adapted to other datasets of a similar nature. More
specifically, we make three main contributions. First, we present the first rigorous definition of
the effectiveness of cyber defense early-warning mechanisms by considering the dynamic joint
probabilities of certain 4-dimensional time series. A key insight is that these 4-dimensional time
series should be considered as a whole, rather than treating them separately. Second, we describe
a systematic methodology for measuring and predicting the effectiveness of cyber defense earlywarning mechanisms. In order to characterize and predict the effectiveness, we must tackle a
technical challenge, namely how to accommodate the dependence among the 4-dimensional time
series mentioned above. (It is worth mentioning that dependence in general is one of the inherent technical barriers that must be overcome before we can deeply understand cybersecurity (Xu,
2014).) In the course of using the methodology to analyze the dataset we have access to, we discover a new type of non-exchangeable and rotationally symmetric dependence structure, which
may be of independent value. In order to describe this newly discovered dependence structure, we
introduce a novel vine copula model (Section 4.2). We compare in-sample and out-of-sample performance to show that the copula model we propose can predict the effectiveness of cyber defense
early-warning more accurately than the benchmark model (i.e., the independence structure) and
some popular copula structures (including Gaussian, Student-t copulas, and the ones implemented
in the R VineCopula package). Third, we give a detailed description on how to use the prediction
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methodology in practice. The procedure consists of three steps: (i) using Monte Carlo simulations
to sample the joint distribution of the 4-dimensional time series for future time intervals; (ii) transforming the simulated data, where simulation was conducted according to the copula structure in
question, into time series predictions; (iii) calculating the effectiveness from the predicted time
series.
The rest of the paper is organized as follows. In Section 2, we briefly review some dependence
concepts that are pertinent to our investigation. In Section 3, we define the effectiveness of cyber
defense early-warning and describe the data we use to demonstrate the prediction methodology.
In Section 4, we describe the new dependence structure exhibited by the data and present a novel
copula model for accommodating it. In Section 5, we evaluate the prediction performance of the
copula model with respect to the known baseline data. In Section 6, we discuss how to use the
copula model in practice. In Section 7, we conclude the paper with discussions.

2

Copula: A Brief Review

An effective tool for modeling multivariate dependence is copula, and we refer to Joe (2014) for
statistical modeling using copulas. In particular, the vine copula offers a great deal of flexibility in
modeling dependence, such as the ability to accommodate asymmetry and/or tail dependence that
is needed for building parsimonious models.
A d-dimensional copula is a cumulative distribution function (cdf) with uniform marginals on
[0, 1]. Specifically, let X1 , . . . , Xd be continuous random variables with joint cumulative distribution
function
F(x1 , . . . , xd ) = P(X1 ≤ x1 , . . . , Xd ≤ xd ),
and univariate marginal distributions Fi , i = 1, . . . , d. A copula C is defined as the joint cdf of the
random vector (F1 (X1 ), ∙ ∙ ∙ , Fd (Xd )). The famous Sklar’s theorem (Sklar (1959)) states that when
Fi ’s are all continuous, the copula C is unique and satisfies
F(x1 , . . . , xd ) = C(F1 (x1 ), . . . , Fd (xd )).
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The corresponding joint density function can be represented as
f (x1 , . . . , xd ) = c(F1 (x1 ), . . . , Fd (xd ))

d
Y

fi (xi ),

i=1

where c(u1 , . . . , un ) is the d-dimensional copula density function, and fi is the corresponding
marginal density function for Xi , i = 1, . . . , d.
A large number of copula structures have been proposed in the literature, among which the
vine copula has attracted considerable attention recently. The multivariate vine copula enjoys the
advantage of computational tractability as its density could be factored in terms of bivariate linking
copulas and lower-dimensional margins. In general, a d-dimensional vine copula is constructed by
mixing d(d − 1)/2 bivariate linking copulas on a tree. We refer to Bedford and Cooke (2002);
Aas et al. (2009); Kurowicka and Joe (2011); Dißmann et al. (2013); Joe (2014) and the references
therein for more details on vine copula models.
Since there are many vine copulas (Morales-Nápoles, 2010), one needs to select an appropriate vine structure and then estimate the bivariate copulas correspondingly. For the vine structure
selection, one can consider the maximum spanning tree algorithm proposed in Dißmann et al.
(2013), where trees of regular vines can be selected sequentially. The pair-copula families can be
selected sequentially as well based on a certain criterion such as AIC. Finally, maximum likelihood
estimates based on the overall likelihood of the vine copula are used to calibrate the selected paircopula families. For more detailed discussions on statistical inference with vine copulas, we refer
to Dißmann et al. (2013) and VineCopula, which is the state-of-art R package for vine copulas
modeling.
In Section 4.2, we will further discuss the details about model selection and estimates of vine
copulas according to the dataset we will analyze in the paper, where a D-Vine is chosen for the
4-dimensional data. “D-Vine” is the abbreviation of “Drawable vine copula”, and the dependence
structure can be easily drawn as a vine. Depending on the pattern of vine copulas, there are
canonical vine copula (C-Vine), D-Vine, and Regular vine copulas (R-Vine). We refer to Example
3.6 of Joe (2014) for concrete examples of different types of vine copulas. For the dataset to be
analyzed, the D-Vine copula leads to better interpretation than the other vine copulas (see Section
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4.2 for more details). Generally, the density function of a D-vine can be written as
f (yt ) =

d
Y
k=1

fk (yk,t )

d− j
d−1 Y
Y
j=1 i=1


ci,i+ j|i+1,...,i+ j−1 Fi|i+1,...,i+ j−1 (yi,t |yi+1:i+ j−1,t ),


Fi+ j|i+1,...,i+ j−1 (yi+ j,t |yi+1:i+ j−1,t ) ,

where yt = (y1,t , . . . , yd,t ), yk1 :k2 ,t = (yk1 ,t , . . . , yk2 ,t ), and index j denotes the level, and i runs over the
edges in each tree. We refer to Aas et al. (2009) for more details on the joint density functions of
vine copulas. The joint density function is utilized for the fitting and prediction purposes in the rest
of discussion. For example, for the prediction purpose, we first predict the univariate marginals
for time t + 1 and then transform them into uniform scores based on univariate models only. The
estimated vine copula based on the window [t − l + 1, t], where l is the window size, is then applied
on the predicted uniform scores at t + 1 to obtain the predicted joint log likelihood of the copula
at time t + 1. This would allow us to evaluate the prediction performance of proposed model, and
compare it to that based on the other commonly used models (see Section 5).

3

Problem Statement and Data Description

3.1 The Concept of Cyber Defense Early-Warning
The concept of cyber defense early-warning is intuitive: When a cyber defender receives some
intelligence from a trusted third-party, the defender can use the intelligence to proactively protect
its network (Luo et al., 2014). Putting this concept into the context of the present paper, the intelligence is a set of malicious Internet IP addresses that have been launching attacks against others
in cyberspace. As a result, the defender can filter all Internet connections initiated from these malicious IP addresses to prevent the computers in the defender’s network from being compromised
by these malicious IP addresses.
Figure 1(a) further illustrates the cyber defense early-warning mechanism during a time interval
(e.g., one minute). The early-warning mechanism works as follows: The defender gets intelligence
in terms of a set of malicious IP addresses from a trusted third-party, and then blocks any Internet
connection attempts from these malicious IP addresses to the network the defender administers. In
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practice, there is often a delay between the time T , at which the set of IP addresses are found to
be malicious, and the time T 0 , at which the defender starts to filter connections from any of these
malicious IP addresses. The dashed arrows are the attack attempts that are blocked because of the
employment of early-warning.
For a cyber defense mechanism, an important question is: How can we measure and predict
its effectiveness? While this question is of fundamental importance on its own (Pendleton et al.,
2016), it also has practical value. For example, being able to measure and predict the effectiveness
of an employed cyber defense early-warning mechanism would allow the defender to proactively
allocate the defense resources. The more attacks that will be blocked by early-warning, the less
defense resources may be allocated to counter the remaining attacks that are not blocked by earlywarning. Being able to measure and predict the effectiveness of any cyber defense mechanisms
(including early-warning) would also allow the defender to select a cost-effective, if not optimal,
one to employ. In the present paper, we conduct a data-driven study on measuring and predicting
the effectiveness of cyber defense early-warning.

3.2 Definition of Effectiveness and Problem Statement
In order to measure the effectiveness of cyber defense early-warning, we propose considering the
following four time series:
• attb(t): the number of attacks that reach a target of interest, such as a network, before employing the early-warning mechanism in question. During a time interval, this concept corresponds to the number of solid arrows illustrated in Figure 1(a).
• atta(t): the number of attacks that reach the target of interest after employing the earlywarning mechanism in question (i.e., the number of attacks that are not blocked by the earlywarning mechanism). During a time interval, this concept corresponds to the number of solid
arrows illustrated in Figure 1(b).
• vicb(t): the number of victims belonging to the target of interest before employing the earlywarning mechanism in question. During a time interval, this concept corresponds to the
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number of pink-colored dots illustrated in Figure 1(a), namely the number of IP addresses
that are attacked.
• vica(t): the number of victims belonging to the target of interest after employing the earlywarning mechanism in question. During a time interval, this concept corresponds to the
number of pink-colored dots illustrated in Figure 1(b), namely the number of IP addresses
that are attacked by the malicious IP addresses that are not blocked because they are not on
the list provided by the third party.
It is intuitive to measure the effectiveness of an early-warning mechanism via the quantile
of the number of attacks and victims that are reduced by its employment. This suggests us to
consider the aforementioned 4-dimensional time series (attb(t), atta(t), vicb(t), vica(t)) as a whole.
More specifically, we propose to define the effectiveness of an early-warning mechanism via the
following conditional probability:


p(t) = P atta(t) ∈ A0 , vica(t) ∈ V 0 |attb(t) ∈ A, vicb(t) ∈ V ,

where
A =
V =
A0 =
V0 =

n

n

n
n

h

attb(t)|attb(t) ∈ qattb(t),ηl1 , qattb(t),ηu1

h

o

vicb(t)|vicb(t) ∈ qvicb(t),ηl1 , qvicb(t),ηu1

o

atta(t)|atta(t) < qattb(t),η2 ,

,
o

(1)

,

o

vica(t)|vica(t) < qvicb(t),η2 .

The notations qattb(t),η and qvicb(t),η respectively represent the η% percentile of the number of attacks
and the number of victims at time interval t when the early-warning mechanism is not employed.
The conditional probability p(t) represents the probability that atta(t) and vica(t) are respectively
reduced to less than the η2 % percentiles of attb(t) and vicb(t), under the condition that attb(t) and
h

vicb(t) respectively fall into the percentile interval ηl1 %, ηu1 % of their distributions. The research
task is to measure and predict the effectiveness of early-warning, namely the probability p(t). For

this purpose, we must accommodate the dependence among the four time series mentioned above.
This motivates us to identify the dependence structure that is suitable for the data.
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As a remark, we note that it is natural to consider (attb(t), atta(t), vicb(t), vica(t)) as a whole for
three reasons. First, any definition of effectiveness would have to compare attb(t) and atta(t) and
compare vicb(t) and vica(t). This is because attb(t) and vicb(t) represent the baseline for measuring
the effectiveness. Second, it is not sufficient to consider (attb(t), atta(t)) or (vicb(t), vica(t)) alone.
This is because when most attacks are launched against a few victims, measuring (attb(t), atta(t)) or
(vicb(t), vica(t)) alone may not adequately reflect the effectiveness of early-warning. Third, in order to predict the effectiveness of cyber defense early-warning, we must predict the 4-dimensional
time series (attb(t), atta(t), vicb(t), vica(t)) because its observed values cannot be obtained until
the beginning of time interval t + 1, which has little use to the defender in practice. This is important because in order for the defender to proactively allocate the defense resource or select
the cost-effective early-warning mechanism, the defender needs to know the predicted values of
(attb(t), atta(t), vicb(t), vica(t)) much sooner than t + 1 and at the beginning of time interval t at the
latest.
For predicting the effectiveness of early-warning in real life, the following three-step procedure
can be used, where we assume that the defender has identified the appropriate copula structure
corresponding to an early-warning mechanism: i) The first step is to predict the joint distribution
of (attb(t + 1), atta(t + 1), vicb(t + 1), vica(t + 1)) for the next time interval t + 1. Since it is infeasible
to directly compute the joint distribution, Monte Carlo simulations can be used to sample the joint
distribution. ii) The second step is to transform the simulated data from the copula structure into
time series predictions. iii) The third step is to predict the effectiveness defined in Eq. (1) at time
t + 1. In Section 6, we illustrate this procedure based on the telescope data as described in the next
section.

3.3 Data Description
The data we use to demonstrate the prediction methodology was collected by UCSD CAIDA’s
network telescope (http://www.caida.org/home/). A network telescope (also called network blackhole) is a cybersecurity instrument that passively monitors a large chunk of globally routeable IP
addresses and collects the unsolicited traffic that comes to it. The Internet traffic coming to the telescope is unsolicited because no legitimate services are associated with the telescope IP addresses.
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The network telescope consists of 224 IP addresses, or 1/256 of the 232 Internet IP v4 addresses.
The unsolicited traffic data collected by CAIDA’s network telescope, after an appropriate preprocessing procedure, contains malicious attacks and possibly the so-called backscatter data and
the Internet Control Message Protocol (ICMP) data. Malicious attacks may be caused by computer
malwares that attempt to infect other computers in the Internet. The backscatter data is caused by
an attacker who happens to spoof a telescope IP address when launching, for example, a denial-ofservice attack to overwhelm a targeted web server (Moore et al., 2006; Hussain et al., 2003). The
ICMP data corresponds to the ICMP traffic that is abused to wage denial-of-service attacks (Moore
et al., 2006; Weiler, 2002; Lau et al., 2000). Since the backscatter and ICMP data does not reflect
the cyber attacks that attempt to infect other computers, we filter it out according to a standard
procedure that has been described elsewhere (Wustrow et al., 2010; Zhan et al., 2014). As a
result, the data we analyze corresponds to cyber attacks that are launched through the Transmission
Control Protocol/User Data Protocol (TCP/UDP), where an attack is commonly described by a
TCP/UDP flow (Claffy et al., 1995).
The attacks observed by the network telescope are launched from outside the telescope. In
order to demonstrate the use of the prediction methodology, we use 216 (out of the 224 ) telescope
IP addresses for collecting malicious IP addresses, which serve as intelligence as described earlier.
These 216 IP addresses are a consecutive block starting at an arbitrarily chosen IP address. For
simplicity, we refer to these 216 telescope IP addresses as the monitor and the rest 224 −216 telescope
IP addresses as the testbed. The early-warning mechanism is then employed as follows: Denote
by S (t) the set of malicious IP addresses that are observed by the monitor during time interval t,
measured in minutes. The early-warning mechanism is the defender filtering, during time interval
t+1, every Internet connection that is initiated from any IP address belonging to S (t) and attempting
to reach any IP address belonging to the testbed. In other words, the malicious IP addresses
observed by the monitor during time interval t cannot launch any attacks against the testbed during
time interval t + 1.
The data was collected between 3/18/2013 and 3/31/2013. The data is organized at a 5-minute
resolution, with a total of 4, 032 observations. In order to evaluate the out-of-sample prediction
accuracy, we use the first 7 days, i.e., 2, 016 observations, for model fitting, and the last 7 day,
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i.e., 2, 016 observations, for out-of-sample evaluation. Figure 2(a) plots attb(t) and atta(t) for
t ∈ [1, 2016]. We observe that the number of attacks is substantially reduced by the early-warning
mechanism. Similarly, Figure 2(b) shows that the number of victims is also substantially reduced
by the early-warning mechanism.

4

Fitting the Data with Copula-GARCH Models

Figures 2(a) and 2(b) show that the data exhibits high clusters of volatilities. This means that we
cannot directly use copula models to describe the data. A preliminary analysis of the residuals
that are obtained after removing the means shows that a GARCH model is preferred for describing
the volatilities. Experience in studying multivariate time series data that exhibits high clusters of
volatilities suggests us using copula-GARCH models to fit the data. One may refer to Bauwens
et al. (2006); Patton (2009); Nikoloulopoulos et al. (2012); Jondeau and Rockinger (2006) and the
references therein for an overview and recent developments in the field of multivariate time series
analysis.

4.1 Identifying Univariate Marginal Models for the Data
Copula-GARCH models deal with multivariate time series in two steps. First, a suitable GARCH
model is used to fit the univariate marginal time series. Second, the dependence among the standardized residuals is modeled via an appropriate copula. Our preliminary analysis on the fitting and
residuals shows that GARCH(1,1) is sufficient to capture the volatilities in the residuals. This coincides with the conclusion of Hansen and Lunde (2005), namely that higher-order GARCH models
are not necessarily better than GARCH(1,1). Therefore, we fix the GARCH part as GARCH(1,1)
but allow the mean of the time series to vary in the form of autoregressive and moving average (ARMA) processes. As a result, the data can be modeled by the following ARMA-GARCH
model:
Y j,t = E(Y j,t |ω j,t−1 ) +  j,t ,

j = 1, . . . , 4,

where E(∙|∙) is the conditional expectation, ω j,t−1 is the history information up to time t − 1, and  j,t
is the innovation of the time series. Since the mean part is modeled as ARMA(p,q), the model can
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be re-written as
q
p
X
X
φk Y j,t−k +
θl  j,t−l +  j,t ,
Y j,t = μ j +
k=1

j = 1, . . . , 4,

(2)

l=1

where p is the AR order and q is the MA order, and
 j,t = σ j,t Z j,t
with Z j,t being the innovations that are independent and identically distributed with density g j (∙|ϑ)
and ϑ representing parameters of the density function. Note that for the standard GARCH(1,1)
model, we have
σ2j,t = w j + α j,1  2j,t−1 + β j,1 σ2j,t−1 ,
where σ2j,t is the conditional variance and w j is the intercept.
Suppose that vectors Zt = (Z1,t , Z2,t , Z3,t , Z4,t ) have the following distribution


Fz z; ϑ, Θ = C F1 (z1 ), F2 (z2 ), F3 (z3 ), F4 (z4 ); ϑ, Θ ,

(3)

where Θ denotes the vector of parameters of a 4-dimensional vine copula, and F j is the marginal
distribution of Z j,t for j = 1, . . . , 4. The joint log likelihood function of the model can be written as
!
!
!
N "
X
y1,t − μ1,t
y4,t − μ4,t
log c F1
, . . . , F4
; ϑ, Θ
L(ϑ, Θ) =
σ1,t
σ4,t
t=1
!!
4
4
X
X

y j,t − μ j,t
−
log(σ j,t ) +
log g j
; ϑ  ,
σ j,t
j=1
j=1

where c(∙) is the copula density of C(∙), μ j,t = E(Y j,t |ω j,t−1 ), and g j (∙) is the density function of Z j,t
for j = 1, . . . , 4.

For the joint log likelihood function L(ϑ, Θ), we use the Inference Function of Margins (IFM)
method (see Joe (1997)) for estimating model parameters. This method has two steps: The first
step is to estimate the parameters of the marginal time series model, and the second step is to
estimate the parameters of the copula by fixing the parameters that are obtained in the first step.
Model Selection

In order to fit the marginal time series, we consider the following family of time

series models: ARMA(p, q)-GARCH models with innovations belonging to different distribution
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families including the normal, Student-t, generalized error, skewed normal, skewed Student-t, and
skewed generalized error distributions, where the autoregressive p and the moving average order
q can vary between 0 and 10. We use the AIC criterion to select the family of innovation distributions. We find that the skewed Student-t distribution (SSTD) is favored by the four time series
of attb(t), atta(t), vicb(t), and vica(t). The density function of Z j , a random variable with density
SSTD, can be explicitly written as (Fernandez and Steel, 1998)
g j (z; ϑ j ) =



i
2 h
−1
t
(ξz)I(z
<
0)
+
t
v
ξ
z
I(z
≥
0)
,
ν
ν
ξ + ξ−1

where I(∙) is the indicator function, ϑ j = (ξ j , ν j ), ξ j > 0 is the skewness parameter, and
i−(ν j +1)/2
Γ((ν j + 1)/2) h
1 + z2 /ν j
tν j (z) = √
ν j πΓ(ν j /2)

with the shape parameter ν j > 0.

We use the AIC criterion to determine the orders of ARMA models. Note that if ARMA(p, q)GARCH can successfully capture the serial correlations in the conditional mean and the conditional
variance, there would be no autocorrelations left in standardized residuals and squared standardized
residuals. When the AIC criterion suggests several models with AIC values being close to each
other, the simpler models are selected. For the four marginal time series, we find that the AR(3)GARCH(1,1) model with innovations following SSTD can remove serial correlations.
Table 1 summarizes the fitting result. We use the Ljung-Box tests to check the serial correlations among the standardized residuals (LB : z ) and the standardized squared residuals (LB : z2 ).
We observe that the p-values of the Ljung-Box tests for both standardized residuals and standardized square residuals are very large, which means that we cannot reject the null hypothesis that no
serial correlations are left in the residuals.

4.2 Using Vine Copulas to Fit the Residuals
Having identified the marginal time series models that are suitable for the data, we now need to
model the dependence among the four time series, namely (attb(t), attb(t), vicb(t), vica(t)) for t ∈
[1, 2016]. Figure 3 shows the scatter plots of the uniform scores of the standardized residuals based
on 1, 000 randomly chosen residuals, and the left lower values are their corresponding Spearman’s
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correlations.
Rotationally symmetric dependence We observe from Figure 3 that the dependence structures
for (attb(t), atta(t)), (atta(t), vicb(t)), and (vicb(t), vica(t)) all exhibit interesting shapes, which are
probably non-exchangeable due to a causational relationship. The scatter plots further hint that
there may exist rotational symmetry with respect to the center at (.5, .5) for those pairs. The special
dependence pattern reflects the effectiveness of the early-warning mechanism. For example, Figure
3 suggests that the overall dependence between attb(t) and atta(t) is positive, which is confirmed
by the Spearman’s ρ = .36 of the sample. This means that when attb(t) is large, atta(t) also tends to
be large. Figure 3 also shows that for attb(t) and atta(t), there exists a concave pattern from (0, 0)
to (.5, .5) and there exists a convex pattern from (.5, .5) to (1, 1). The concave pattern in the bottom
left region between attb(t) and atta(t) and the convex pattern in the top right region suggest that
the early-warning mechanism can effectively reduce the number of attacks, so that both the right
tail and the left tail become lighter. The dependence between attb(t) and atta(t) is very similar to
the dependence between vicb(t) and vica(t). This can be explained from the time series plots in
Figures 2(a)-2(b), which show some degree of similarity between the attack time series and the
victim time series.
Since the fitting of the two dependence structures is similar, we here elaborate the fitting of
the dependence structure between vicb(t) and vica(t), which are respectively denoted by U and V
for succinctness. To the best of our knowledge, there are no existing parametric copulas that can
capture the unique dependence pattern exhibited by the scatter plot in Figure 3. This suggests us
using mixtures of bivariate copulas to model the pairs between attb(t) and atta(t), between atta(t)
and vicb(t), and between vicb(t) and vica(t), respectively.
Let C be the copula between U and V, and defined as
∗

C(u, v) = 0.5C ∗ (u, v) + 0.5C (1 − u, 1 − v),

(4)

∗

where C ∗ is a non-exchangeable bivariate copula, and C is the survival function of C ∗ . The
conditional cdf C1|2 (u|v) can be written as
∗
∗
C1|2 (u|v) = 0.5[C1|2
(u|v) − C1|2
(1 − u|1 − v) + 1].

(5)
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The density function c(u, v) is then
c(u, v) = 0.5c∗ (u, v) + 0.5c∗ (1 − u, 1 − v).

(6)

Here, we can specify non-exchangeable bivariate parametric copulas for C ∗ . There are several
approaches for constructing non-exchangeable copulas, see for example Genest and Nešlehová
(2013) for a review. In this paper, we will use different non-exchangeable bivariate copula families that are constructed from the Khoudraji-transformation (see Khoudraji (1995) or Genest
et al. (1998)). For a given bivariate copula C o , the cdf, partial derivatives, and the density of
its Khoudraji-transformation are respectively given by:
C ∗ (u, v) = u1−α1 v1−α2 C o (uα1 , vα2 ),
∗
o
(u, v) = (1 − α1 )u−α1 v1−α2 C o (uα1 , vα2 ) + α1 v1−α2 C2|1
(uα1 , vα2 ),
C2|1
∗
o
(u, v) = (1 − α2 )u1−α1 v−α2 C o (uα1 , vα2 ) + α2 u1−α1 C1|2
(uα1 , vα2 ),
C1|2

c∗ (u, v) = (1 − α1 )(1 − α2 )u−α1 v−α2 C o (uα1 , vα2 )
o
(uα1 , vα2 )
+(1 − α1 )α2 u−α1 C1|2
o
(uα1 , vα2 ) + α1 α2 co (uα1 , vα2 )
+α1 (1 − α2 )v−α2 C2|1

where 0 ≤ α1 , α2 ≤ 1. In what follows, we will consider non-exchangeable copulas C ∗ that

are constructed from C o that are among the Clayton, Joe, and Gumbel copulas as well as their

corresponding survival copulas. Since the non-exchangeable patterns are similar to each other, we
will use the same family of bivariate copulas C o to construct their mixed copulas, but estimating
their parameters separately.
Vine copula structure selection

For convenience in notation, in what follows we respectively

label attb(t), atta(t), vicb(t), vica(t) as 1, 2, 3, and 4. Because of the rotationally symmetric dependence pattern appearing in those pairs: (1, 2), (2, 3), and (3, 4), and its capacity of explaining
the early warning effects, we employ the proposed mixed copula (4) to account for the special
dependence pattern. To this end, we need to specify (1, 2), (2, 3), and (3, 4) as the first tree for the
vine copula, so that the proposed mixed copula can be used for those three pairs directly, without
using conditional copulas and thus the simplifying assumption for modeling them. Therefore, we
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specify a D-vine copula structure as illustrated in Figure 4 mainly based on the interpretation of
the model and the aim of modeling the rotationally symmetric dependence pattern specifically.
For vine copula structure selection for a general case, as suggested by Dißmann et al. (2013),
a sequential approach based on the maximum spanning tree algorithm can be applied, and this
method has been implemented in the R package VineCopula. We applied the algorithm to our
dataset, and a D-Vine structure was selected with the first tree being (1, 3), (1, 2), (2, 4), the second
tree being (2, 3; 1), (4, 1; 2), and the third tree being (4, 3; 2, 1). The AIC based on this vine structure
was −13197.39, which is only slightly better than the AIC −13160.26 that was obtained by using
VineCopula for the D-Vine illustrated in Figure 4. Considering both the model interpretability
and the goodness of fit, we finally choose the vine structure in Figure 4 for further analysis. We
will calibrate the model based on the maximum likelihood method with such a chosen D-Vine
structure, and pair-copula families will be selected among several potential models.
The scatter plot in Figure 3 suggests that there is a strong positive dependence in both the upper
tail and the lower tail for the pair (1,3) and the pair (2,4). We use BB1 and BB7 described in Joe
(1997) and the Student-t copula to accommodate such dependence structures. For the dependence
between 13|2 and 24|3, the Student-t copula was chosen for its capacity in modeling the potential
negative dependence that may arise.
Model selection

We considered the 18 models listed in Table 2, and AIC was used to decide on

the candidate model for further analysis. Let U1 , U2 , U3 and U4 be uniform random variables. The
joint density can be written as (see Aas et al. (2009))
c(u1 , u2 , u3 , u4 ) = c12 (u1 , u2 ) ∙ c23 (u2 , u3 ) ∙ c34 (u3 , u4 )
∙ c13|2 (C1|2 (u1 |u2 ), C3|2 (u3 |u2 )) ∙ c24|3 (C2|3 (u2 |u3 ), C4|3 (u4 |u3 ))
∙ c14|23 (C1|23 (u1 |u2 , u3 ), C4|23 (u4 |u2 , u3 )),

(7)

with
C1|23 (u1 |u2 , u3 ) = C1|3 (C1|2 (u1 |u2 )|C3|2 (u3 |u2 ));
C4|23 (u4 |u2 , u3 ) = C4|3 (C4|2 (u4 |u2 )|C3|2 (u3 |u2 )),
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where c12 , c23 , c34 are based on the mixed copula constructed according to (4), the C o ’s are to be
selected from Clayton, Joe, Gumbel copulas and their corresponding survival copulas, c13|2 and
c24|3 are to be selected from BB1, BB7, and Student-t copulas, and c14|23 is set to be a Student-t
copula. Note that BB4 is also a reasonable copula for c13|2 and c24|3 . Because BB1 and BB4 are
quite close to each other, we only consider BB1 here. We refer to page 197 of Joe (2014) for a
comparison between BB1 and BB4.
In order to compare the performance of the proposed model with commonly-used copula models, we also fit the data with the R package VineCopula that has implemented the state-of-the-art
tools for vine copula modeling. We used VineCopula to select the bivariate copulas from all implemented bivariate parametric copula families. Tawn copula of the second type was selected for
(1, 2) and for (3, 4), and Tawn copula of the first type was selected for (2, 3). These are reasonable as Tawn copulas accommodate non-exchangeable dependence structures. Student-t copulas
were selected for 13|2 and for 24|3, and BB8 90 was selected for 14|23. Afterwards, the Maximum
Likelihood Estimates were obtained for the chosen vine copula, and the corresponding negative log
likelihood was −6592.131 and the AIC was −13160.26, which was worse than several proposed
models that are reported in Table 2. In Section 5, we will further compare the prediction performance of the selected model based on VineCopula to our proposed mixed vine copula models.
Based on Table 2, we choose Model 6 as the candidate model for further analysis. In what
follows, we refer to this mixed vine copula model as “Clayton+t+t”, and the other models are
referenced in the same fashion. For the sake of computational convenience, we transform the
original parameters to having support (−∞, ∞), as follows: if θ > 0, set θ = exp(θ∗ ); if θ > 1, set

θ = exp(θ∗ ) + 1; if 1 ≥ θ ≥ 0, set θ = exp(θ∗ )/(exp(θ∗ ) + 1). The MLEs of the chosen candidate

model are reported in Table 3, where the standard errors (s.e.) of transformed parameters are
calculated based on the approximated Hessian matrix, and the Delta method is used to approximate
the standard errors of the original parameters.
Figures 5(a)-5(c) illustrate the bivariate contour plots of the fitted C12 , C23 , and C34 , respectively. We observe that they share some similarities, and that there is rotational symmetry centered
at (0.5, 0.5).
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5

Prediction Performance

In this section, we evaluate the prediction performance of the model developed in Section 4.2. The
evaluation is based on the last 2,016 held-out samples for one-step ahead prediction. This falls into
the evaluation of prediction accuracy of multivariate density. A robust evaluation framework has
been developed in Giacomini and White (2006), which assumes that any unknown model parameters are estimated on the basis of a moving window of fixed size. Within this framework, Diks
et al. (2010) proposed an evaluation procedure based on the Kullback-Leibler information criterion (KLIC), which is adopted in the present paper. The KLIC measures the divergence between
the true probability density and a candidate density. Specifically, the KLIC of a one-step-ahead

predicted density fˆt for Yt+1 = Y1,t+1 , Y2,t+1 , Y3,t+1 , Y4,t+1 is given by
h
i
 
KLIC fˆt = Et log pt (Yt+1 ) − log fˆt (Yt+1 ) ,

where pt is the true but unknown conditional density of Yt+1 . A KLIC value is nonnegative, and the
KLIC value equals zero only when fˆt equals the true conditional density pt . The smaller the KLIC
value, the closer the predicted density to the true conditional density. In practice, pt is unknown,
and hence the KLIC score S t+1 = log fˆt (Yt+1 ) may be used. A larger Et [S t+1 ] means the predicted
density is closer to the true conditional density (Diks et al. (2011)).
For copula model in Eq. (3), we have
S t+1 = log ĉt (ut+1 ) −

4
X
j=1

log(σ j,t+1 ) +

4
X
j=1

 

log g j u j,t+1 ,


where ut+1 = (u1,t+1 , . . . , u4,t+1 ) with ui,t = Fi (yi,t − μi,t )/σi,t for i = 1, . . . , 4, and ĉt (∙) is the
conditional copula density estimated from the historical data up to time t.

For two competing copulas A and B, the null hypothesis is that for each t, the two models have
equal prediction performance on average. Since the conditional marginals are identically specified
under both density predictions, it is equivalent to test the following null hypothesis:






H0 : E log ĉA,t Ût+1 = E log ĉB,t Ût+1

for t = 1, 2, .... The formal KLIC score test is developed as follows. Suppose the parameters of
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marginals and copulas are estimated via a moving window of fixed length l, and m is the length of
testing data. Based on the observed score differences




dt+1 = log ĉA,t Ût+1 − log ĉB,t Ût+1 ,

where t = l, . . . , l + m − 1, the test statistic can be constructed as
Ql,m =

√ dˉl,m
m
,
σ̂l,m

P
where dˉl,m = l+m
t=l+1 dt is the sample mean of the KLIC score difference, and σ̂l,m is a heteroscedas√
ticity and autocovariance consistent estimate of the asymptotic standard deviation of mdˉl,m . We
PK−1
ak γ̂k , where γ̂k repreuse the standard estimate of the standard deviation, namely, σ̂2 = γ̂0 + 2 k=1
sents the lag-k sample covariance of sequence dt for t = l + 1, . . . , t + m, and the ak ’s are the Barlett

weights, namely ak = 1 − k/K with K = bp1/4 c. The positive sign of Ql,m indicates that copula
A has a better prediction performance than copula B. It is known (Giacomini and White, 2006)
that Ql,m follows an asymptotically standard normal distribution, which can be used for testing the
significance of the difference. To evaluate the prediction performance, we compare our proposed
copula model to the following models: Clayton copula, Gaussian copula, Student-t copula, and
Vine copula from the R package VineCopula (referred as VineCopula in the following discussion). For Gaussian and Student-t copulas, unstructured covariances are implemented because they
are flexible enough to accommodate various kinds of dependence.
We compare the performance of multivariate density prediction scheme with a rolling window.
For evaluation purposes, we set a rolling window with length l = 2, 016. Recall that the last
m = 2, 016 held-out samples are used for evaluation. Figure 6 shows the predicted log-likelihood
values with respect to various copula structures. It is seen that the prediction performance of our
proposed model is much better than that of the Clayton copula as the majority of points are below
the 45 degree line. For the Gaussian copula, it is clearly seen that it could not capture some points
on the left tail. The prediction performances of Student-t and VineCopula copulas seem to be
comparable to that of the proposed model, which are further analyzed in Table 4.
Table 4 shows the mean and quantiles of the predicted log-likelihood values of each copula
considered. It is clear that the Clayton copula is too parsimonious to predict well as shown in
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Figure 6(a). The mean and 3rd quartile of predicted log-likelihood values based on the proposed
Clayton+t+t model are the largest compared to those based on other models. A formal KLIC score
test on the comparison of the prediction performance is reported in Table 5.
Table 5 summarizes the aforementioned Ql,m test statistics and the respective p-values, where
l = m = 2, 016. We observe that all the test statistics are positive, which indicates that the the
proposed Clayton+t+t copula has the best prediction performance. Further, all the p values are
significant at .05 level, which indicates our proposed model is significantly different than other
models. Therefore, we conclude that our model outperforms the others.
Since the proposed mixed copula can model the rotationally symmetric dependence pattern
appearing in the data, and has the best in-sample (Section 4.2) and out-sample performance (the
present section), we therefore recommend the proposed Clayton+t+t model for this dataset.

6

Putting Theory into Practice

In this section, we illustrate how to use the proposed model to predict the effectiveness of a specific
early-warning mechanism in practice.
Step 1: Sampling

We first predict the joint distribution of (attb(t + 1), atta(t + 1), vicb(t +

1), vica(t + 1)) for the next time interval t + 1. Since it is infeasible to compute this joint distribution from the vine copula, we propose to use Monte Carlo simulations to sample the joint
distribution.
We first discuss how to sample from vine copulas. Let Ci j denote the conditional copula
between level i and level j, conditioned on the random variable having indices {k} with either

{k} := {k : i < k < j} or {k} := {k : j < k < i}. Sampling from a vine copula that involves a mixture

as described in (4) can be done via the algorithm for simulating from a D-vine copula (Aas et al.,
2009). For self-containedness, we propose to use Algorithm 1 for sampling from the fitted vine
−1
copula. The main task is to derive x 7→ C1|2
(x|v) for a given v when C has the form of (4). In order

to get the quantile function, we use the Newton-Rapshon approach for solving equation (5). Since
the derivative of (5) with respect to u has a closed-form expression, the numeric inverse can be
accurately obtained.
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Algorithm 1 Sampling from the 4 dimensional D-vine copula
INPUT: Estimates of the copula parameters
1: Sample independent w1 , w2 , w3 , w4 from Unif(0, 1).
2: u1 = w1 .
−1
(w2 |u1 ).
3: u2 = C2|1
4: v2,2 = C1|2 (u1 |u2 ).
−1
(w3 |v2,2 ).
5: v3,1 = C3|1
−1
6: u3 = C3|2 (v3,1 |u2 ).
7: v3,2 = C2|3 (u2 |u3 ).
8: v3,4 = C1|3 (v2,2 |v3,2 ).
−1
(w4 |v3,4 ). If C14 is independent, then v4,1 = w4 and v3,4 is not used.
9: v4,1 = C4|1
−1
10: v4,1 = C4|2 (v4,1 |v3,2 ).
−1
(v4,1 |u3 ).
11: u4 = C4|3
12: return (u1 , u2 , u3 , u4 ).
OUTPUT: one realization (u1 , u2 , u3 , u4 ).

Note that C12 , C23 , C34 in Algorithm 1 are all non-exchangeable copulas. This means that the
conditional cdfs such as C1|2 and C2|1 should be treated differently. However, C13 and C24 are
exchangeable, and therefore C1|3 = C3|1 and C2|4 = C4|2 .
With respect to the data we analyze, we use Algorithm 1 to simulate 100, 000 realizations of
(u1,t+1 , u2,t+1 , u3,t+1 , u4,t+1 )’s based on the Clayton+t+t copula.
Step 2: Transformation

This step is to transform the simulated data from the copula structure

into time series predictions
ŷi,t+1 = μ̂i,t+1 + F̂i−1 (ui,t+1 )σ̂i,t+1 ,

i = 1, . . . , 4,

where μ̂i,t+1 and σ̂i,t+1 are respectively the predicted mean and standard deviation, and F̂i−1 (∙) is the
inverse function of the skewed student-t distribution.
With respect to the data we analyze, we have
μ̂t+1 = (3.7673, .9401, 3.1865, .6123) and σ̂t+1 = (.5082, .1718, .4792, .1694).
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The estimated skew and shape parameters are
ξ̂ = (1.158, 1.417, 1.500, 1.456) and ν̂ = (2.318, 2.629, 2.644, 2.619).
After the transformation, we have 100, 000 predicted 4-dimensional time series values at time t + 1.
Step 3: Calculating effectiveness The last step is to predict the effectiveness defined in Eq. (1)
at time t + 1. For practitioners, it is more intuitive to present the following probability: Under
the condition that attb(t + 1) and vicb(t + 1) will be at a certain η1 % percentiles of their predicted
distributions, atta(t + 1) and vica(t + 1) will be respectively reduced to less than the η2 % percentiles
of the predicted distributions.
We now instantiate the preceding discussion via the 100, 000 predicted values of (attb(t +
1), atta(t + 1), vicb(t + 1), vica(t + 1)). For illustration purposes, we consider several combination of (η1 , η2 ). On one hand, we group the predicted (attb(t + 1), vicb(t + 1))’s into the following
six groups: (i) η1 ≥ 99.5, meaning that attb(t + 1) and vicb(t + 1) are respectively over the 99.5%
percentiles of the predicted distributions. This represents an extreme severe situation of cyber
threats, while noting that 99.5% percentile is a popular criterion used in extreme financial risks;
(ii) η1 ∈ [95, 99.5), meaning that attb(t + 1) and vicb(t + 1) respectively fall into the intervals
of 95-99.5% percentiles of the predicted distributions; (iii) η1 ∈ [90, 95); (iv) η1 ∈ [80, 90); (v)

η1 ∈ [70, 80); (vi) η1 ∈ [50, 70).

With respect to the data we analyze and the Clayton+t+t model we propose to use, the joint
probabilities corresponding to the above events (i)-(vi) are described in the first column of Table
6. We observe that these probabilities are different from that of the benchmark model (i.e. the
independence model). For example, the joint probability is .0033 when η1 > 99.5 (i.e., the threat is
extremely severe), while the the joint probability based on the benchmark model only is .0025. This
means that the benchmark model underestimates the severity of cyber threats. On the other hand,
we illustrate the result via η2 ∈ {.1%, .5%, 1%, 5%, 10%}, meaning that atta(t + 1) and vica(t + 1)
will be respectively reduced to the η2 % of the predicted distributions. From Table 6, we observe
that the early-warning mechanism that leads to the data works very well. For example, under the
condition that the testbed will encounter extreme cyber threats with attb(t + 1) ≥ 5, 497, 602 and
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vicb(t + 1) ≥ 5, 203, 562, which corresponds to η1 ≥ 99.5 and occurs with probability .0033, the

early-warning mechanism can respectively reduce the numbers of attacks and victims to less than
the .1% percentiles of predicted distributions, namely atta(t + 1) < 325, 937 and vica(t + 1) <
17, 377, with probability .9299.

7

Conclusion

Measuring and predicting the effectiveness of cyber defense mechanisms is a challenging but important problem in cybersecurity research. In this paper, we addressed a particular challenge of exploiting the dependence among 4-dimensional time series to measure and predict the effectiveness
of cyber defense early-warning. We proposed a novel mixed vine copula model to accommodate
the non-exchangeable and rotationally symmetric dependence structure discovered from the data
we use to demonstrate the methodology. We showed that the proposed copula model outperforms
some benchmark models that include the models implemented in the R package VineCopula. We
also discussed how to use the methodology to predict the effectiveness of cyber defense earlywarning in real time.
We hope this paper will inspire the statistics community to spend more effort on tackling the
many difficult problems that are encountered in the cybersecurity domain. In the context of the
present paper, there are many interesting problems for future research. For example, how can we
model the attack patterns and then use them to help defend against cyber attacks? What is the
dependence among different types of attacks? It is also interesting to consider a spatial cyber attack model if additional location information is known, which may further improve the prediction
results. The other interesting topic is to study the cyber attack model based on Honeypot data,
which is a different instrument for data collection. The main difference is that the Honeypot interacts with attackers to some extent, while the telescope does not. This new type of data may lead
to some other interesting discovery. For example, we can further study the dependence structures
exhibited by the data representing different kinds of cyber attacks. It is reasonable to hypothesize
that different dependence structures may be exhibited by different kinds of attacks. We can also
further study the effectiveness of early-warning against different kinds of attacks. By studying the
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discrepancy between their effectiveness, it is possible to draw insights that can help design more
effective defense mechanisms.

Acknowledgment
We thank the Editor, Associate Editor and anonymous reviewers for their constructive comments
that have guided us in improving our paper. We thank CAIDA for providing us the dataset that is
analyzed in the present paper. This research was approved by IRB. We thank Sajad Khorsandroo
for preprocessing the data and Marcus Pendleton for proofreading the paper. This research was
supported in part by ARO Grant #W911NF-13-1-0141.

ACCEPTED MANUSCRIPT
25

ACCEPTED MANUSCRIPT
References
Aas, K., Czado, C., Frigessi, A., and Bakken, H. (2009). Pair-Copula Constructions of Multiple
Dependence. Insurance: Mathematics and Economics 44(2), 182–198.
Bauwens, L., Laurent, S., and Rombouts, J. V. (2006). Multivariate Garch Models: A Survey.
Journal of Applied Econometrics 21(1), 79–109.
Bedford, T., and Cooke, R. M. (2002). Vines: A New Graphical Model for Dependent Random
Variables. Annals of Statistics, 1031–1068.
Cao, J., Davis, D., Vander Wiel, S., and Yu, B. (2000). Time-Varying Network Tomography:
Router Link Data. Journal of the American Statistical Association 95(452), 1063–1075.
Castro, R., Coates, M., Liang, G., Nowak, R., and Yu, B. (2004). Network Tomography: Recent
Developments. Statistical Science, 499–517.
Chandola, V., Banerjee, A., and Kumar, V. (2009). Anomaly Detection: A Survey. ACM Computing Surveys 41(3), 15.
Chen, Y. Z., Huang, Z. G., Xu, S., and Lai, Y. C. (2015). Spatiotemporal Patterns and Predictability
of Cyberattacks. PLOS one 10(5), e0131501.
Claffy, K., Braun, H., and Polyzos, G. (1995). A Parameterizable Methodology for Internet Traffic
Flow Profiling. IEEE Journal on Selected Areas in Communications 13(8), 1481–1494.
Denning, D. E. (1987). An Intrusion-Detection Model. IEEE Transactions on Software Engineering (2), 222–232.
Diks, C., Panchenko, V., and Van Dijk, D. (2010). Out-of-Sample Comparison of Copula Specifications in Multivariate Density Forecasts. Journal of Economic Dynamics and Control 34(9),
1596–1609.
Diks, C., Panchenko, V., and Van Dijk, D. (2011). Likelihood-Based Scoring Rules for Comparing
Density Forecasts in Tails. Journal of Econometrics 163(2), 215–230.

ACCEPTED MANUSCRIPT
26

ACCEPTED MANUSCRIPT
Dißmann, J., Brechmann, E. C., Czado, C., and Kurowicka, D. (2013). Selecting and Estimating
Regular Vine Copulae and Application to Financial Returns. Computational Statistics & Data
Analysis 59, 52–69.
Fernandez, C. and Steel, M. F. J. (1998). On Bayesian Modeling of Fat Tails and Skewness.
Journal of the American Statistical Association 93(441), 359–371.
Gandotra, E., Bansal,D. and Sofat, S. (2015). Computational Techniques for Predicting Cyber
Threats. In Intelligent Computing, Communication and Devices, pp. 247–253. Springer.
Genest, C., Ghoudi, K., and Rivest, L. P. (1998). Discussion of Understanding Relationships using
Copulas. North American Actuarial Journal 2, 143–149.
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Extrêmes Multivariées. Ph. D. thesis, Doctoral thesis, Université Laval.
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Parameters
attb
atta
vicb
vica

p
3
3
3
3

α1
.875
.559
.861
.503

β1
.124
.152
.138
.149

ξ
1.204
1.454
1.244
1.520

ν
LB : z
2.408
.23
2.841
.15
2.428
.30
2.798
.27

LB : z2
.36
.78
.37
.77

Table 1: Parameter estimations of univariate AR(p)-GARCH(1, 1) models with innovations from SSTD,
where p is the AR order, α1 and β1 are the coefficients of GARCH(1,1), ξ and ν are respectively the skewness
parameter and the shape parameter, and LB : z and LB : z2 respectively represent the p-value of Ljung-Box
tests on the standardized residuals and the squared standardized residuals.
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Model
Co
C for 13|2, 24|3 C for 14|23
1
sClayton
BB1
t
2
sClayton
BB7
t
3
sClayton
t
t
4
Clayton
BB1
t
5
Clayton
BB7
t
6
Clayton
t
t
7
sJoe
BB1
t
8
sJoe
BB7
t
9
sJoe
t
t
10
Joe
BB1
t
11
Joe
BB7
t
12
Joe
t
t
13
sGumbel
BB1
t
14
sGumbel
BB7
t
15
sGumbel
t
t
16
Gumbel
BB1
t
17
Gumbel
BB7
t
18
Gumbel
t
t

nllk
-6385.958
-5858.277
-6656.954
-6382.262
-5988.420
-6668.192
-6382.221
-5868.216
-6668.176
-6384.208
-5850.384
-6655.275
-6367.709
-5914.537
-6637.987
-6383.900
-5828.572
-6653.817

AIC
-12741.916
-11686.554
-13283.908
-12734.524
-11946.840
-13306.384
-12734.442
-11706.432
-13306.352
-12738.416
-11670.768
-13280.550
-12705.418
-11799.074
-13245.974
-12737.800
-11627.144
-13277.634

Table 2: AICs of proposed mixed copula models, where sClayton is the survival Clayton copula
and the others are similarly named, and “nllk” is the corresponding minimum negative log likelihood.
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Tree 1
Margin
12
23
34
δ
6.309 6.180 3.936
s.e.
1.004 1.177 .650
.629 .335 .663
α1
s.e.
.044 .025 .051
.342 .591 .378
α2
s.e.
.023 .046 .027

Margin
ν
s.e.
ρ
s.e.
-

Tree 2
13|2 24|3
.648 2.801
.046 .299
.972 .958
.022 .013
-

Tree 3
Margin 14|23
ν
7.047
s.e.
1.208
ρ
-.400
s.e.
.012
-

Table 3: Fitted vine copula parameters and their standard errors (s.e.) for the candidate model
Clayton+t+t, where 1 = attb(t), 2 = atta(t), 3 = vicb(t), and 4 = vica(t). Note that the mixed
Clayton copula C ∗ has three parameters δ, α1 , and α2 ; Student-t has two parameters ν and ρ.
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1st quartile
median
mean
3rd quartile

Clayton+t+t
1.877
3.023
3.394
4.695

Clayton
.093
.615
.544
1.109

Gaussian Student-t
1.972
1.943
3.144
3.075
3.014
3.308
4.047
4.616

VineCopula
1.966
3.106
3.366
4.576

Table 4: Means and quartiles of the predicted log-likelihood values.
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Ql,m
p

Clayton Gaussian Student-t
35.896
3.745
5.408
< 0.001 < 0.001
< 0.001

VineCopula
1.672
0.024

Table 5: Ql,m test statistics of Table 4 by comparing the means of Clayton+t+t and that of the other copulas,
where p represents the p-value and l = m = 2, 016.
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BeforeDegree
η1
η1
η1
η1
η1
η1

≥ 99.5
∈ [95, 99.5)
∈ [90, 95)
∈ [80, 90)
∈ [70, 80)
∈ [50, 70)

Prob. %
.0033
.0013
.0198
.0435
.0327
.0952

.1%
.9299
.9505
.9762
.9853
.9887
.9919

.5%
.9939
.9979
.9985
.9991
.9997
.9998

η2
1%
.9939
.9986
.9985
.9995
.9997
.9998

5%
.9970
.9993
.9990
.9998
.9997
.9999

10%
.9970
.9993
.9990
.9998
.9997
.9999

Table 6: Predicted effectiveness of early-warning, where “Prob.” represents the joint probability
that attb(t + 1) and vicb(t + 1) are respectively at η1 quantile of the predicted distributions. η2 ∈
{.1%, .5%, 1%, 5%, 10%}
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(a) The situation before employing early-warning

(b) The situation after employing early-warning

Figure 1: A snapshot during a time interval (e.g., minute) for illustrating the effectiveness of earlywarning: A dot represents an Internet IP address, a red-colored dot indicates an attacker (i.e., the
computer assigned with that IP address launches at least one attack against some victim during
the time interval), a pink-colored dot indicates a victim that is attacked, a solid arrow indicates
an attack, and a dashed arrow indicates an attack that is blocked because of the employment of
early-warning.
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(a) attb(t) in red vs. atta(t) in green
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(b) vicb(t) in red vs. vica(t) in green

Figure 2: The effect of employing the early-warning mechanism that uses the monitor to collect malicious
IP addresses and filters the attackers from these malicious IP addresses against the testbed. The plots are
based on the 2,016 observations which are used for the model building. (x-axis unit: 5 minutes; y-axis unit:
106 )
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Figure 3: Scatter plots of the uniform scores of the standardized residuals for time series attb(t), atta(t),
vicb(t), and vica(t). The lower triangular matrix values are Spearman’s correlations.
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Figure 4: Vine copula structure describing the dependence among time series, where 1 = attb(t),
2 = atta(t), 3 = vicb(t), and 4 = vica(t).
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(a) contour plots of the fitted mixed (b) contour plots of the fitted mixed (c) contour plots of the fitted mixed
copula for (attb(t), atta(t))
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Figure 5: Contour plots of the fitted C12 , C23 and C34 .
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Figure 6: Comparison of the predicted log-likelihood of the Clayton+t+t vine copula and that of the others’.
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