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Abstract
When we share ideas through conversation, we convey a
specific mental image to another person. However, men-
tal images don’t always match, and the effort it takes to
stop and achieve common ground would interrupt conver-
sational flow. We are currently investigating the design of
a system that translates a speaker’s gestures and speech
into a visualization of their idea. The challenge of design-
ing such a system is complex, as conversation is composed
of many intricate factors. We focus the results in this pa-
per on one factor in particular: speaker of reference. We
ran a study with 26 participants, with a prototype meant to
handle gestured descriptions of object size and noted the
effects of speaker frame of reference. From our analysis of
reference frames used during size descriptions, we draw
implications for how our proposed system may detect and
translate frame of reference to produce visualizations of the
user’s mental image.
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Introduction
Gestures are used to convey significant information to other
people during conversation. They affirm what is being ut-
tered, or present new information that the chosen speech
alone does not convey [12]. When it comes to storytelling or
conveying new ideas, we use both gestures and speech to
express a specific mental image we have generated within
our mind to others. Unfortunately, the mental images they
then create in their own minds of our conveyed ideas do not
always match with the intended meaning. We envision a
system that would seamlessly analyze a speaker’s gestures
during natural conversation towards the goal of externally
visualizing the underlying mental representations. Such a
system can help groups to establish common ground, or
to simply track ideas being conveyed. It could support the
process of telling stories, group-based brainstorming of
product designs, etc. - anything that involves the sharing of
ideas that are visual in nature, all during the flow of a natu-
rally occurring discourse.

Due to the complexity of natural conversation, the design of
such a system is a challenge. It requires in-depth analysis
of how we gesture, not simply for the goal of understanding
gestures as is done in psycholonguistics, but towards de-
veloping an understanding of gestures that will allow us to
derive design implications. For a system to be able to pro-
duce a visualization of ideas conveyed through our speech
and bodily behaviors in discourse, many intricate aspects of
natural conversation must be interpreted and reconstructed.
One such aspect is the understanding of speakers’ frames
of reference, or how they ground the description of their
mental images [9]. This paper presents a study aimed at
understanding how people adopt different frames of refer-
ence during descriptive conversations, and how frame of
reference may be integrated into the design of a gesture-
based idea visualization system.

Background
Gestures and Mental Imagery
While there are a variety of taxonomies that explain how
gestures convey information, one of the most prominent is
that of McNeill [12]. He delineates a clear separation be-
tween gestures of the abstract and gestures of the con-
crete, the latter of which he calls iconic gestures. These
gestures are common to other taxonomies as well [10, 16].
Gestures come forth motivated by images that a speaker
generates in his/her mind’s eye. Iconic gestures basically
describe the form of these images - an example would be
using one’s hands to trace or create the shape of a house,
or holding one’s fingers by one’s head to represent rabbit
ears [12]. Even if the speaker does not verbally describe
the house’s shape, or the rabbit’s ears in speech, these
gestures (typically produced with little awareness from the
speaker) provide additional information to one’s narration.

Frame of Reference
For gestures to be properly understood, their context needs
to be taken into account. Gestures are contextualized not
only by speech, but other aspects of body language, such
as body orientation, facial expressions, gaze, etc. Humans
pick up on these contextual factors easily and unconsciously
during the flow of conversation. A speaker’s frame of ref-
erence is a characteristic of iconic gestures that helps an
audience to understand how the speaker is approaching
the description of his/her mental image. As explained by
Danziger [5], “the notion of Frame of Reference takes ac-
count of the fact that a speaker can often take several pos-
sible perspectives on the phenomenon that s/he is consid-
ering." The speaker’s frame of reference can be determined
by understanding the relationship between the figure, or ob-
ject being described, and the ground, the object being used
in relation to the figure[9, 5]. The nature of the relationship
between the figure and ground is defined by the anchor



used. Levinson proposes three types of frame of reference
anchors [9], as explained with the help of Figure 1 where
the coin is the object being described (figure) and the dice
is being used as the ground object: (i) An Absolute anchor
makes use of a fixed coordinate system. For example, say-
ing the coin is two inches East of the die. (ii) An Intrinsic
anchor incorporates the description of the figure in relation
to the features of the ground object. An example would be
saying the coin is by the ’2’ side of the die. (iii) A Relative
anchor is when the speaker makes use of their own view-
point. For this anchor, one would say the coin is right of the
die (using the speaker’s viewpoint as shown in Figure 1).

Figure 1: diagram for use in
description of frame of reference
anchors, comparable to the teapot
example provided by Danziger [5].

Figure 2: example of a dimension
gesture with the features identified
by Brown et al [2].

Related Work
At this time, a large number of gesture recognition sys-
tems use a predefined library to interpret user gestures.
One of the most common approaches is by analyzing user-
produced gestures in a given task in order to determine this
final library, known as a user-defined gesture set [8, 14,
20]. Another approach that has been used is the allowing
of gestures to define descriptions of an object by the space
they occupy, limiting the interpretation of the gesture to an
absolute frame of reference [7]. These may not be ade-
quate for interpreting natural conversation, since in natural
contexts an unpredictable variety of gesture and speech
can be produced, and other factors of conversation, such as
frame of reference, can come into effect.

Past research showed that more often than not, the mean-
ing of a gesture is embedded within specific gesture fea-
tures. Quek et al. showed how speakers repeat specific
gesture features throughout their discourse to convey the
same meaning, known as catchment features [15]. These
are not necessarily consecutive in nature, but are repeated
in at least two gestures throughout a given discourse. In
previous work, we conducted an analysis of iconic gestures

produced during storytelling, and found that gestures con-
veying different types of meanings had varying degrees of
consistency in their physical features [2]. Gestures that de-
scribed object dimensions (width/height/depth) were the
most consistent in terms of their physical features. These
gestures tend to have mirrored hand movement, with a
flat hand shape, and meaning embedded in the distance
between the two hands, showing the length of one of the
object’s dimensions. An example of this kind of gesture be-
ing performed by is shown in Figure 2. Thus, we propose a
different approach to gesture recognition approaches that
seek to segment out the whole gesture, often through the
use of Hidden Markov Models or other algorithms [19, 13],
and focus instead on gesture features.

Visualizing Conversation
Research has been conducted with the aim to visualize
conversations, but with a focus on digital conversations (i.e.
message boards and social media forums). They note, just
as we do, that not all information during a conversation is
provided by speech (or text), and that conversations hold
much more content, such as interruptions, subtle interac-
tions, or emotions [6, 1]. This area of research seeks to
visualize specific aspects of a conversation, or conversa-
tions, for example, conversational structure [6] or mapping
existing content being discussed [11]. Our work is a depar-
ture from these works in that our envisioned system seeks
to visualize the mental imagery associated with ideas (or
conversation content itself) as conveyed through gestures
and speech during face-to-face natural conversation.

Research Questions
Our investigation in this paper is focused on iconic gestures
that describe sizes or dimensions of objects. The research
question that we address is: What are the implications for
the design of a gesture-based system that visualize ideas



from natural conversation in regards to the speaker‘s frame
of reference?

Prototype System
Our methodology to derive design implications for a gesture-
based idea visualization system is as follows: in our prior
work, we observed that people performed a specific type of
gesture to describe object dimensions in natural storytelling
scenarios [2]. We implemented a basic prototype system
that visualizes an object’s dimensions when a user per-
forms the specific gesture. Through analysis of how people
use this basic system, we aimed to derive requirements
for the design of a gesture-based system that accounts for
contextual factors, particular frames of reference in this pa-
per. Our prototype system is shown in Figure 3. It displays
a gift shop, where the user selects a gift for a given char-
acter off a shelf, describes how they would customize that
gift, and then describes its desired size to the system. Af-
ter the user has described the object size, he/she is asked
to adjust the size of the gift to the specific dimensions that
they had pictured in mind using an XBox controller. This
provides us with a baseline of the user’s mental image of
the object. When the user describes the gift’s size to the
system, using a wizard-of-oz method, the researcher ’cap-
tures’ the gestures for the system to use to create an auto-
matic visualization of the object of the dimension inferred
from the user’s gestures. Each ’capture’ includes a set of
skeleton data for the participant’s gesture, obtained us-
ing OpenPose[3, 17, 4, 18]. The system fits a rectangular
bounding-box between the gesturer’s hands using this data.
Each visualization can take two gestures as input - for an
object’s width and height. Thus, although we did not have
gesture recognition implemented in our prototype, visual-
izations were produced for the user during the study, almost
immediately after they were done gesturing.

Figure 3: our interface, i.e. what
the participant saw when
interacting with our prototype
system.

Figure 4: our study setup, showing
where the participant interacted
with our prototype system.

The Study
In total, 26 participants took part in our study: 14 male and
12 female, ages 18 to 29. We have full data for 20 of these
participants, due to system errors. Recruitment was via a
department participant pool hosted by the Department of
Computer and Information Science and Engineering at the
University of Florida, in exchange for course extra credit.
The study took place in a room where the participant sat
in front of a TV displaying our interface, which had a web
camera situated on top to capture their gestures (Figure
4). The researcher controlled the interface from a separate
room behind the one-way glass seen on the left. Partici-
pants went through a predefined sequence of steps with our
prototype: first choosing a gift for the character on the right,
then describing how they would customize it, followed by
describing its size, and finally using the controller to show
their pictured size. They engaged in this sequence for a
series of 16 randomly-sorted characters of different sizes,
ranging from a fairy to a large troll (the idea is participants
would adjust the dimensions of the gifts based on the char-
acteristics of the characters). The entire interaction, includ-
ing the participant, their screen, and the researcher’s con-
trol interface was video/screen recorded.

Frame of Reference Analysis
In this paper, we were specifically interested in how partici-
pants gestured using our basic gesture-space visualization
with respect to the frames of reference that they adopted.
Using video recordings of the sessions, we analyzed the
frames of reference used by participants during the gift
size-describing task for 4 characters randomly chosen out
of the 16 per participant. We chose this sample due to the
effortful nature of gesture analysis. In total thus, 84 cases of
size-describing gestures were analyzed. Within each task
analyzed, each individual gesture was coded individually for
the speaker’s frame of reference, due to occurrences where



the speaker would switch anchors between gestures within
the same size-describing task.

In our size-describing task, the gift is always the figure, as
defined by Levinson [9]. Our coding involved identifying the
ground and the anchor used by participants. Since prior
work has not analyzed gestures used specifically for di-
mensions, we evolved a coding scheme beginning with the
three anchors defined by Levinson [9]. Levinson’s frame-
work describes explicitly object spatial positions. The three
anchors used in the analysis were: (i) A gesture was identi-
fied as using an Absolute anchor if the associated speech
mentioned specific measurements, such as by saying the
gift should be "about a foot long" while producing a dimen-
sion gesture. This was also the determined anchor for ges-
tures where the hands showed the size of an object, and
the speaker did not indicate a ground object or use an in-
ternal viewpoint. A gesture was identified as using an In-
trinsic anchor if the associated speech included a ground
object and words that established a relationship between
the ground and figure (the gift), such as by saying it should
be half the size of the table (the table thus acting as the
ground object). The ground object did not have to be visible
(i.e. using the idea of the size of a basketball as a ground).
A gesture was identified as using a Relative anchor if the
speaker used an internal viewpoint. This could be by per-
forming an action or using oneself as a ground. An example
would be the participant showing themselves tucking the
imagined gift under their arm, while saying "it should be
small enough to fit under your arm."

A second coder analyzed 10% of the selected videos using
the coding scheme, and an intercoder agreement of 85%
was obtained after two rounds of discussion.

Results and Discussion
We identified 172 gestures across the 84 size-describing
cases. From the frame of reference analysis of the 172 ges-
tures, we made multiple interesting observations.

Frame of Reference Switching: There were cases where
participants switched between different frames of refer-
ence within the same task. This occurred a total of 10 times
( 12% of the analyzed tasks). 2 of these cases included all
three anchors.

Absolute Frame Coordinate Systems: We observed the
use of two different coordinate systems for gestures with an
absolute anchor. Most used their own physical space to de-
scribe the size of the object, showing the exact size of the
character’s gift through gesture or stating explicit measure-
ments. A few, however, seemed to use the screen space
to describe the gift’s size, holding their hands towards the
interface display to use that as a guide for their gesture.

Absolute Gestures and Absence of Speech: While ges-
tures are understood to exist in tandem with speech, there
were instances (totaling 16 of the tasks analyzed) where
gestures were produced without any speech at all. Of these
16, most used an absolute anchor (n = 14, 87.5%). This
could be due to the study task - the participants may not
have felt it necessary to continue speaking when the task
was already defined for them to describe the gift size.

Based on our coding scheme and observations, we gen-
erated the following implications for design regarding how
a system that visualizes ideas from natural conversation
might handle frame of reference.

Frame of Reference Detection
Firstly, we can assume that such a system must be capa-
ble of identifying the anchor being used by the speaker. A



variety of anchors were used, as found in our results, and
we have shown that they can be switched between at will.
We can only draw conclusions for gestures that describe
size (though we posit they can be translated to other ges-
ture types in the future), and propose the following system
guidelines to determine a gesture’s anchor:

A gesture likely uses an Absolute anchor if: a) exact mea-
surements are spoken; b) the gesture is not a pantomime,
and c) the speech does not indicate the use of a ground; or
if no speech was produced during its production. A gesture
likely uses an Intrinsic anchor if: a) its speech specifies a
ground object; and b) its speech uses comparison terms
with said ground (i.e. "a little wider than...", "half the height
of..."). A gesture likely uses a Relative anchor if: a) the
gesture is pantomimic (shows an action being performed by
the speaker); and b) its speech is self-referencing.

Frame of Reference Translation
The second thing we can conclude, is that a system must
be capable of translating a given gesture’s frame of ref-
erence into the visualization. A dimension gesture, even
with the same physical size, conveys a different mental im-
age when using an absolute anchor compared to when the
speaker is using a relative one, where the speaker is act-
ing in the capacity of a different-sized character such as a
fairy. Thus, we present the following implications for design
for translating various anchors for size-describing gestures,
after the anchor itself has been identified:

Absolute: The speech associated with the gesture should
be scanned for indications of a unit of measurement (i.e.
inches, feet, meters). If exact measurements are given, the
size should represent that in the visualization space. Oth-
erwise, if no unit of measurement is indicated, the gesture
should be taken as the literal size in the real world space,
and converted to that size in the visualization space.

Intrinsic: Once the ground object has been identified, the
speech associated with the gesture should be scanned for
relative terms or relative terms with exact units (i.e. the fig-
ure should be half, or 50% the size of the ground). These
will determine the change in scale as compared to the other
object. In the absence of exact speech, the gesture itself
will be used - further studies will be needed to determine
how, since the gesture does not always show the relation-
ship between the figure and ground exactly.

Relative: The visualization space will need to have a rep-
resentation of the speaker themselves, or an idea of their
size. Then, the object’s size would be scaled in comparison
to the size of the gesture compared to the speaker’s body
and the implied ground. In our case, since our study design
specified the gift was for another character, the gestures
within this frame of reference tended to put the speaker in
place of the character, no matter the character’s size. Thus,
the character acted as a ground for the relative gesture.

Conclusion
Our research investigates the design of a system that vi-
sualizes ideas from natural conversation. During this in-
vestigation with an initial prototype, we observed interest-
ing trends in participant use of frames of reference in their
descriptions of gift sizes for various characters. These ob-
servations in the variety of frames of reference used led
to design implications concerning the need for the detec-
tion and translation of speaker frame of reference in future
systems. Further research is necessary to fully explore the
role speaker frame of reference has to play in the final de-
sign of our proposed system, but these initial observations
and implications can inform the design of a new class of
gesture-based visualization systems.
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