
Adaptive trials can mean a variety of things -- a 
change in the trial parameters or in the design of 
an ongoing trial based on acquired data. Some 
adaptations are easy to implement maintaining 
statistical validity while others are more difficult, 
questioning statistical strength. The type of 
statistics being used for the analysis of the trial also 
plays a factor (1).

         From the viewpoint of the clinician, some 
care is required in interpreting the results, especially 
the strength of statistical inference.  But adaptive 
designs allow more flexibility and control over the 
trial and, hopefully, will lead to defining the optimal 
strategy for the given therapy. Bayesian statistics is 
likely to dominate the future standard of trial design 
but does involve change in how clinicians interpret 
the results. 
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Breakthroughs happen due to new 
genes, targets and drug strategies. 
New trial designs are allowing fewer 
false negatives, more flexibility, and 
more definitive and faster results. 
Catalyst is at the forefront of these 
innovative trial designs using adaptive 
and Bayesian methods. Our statistical 
staff and consultants are leading the 
way in Bayesian trial design allowing 
rigorous statistic validity with the 
flexibility of real time results, multiple 
endpoints and subgroup analysis, and 
true probability densities.



Frequentist Adaptive Trials
 Classic or “frequentist” statistics asks whether 
the data represents a sample that could be obtained from 
the distribution of interest. Frequentist statistics have 
some major strengths:  1) They have common use, such 
that clinicians have developed an understanding and 
intuition of the statistical methods and pitfalls, 2) they are 
accepted by regulatory agents and editorial boards, and 
3) perhaps the strongest asset is that hypothesis testing 
provides a “yes” or “no” answer.  Generally, this is framed 
as a null hypothesis, that the sample could have been 
obtained from the reference population. While there are 
nuances and interpretation issues, if the p<alpha then the 
result is “statistically significant.” The sample population 
(the drug treatment group) could not have been obtained 
from the reference group (the control group) and must 
be different from the reference group). If p>alpha then 
the trial results are not significant, and the sample group 
could have been obtained from the reference group.
         As in any test, the hypothesis test has a false 
positive and a false negative rate.  The alpha is the 
rate of false positives. That is, the sample seems to be 
different from the reference population when in fact it is 
not. The beta is the rate of false negatives resulting in the 
null hypothesis being correct when it actually should be 
rejected, or that the study drug is thought to be inactive 
when in fact it is active.
         By convention (not required by the mathematics) 
the alpha (or Type I error) is usually set to 0.05, which is 
a 5% false positive rate. This rate is for the study as a 
whole. In 20 identical trials there will be one trial in which 
the study drug will appear active when it is not active (as 
compared to the control). Equally important is the beta 
(or Type II error). The convention for this is far less rigid 
but is often set to 0.2, which means that in 20 identical 
trials the drug will appear inactive in 4 when it is actually 
active. The alpha is set low so that inactive drugs will 
not be used. But the use of comparative high beta is less 
justified, except that if both are set low, the trial may 
require a large number of patients. The power is 1-beta, 
or the chances of rejecting a trial if it is negative.
 

 The convention that a study should have an alpha 
of 0.05 overall, raises the problem of multiple endpoints. 
If a trial examined progression free survival (PFS) using 
alpha 0.05 to determine significance, and overall survival 
(OS) using an alpha of 0.05, the study as a whole has a 
false positive rate of 0. 10, in violation of the convention. 
That is to say it would have a 10% rate of false positives 
in the study as a whole. So, the alpha used to judge 
significance has to be corrected. The simplest method 
is to divide proportionally so that PFS is significant only 
if p<0.025, and OS is significant only if p<0.025, added 
together there is a 0.05 rate of false positive. 
 This convention is called the Bonferroni 
correction. While considered by some to be too 
conservative, it differs from more elaborate methods only 
if a very large number of endpoints are involved in greater 
excess of any number to be encountered in clinical trials. 
However, there are a number of ways to distribute the 
alpha to undertake multiple comparisons (2). It is an 
idiosyncrasy that if there were two separate studies 
each with only one of the two endpoints, they could 
both use alpha of 0.05, individually. Studies with “master 
protocols” use this to run multiple endpoints (for example 
with multiple drugs) as separate, independent, trials (as 
separate trials can use the alpha =0.05) under a “master 
protocol agreement” to avoid having to correct each arm.  
The “master protocol” is then only an administrative tool 
to facilitate multiple trials.
         In common practice a trial will have OS as the 
endpoint with alpha of 0.05, and then also add the PFS. 
But only the primary end point has statistical significance 
because of the 5% false positive convention. The 
secondary end point has no statistical significance. 
 The same problem arises in interim analysis, 
or group sequential analysis (3). Each time the data 
is reviewed, the alpha used to decide significance 
contributes to the overall alpha, false positive rate. So, 
if there were three interim analyses and a final analysis, 
each using alpha of 0.05, the overall false positive rate 
would be 0.20, a 20% false positive rate.  So, similar to 
the
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the situation with multiple endpoints, the alpha must be 
corrected and distributed among the analyses. Among 
the earliest methods (by Pollock) the alpha was divided 
equally among the analyses, 0.05/4 or 0.0125 for each, 
so in the interim analysis significance would only be 
declared if p<0.0125. A more sophisticated method would 
be to divide the alpha among analyses according to 
risk, causing a small number of patients to use a lower 
alpha. This mathematical method used was developed by 
O’Brien/Flemming/DeMets, and because it determined 
how the alpha is spread out, or consumed, it is called the 
alpha “spending function.”  The same type of correction 
is needed for the beta, and there is a beta spending 
function as well. Early on, the very small alphas required 
for significance can be a high hurdle to cross.
         The same is true of multiple arms of different 
drugs if some are to be dropped for lack of activity in 
an interim analysis (so called “pick a winner”). Alpha 
spending still needs to be corrected, even if the arm is 
actually dropped. “Basket trials” that test one drug on a 
single mutation in a variety of tumor types at the same 
time still has the problem of multiple endpoints, and 
“umbrella” trials using multiple drugs on a tumor type, 
even if selected for the specific mutation targeted, still 
have the alpha spending problem.
         Some types of adaptive designs can use 
frequentist statistics with full rigor. Trials can be adjusted 
for size but does not consume alpha. For example, at the 
interim analysis the control response can be evaluated to 
determine if there are enough patients in the trial. The 
analysis can remain “semi-blinded,” if only the control 
arm is reviewed, or blinded, if some composite endpoint 
that estimates the effect of combined therapy is used. 
This can be of use to avoid having an underpowered 
trial. Likewise, there can be dose adjustments (up or 
down) without need for various statistical corrections. 
These adaptations would have to be part of the protocol 
since the addition of patients or dose adjustments alter 
the IRB’s evaluation of the risk benefit ratio has been 
determined.
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Bayesian  Adaptive Trials
 Bayesian statistics is a different type of analysis 
(4) and the use of its methods has lagged behind 
frequentist methods, despite what would seem to be 
better adaptability, simply due to more powerful computer 
technology not being readily available until the 1990’s. 
Instead of a sampling frequency, Bayesian statistics 
develops a probability distribution. For example, the 
probability of being alive at 4 months could be 50% (OS), 
but could also be 40% or 30% or some other number 
on the basis of the data. Some of these probabilities 
are more likely than others. The complete distribution 
of possible probabilities is the probability distribution. 
In Bayesian analysis you make an estimate of what the 
probability distribution might be prior to obtaining the 
data from the trial. Then you “multiple” the data into the 
prior distribution and obtain the posterior distribution - 
what the probability distribution would be given the data 
obtained. Mathematically this may require a computer, 
but in the types of distributions relevant to clinical trials, 
there are some simplifications.
         Since the analysis is not based on the hypothesis 
testing, there is no false positive rate (no alpha) and no 
false negative rate (beta, and so no power). Therefore, 
there are no corrections for spending alpha or beta in 
multiple arms, multiple interim analyses, etc. In fact, the 
endpoints can be changed during the trial without loss of 
rigor. Analysis of the data can be in real time, although for 
practical purposes, set times of analysis might be used. 
Each arm’s probability is independent. As long as data 
collection is consistent, missing data rarely biases a trial.
         In almost every clinical situation the prior and the 
posterior are the same kinds of mathematical functions 
forming a conjugate pair. Many clinical trials use a binary 
endpoint. A binary endpoint has only two options, e.g. 
alive or dead, progression or non-progression. The 
mathematical form of the probability distribution for 
a binary endpoint is known - it is a “beta function” and 
fairly easy to calculate. The beta function is updated 
whenever new data is obtained and can provide a real-
time probability distribution.
         

 The analysis does not give a single number, but 
a distribution of probabilities. The possible probabilities 
can be grouped together, and collectively as a range, or 
“high density interval (HDI).” For example, a probably of 
being alive at 6 months on the new therapy could be from 
70-90% if 95% of the possible probabilities is in that 
range, that is the HDI. That HDI can then be used as a 95% 
confidence interval, with assurance that the probability 
of survival lies in that interval. It’s not quite the same as 
a 95% CI but it can be used in a similar fashion. Given 
an estimate of the PFS for the control and for the study 
drug, the number of patients needed for the complete 
separation of the two HDI can be calculated.
 The difference in the HDI can be used as a kind 
of “t-test” to demonstrate that the control and study arms 
line outside each of their HDI and establish the difference 
in response rates. The example graph illustrates (5) 
two samples with 6 data points showing a probability 
distribution. The x-axis represents the possible means, 
and the y axis represents the likelihood of that mean. The 
most likely means are 3.31 and 4.75, with the 95% HDI 
noted in the darkened base line, showing that the two 
groups have only a minor overlap.
 

 

 Since Bayesian statistics generated the 
probability distributions, not whether or not the null 
hypothesis should be rejected, there are no corrections 
for multiple arms or multiple analyses, and the endpoints 
or number of patients can be changed without loss of 
statistical rigor.  A “pick the winner” strategy is more 
effective using Bayesian statistical methods (6). In fact, 
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Bayesian statistics are actually giving the clinicians the 
data they thought they were getting in classical statistics, 
that is the probability of a result.
         Bayesian statistics, with a little more effort, can 
be used to generate survival curves (7). In the general 
mathematical cases, the calculations can be very difficult, 
but as in the binary endpoints, the functions relevant to 
clinical trials are actually known. Kaplan-Meier plots are 
mathematical monstrosities, since as step functions 
they cannot be differentiated or integrated. However, the 
shape of the Kaplan-Meier and survival curves in general 
can be fitted to a function called the Weibull function in 
virtually all cases. The prior and posterior are conjugate 
functions. These are real estimates of the probability of 
survival at any point. Bayesian analysis provides for true 
survival functions (8) and can be generated continuously 
throughout the trial and not just at the end of the trial. 
The curves can be followed in real time and allow early 
decision making. Since there are no statistical “penalties” 
for early “looking” at the data, there can be a truly 
seamless transition between phase II and III trials.

Phase I Studies
                  For mysterious reasons the “3 by 3” 
design for phase I studies has been honored with wide 
usage. There may be practical considerations, but there 
is no statistical reasoning. The concept of increasing 
the dose until there is a 33% dose limiting toxicity 
seems to be an exceptionally high toxicity level. If that 
is the dose carried on into Phase II, that level of toxicity 
would appear excessive. Furthermore, when a number 
of computer simulations have been run comparing the 
“3 by 3” with probability or model-based dose finding, 
the “3 by 3” method does not give consistent results (9). 
The CRM, or continuous reassessment method, uses 
Bayesian statistics to find the optimal dose (10). The 
“prior” probability distribution has a variety of possible 
forms such as dose-linear, sigmoid, and O’Quiley, but 
the selection of the prior is not very critical in real data. 
The CRM model is more efficient and less likely to expose 
patients to toxic doses compared to the “3 by 3” method. 
This is true (11) even when the optimal dose-toxicity curve 
is unknown.
         
 

 The Bayesian prior for the shape of a toxicity curve 
is usually modeled on power or logistic models. After the 
data is obtained the curves will be updated and the next 
dose level will be suggested. Many of the programs allow 
selection of the prior mathematical form for the toxicity 
profile and select the total number of patients in the trial, 
as well as an acceptable level of toxicity.
         Since the Phase I is the optimal place to get 
the dosing right, it would seem to require more rigor in 
establishing the dose. There are several methods for 
improving dose finding trials. Some of which can be found 
in the Handbook of Methods for Designing, Monitoring, 
and Analyzing Dose-Finding Trials (12).
         A Bayesian approach to dose finding is especially 
useful for combinations of drugs (13). In the “3 by 3” 
method, one drug level is fixed, and the other dose 
escalated, which is transparently not adequate if there 
are overlapping toxicity. One drug may be dramatically 
sub-therapeutic. The Bayesian method can test all 
combinations of two dose schedules and find the optimal 
ratio of doses for a specified toxicity level (14).

Conclusion
 Especially in early phase clinical trials, adaptive 
approaches are becoming exceedingly important to 
permit early decision making and speed the development 
of novel therapies. Clinical trial managers, especially 
CRO’s, should have the capability of performing these 
types of analyses. Some of the adaptations require 
restructuring of the administrative apparatus for the 
trial, and must have current, complete, and clean data, 
usually necessitating an electronic data capture and 
query system. The clinical investigator should enter data 
comprehensively and in near real time.
         In particular, Bayesian statistical methods can 
facilitate the development of a viable clinical development 
plan. In the era of powerful laptop computers, the 
complex mathematics of Bayesian analysis have become 
manageable, and soon most clinicians will become 
familiar with the results of these analyses.
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