EDUCATIONAL ASSESSMENT
2016, VOL. 21, NO. 4, 278–299
http://dx.doi.org/10.1080/10627197.2016.1236676

Exploring the Effects of Rater Linking Designs and Rater Fit on
Achievement Estimates Within the Context of Music Performance
Assessments
Stefanie A. Winda, George Engelhard, Jr.b and Brian Wesolowskib
a

University of Alabama; bUniversity of Georgia
ABSTRACT

When good model-data ﬁt is observed, the Many-Facet Rasch (MFR) model
acts as a linking and equating model that can be used to estimate student
achievement, item difﬁculties, and rater severity on the same linear
continuum. Given sufﬁcient connectivity among the facets, the MFR model
provides estimates of student achievement that are equated to control for
differences in rater severity. Although several different linking designs
are used in practice to establish connectivity, the implications of design
differences have not been fully explored. Research is also limited related to
the impact of model-data ﬁt on the quality of MFR model-based adjustments
for rater severity. This study explores the effects of linking designs and modeldata ﬁt for raters on the interpretation of student achievement estimates
within the context of performance assessments in music. Results indicate
that performances cannot be effectively adjusted for rater effects when
inadequate linking or model-data ﬁt is present.

A major concern in research related to performance assessments across domains is the degree to which
rater effects, such as severity and leniency, affect the interpretation and use of scores. In particular,
fairness issues related to performance assessment systems include concerns with the exchangeability
of raters. To address this issue, most assessment systems incorporate rater training exercises and
qualiﬁcation requirements prior to operational scoring (Campbell, 1993; Johnson, Penny, & Gordon,
2009). The major goal of these qualiﬁcation requirements is to establish a shared understanding of
rubrics and rating scales among raters in order to establish a common framework for interpreting
student achievement within an assessment context. Despite these efforts, research on performance
assessments indicates that differences in rater severity persist beyond training (e.g., Lunz & Stahl, 1990;
Lunz, Stahl, & Wright, 1996; O’Neill & Lunz, 2000; Raymond, Webb, & Houston, 1991).
One approach for addressing differences in rater severity is for each rater to score every student
performance, such that differences in rater severity would affect each student in the same way. Because
practical constraints limit the use of these fully crossed rating designs, several researchers have
proposed post hoc procedures to account for differences in rater severity. For example, Braun (1988)
proposed the use of an analysis of variance – based adjustment procedure that takes into account rater
severity levels within each day of a multiday scoring procedure. Other approaches include the use of an
empirical Bayes framework (Longford, 1993, 1994), regression-based procedures (Lance, LaPointe, &
Stewart, 1994; Raymond & Viswesvaran, 1993; Raymond et al., 1991; Wilson, 1988), and the use of
measurement models such as the Many-Facet Rasch model (Engelhard & Myford, 2003; Lunz &
Suanthong, 2011; Myford & Mislevy, 1995). Essentially, these methods are based on principles similar
to test equating—a process by which scores obtained from different test forms that measure the same
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construct are placed on a common scale (Kolen & Brennan, 2014). In the context of selected-response
assessments, equating methods are designed to adjust person achievement estimates for differences in
item difﬁculty across forms. In the case of rater-mediated performance assessments, equating methods
aim to adjust estimates of student achievement for differences in rater severity.
Equating methods are based on an underlying assumption that the forms that are to be equated
measure the same construct and that they are built to the same content speciﬁcations. Summarizing
earlier research, Wolfe (2004) identiﬁed three major requirements for equating: (a) symmetry, (b)
group invariance, and (c) equity. These requirements are listed and deﬁned in Table 1. In the context of
equating procedures for assessment forms made up of selected-response items (see Table 1, Column A),
these requirements imply that student achievement measures are comparable in both directions (Form
A can be equated to Form B, and vice versa), equating results do not depend on the particular group of
students used to conduct the equating, and students are indifferent to the form used to obtain measures
of their achievement (Cook & Eignor, 1991; Hambleton & Swaminathan, 1985; Lord, 1980). When an
assessment system involves raters, the same three requirements can be extended such that individual
raters are analogous to different assessment forms. Table 1 Column B includes the interpretation of
these requirements in the context of a rater-mediated assessment. The requirements for equating with
raters imply that individual rater judgments of student achievement are exchangeable, rater equating is
invariant across samples of students, and conclusions about student achievement do not depend on the
“luck of the rater draw.”
In the context of performance assessments, equating procedures are based on data collection designs
that involve creating links between raters in order to perform transformations that control for
differences in rater severity. In particular, the use of the Many-Facet Rasch (MFR) model has become
increasingly prevalent in the context of performance assessments because it facilitates adjustments for
rater differences in the presence of incomplete data (described further next). Although the use of the
MFR model has gained popularity as a scaling technique for performance assessments, several key
considerations related to data collection designs and model-data ﬁt are often overlooked that have
implications for the interpretation of adjusted student estimates. Speciﬁcally, it is necessary to ensure a
sufﬁcient level of connectivity in the rating design, such that raters can be “linked” to other assessment
components, including other raters, students, or tasks. It is also necessary to evaluate model-data ﬁt as a
prerequisite for the interpretation of adjusted student achievement estimates. Within the framework of
Rasch measurement theory, this study highlights key considerations when incomplete rating designs
are employed. Empirical data from a musical performance assessment are used to illustrate the
consequences of different data collection procedures and model-data ﬁt on the quality of statistical
transformations.

Purpose
The purpose of this study is to highlight the effects of differences in data collection designs and
model-data ﬁt that reﬂect authentic challenges in constructing rater-mediated assessment systems.
Table 1. Requirements for Equating.
Requirementa

A. Implication for Equating Selected-Response
Assessment Formsa

B. Implication for Equating Rater-Mediated
Assessments

† Equating methods result in inverse
† Rater judgments of student achievement are
transformations between forms. The scale
exchangeable. Adjustments for differences in rater
used to report the equated scores does not
severity do not depend on the particular raters
inﬂuence the comparability of the measures.
involved in the adjustment.
B. Group Invariance † Equating results are comparable across
† Rater equating results are comparable across samples
samples of students used to conduct the
of students used to conduct the equating.
equating.
C. Equity
† Students are indifferent to the form that is
† Students are indifferent to the rater who scores their
used to estimate their achievement level.
performance. Conclusions about student achievement
do not depend on the “luck of the rater draw.”
A. Symmetry

a

The deﬁnitions in this column are adapted versions of those discussed by Wolfe (2004, p. 368).
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Using an illustrative analysis, this study makes explicit the central role of considerations related to
model-data ﬁt and data collection designs for the interpretation of results when Rasch measurement
models are applied. Two research questions are used to organize the illustrative analyses:
RQ1:
RQ2:

What is the impact of rater linking designs on the stability of student performance ordering?
How does model-data ﬁt for raters impact the quality of adjusted estimates of student
performance?

Data from a rater-mediated music assessment are used to emphasize the implications of data
collection designs and model-data ﬁt for rater mediated assessments. Although these concerns apply
across assessment contexts, rater-mediated music assessments provide an example of assessment
settings in which issues related to rating quality are not widely recognized. For example, in a critical
evaluation of music assessment practice, Thompson and Williamon (2003) noted that “no published
work has speciﬁcally addressed the issue of how existing performance assessment protocols might be
developed into reliable tools for researchers” (p. 22). This study seeks to inform research, theory, and
practice across multiple communities in which rater-mediated assessments are used.

Theoretical framework: Rasch measurement theory
The theoretical framework for this study is based on Rasch measurement theory (Rasch, 1960/1980).
The distinguishing feature of models based on Rasch measurement theory is that they provide a method
for examining the degree to which invariant measurement is obtained (Engelhard, 2013). In the context
of educational achievement tests, invariant measurement is based on two major requirements for the
measurement of students and items: (a) Conclusions about students should not depend on which items
were used to measure them, and (b) conclusions about items should not depend on which students
were used to calibrate them (Wright & Stone, 1979). Invariant measurement is not a direct result of
estimation with the Rasch model. Rather, invariance is a hypothesis that must be veriﬁed by examining
model-data ﬁt. When an assessment includes raters, it is possible to use Rasch models to evaluate the
degree to which rater-invariant measurement is obtained. Rater-invariant measurement implies that
the measurement of persons is independent of the particular raters who happened to score them, and
the measurement of raters is independent of the particular persons who they happened to score (Wind
& Engelhard, 2013).
Several models based on Rasch measurement theory have been used to explore the hypothesis of
rater-invariant measurement (Engelhard, 2013; Wolfe, 2009). In particular, the MFR model (Linacre,
1989/1994) provides a useful framework for examining the impact of a variety of variables (i.e., facets)
in a rater-mediated assessment, such as students, raters, and tasks. Similar to a logistic regression model
with ﬁxed effects, the MFR model for ratings models observed ratings as the dependent variable with a
single person parameter (u) and additional researcher-speciﬁed facets as independent variables. When
data ﬁt the MFR model, invariant estimates of each of the independent variables on the logit scale can
be obtained. In the context of a rater-mediated assessment, a formulation of the MFR model might
include facets for students, raters, and items. This three-facet formulation of the model can be stated as



Pnijk
ln
¼ un 2 li 2 dj 2 tk ;
Pnijk21

ð1Þ

where
un ¼
li ¼
dj ¼
tk ¼

the logit-scale location (i.e., achievement) of Performance n,
the logit-scale location (i.e., severity) of Rater i,
the logit-scale location (i.e., difﬁculty) of Item j, and
the location on the logit scale where rating scale categories k and k-1 are equally probable.
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When the MFR model is applied, location estimates are obtained for each facet that describe their
ordering in terms of the construct. For the performance facet (u) higher logit-scale locations indicate
higher achievement, and lower logit-scale locations indicate lower achievement. Raters (l) with higher
logit-scale locations are more severe, and raters with lower logit-scale locations are more lenient. Items
(d) with higher logit-scale locations are more difﬁcult, and items with lower logit-scale locations are less
difﬁcult. The tau term in the equation (t) is not a facet. Rather, it is the location on the logit scale that
describes the threshold between rating scale categories—or the location where the probability for a
rating in a given category and the category just below it are equally probable. Different formulations of
the MFR model can be speciﬁed related to the threshold parameter. Speciﬁcally, the partial credit
formulation of the model (Wright & Masters, 1982) allows the location of the thresholds to vary across
items or raters. In contrast, the rating scale formulation of the model (Andrich, 1978) includes a
common threshold structure across items or raters.
After location estimates are obtained for each facet, additional indicators of measurement quality
can be calculated, including standard errors that describe the precision of estimates, separation statistics
that describe the degree to which there are differences between the logit-scale locations of elements
within a facet, and indicators of model-data ﬁt that describe the correspondence between model
expectations and empirical observations. This study focuses speciﬁcally on the role of model-data ﬁt in
the context of rater-mediated assessments. Most model-data ﬁt analyses within the framework of Rasch
measurement theory focus on the use of Inﬁt and Outﬁt summary statistics that describe departures
from model expectations for individual students, raters, or items (e.g., Smith, 2000). In addition to these
statistical summaries, Schumacker (2015) observed the usefulness of examining expected and empirical
item response functions (IRFs) as an indicator of model-data ﬁt and pointed out the relationship
between the slope of IRFs and standardized ﬁt statistics: Items with higher-than-expected ﬁt statistics
tend to have steeper IRFs, whereas items with lower-than-expected ﬁt statistics tend to have ﬂatter IRFs.
These graphical displays can also be used in the context of rater-mediated assessments by examining
the slope of rater response functions, which describe model-expected ratings for a given rater across the
range of the logit scale. Equations for calculating model-data ﬁt statistics are given later in the article.
Equating within the framework of Rasch measurement theory
Equating methods have been proposed within the framework of Rasch measurement theory. The key
distinction of equating from the perspective of Rasch measurement is the focus on placing estimates
of student achievement, rater severity, and other facets of interest on a common linear scale and
examining the degree to which equated measures demonstrate important measurement properties,
such as unidimensionality, measurement precision, and model-data ﬁt (Wolfe, 2004).
In previous research on rater-mediated assessments, the MFR model has been applied as a method
for linking estimates of student achievement across raters who exhibit different severity levels
(Engelhard & Myford, 2003; Lunz & Suanthong, 2011; Myford & Mislevy, 1995). Speciﬁcally, the MFR
model can be seen as a method for obtaining a concurrent calibration of student achievement across
different raters. When the data collection design contains sufﬁcient links between raters, the resulting
student achievement estimates (u) are adjusted for differences in rater severity. In other words, when
the MFR model is applied, no further transformations are needed: The estimates of student
achievement are equated across raters.

Data collection designs for equating rater-mediated assessments
In practice, equating procedures include two major stages: data collection and statistical transformation
(Kolen & Brennan, 2014). The data collection stage includes decisions related to the sampling
techniques used to collect data related to item difﬁculty (or in the case of performance assessments,
rater severity) and student achievement that are used in the second stage. The statistical transformation
stage involves the use of procedures to adjust student scores to control for differences in difﬁculty across
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forms (or, in the case of performance assessments, across raters). It is important to recognize the
primary importance of the data collection design decisions in the quality of the statistical
transformations. As pointed out by Mislevy (1992), “Test construction and equating are
inseparable. . . . When equating works, it is because of the way the tests are constructed” (p. 37).
Rating designs
Engelhard (1997) described the use of the MFR model and systematic data collection designs to obtain
invariant measurement within the context of rater-mediated assessments. He proposed three major
categories of rater linking designs (rater networks) and discussed the practical consequences of each in
terms of estimates from the MFR model. These rater networks are based on experimental design and
analysis of variance (Kirk, 1995) and can be viewed as block designs in which ratings are replications
within each cell of a rater-by-task design. Analogies are also provided to equating designs based on
classical test theory (CTT; Kolen & Brennan, 2014). When acceptable model-data ﬁt is observed, the
MFR model can be viewed as a type of equating model yielding estimates that provide a method for
describing rater severity, student achievement, and other facets of interest on a common scale. The data
collection designs proposed by Engelhard serve as the basis for the rater linking designs explored in this
study.
The ﬁrst type of data collection design is a complete assessment network. Complete assessment
networks are created when each assessment component (i.e., facet) is fully linked. In the context of a
rater-mediated assessment with students, raters, and items, a complete network would exist if each
student received a rating from each rater on each item. In the language of test equating based on CTT,
complete assessment networks can be viewed as generalizations of single group designs. Complete
networks provide the most straightforward design for analysis but are the most expensive type of data
collection design for ratings in terms of rater salaries and student time.
Second, incomplete assessment networks are created when systematic links exist between assessment
components that allow estimates of each component to be obtained. An incomplete network in the
context of a rater-mediated assessment would involve each student receiving a rating from two raters
on all items, where each rater scores a certain number of students in common with at least one other
rater. Within the framework of traditional test equating, incomplete assessment networks can be
viewed as generalizations of anchor test designs, where common assessment elements are used to link
uncommon elements. Numerous data collection designs for incomplete assessment networks can be
devised using matrix sampling techniques for balanced incomplete block and partially unbalanced
incomplete block designs (Kirk, 1995). As pointed out by Engelhard (1997), when incomplete
assessment networks are constructed based on sound data collection designs, it is possible to “obtain
reliable and valid links both within and between facets that are less costly in terms of examinee time and
rater salaries” than complete assessment networks (p. 27).
Nonlinked assessment networks are created when data collection does not include systematic links
between assessment components. For example, a nonlinked assessment network would exist if a unique
rater scored each student, or if each rater scored a unique task or set of tasks. Nonlinked networks result
in nested facets, such as students nested within raters or raters nested within tasks. As a result, it
is impossible to directly calibrate estimates of individual components of nested facets. Within the
framework of traditional test equating, nonlinked assessment networks can be viewed as generalizations
of equivalent groups designs. As pointed out by Engelhard (1997), the quality of estimates based on
nonlinked assessment designs depends on the degree to which the hypothesis of random equivalence of
assessment components (e.g., randomly equivalent raters and students) can be supported.
The importance of establishing sufﬁcient connectivity between facets in rating designs has been
emphasized in previous research (Eckes, 2011; Engelhard, 1997). However, it has not been widely
recognized that model-data ﬁt also plays a crucial role in linking student achievement estimates across
raters. Even a well-designed study with adequate links between raters does not guarantee the
advantages of invariant measurement unless model-data ﬁt is systematically examined and supported.
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When practical constraints prevent the collection of ratings for all students from all raters, it is
necessary to examine the impact of incomplete linking designs on estimates of student achievement,
rater severity, and other facets. The Rasch model is suited to handle incomplete data, and the resulting
estimates based on the MFR model provide useful information when appropriate data collection
designs have been implemented.

Methods
This study explores the effects of different rater linking designs using data from a rater-mediated
assessment of concert band musical performances (referred to as ensemble performances throughout
the remainder of the article). Ensemble performances can be viewed as an analogous facet to students in
rater-mediated assessments of achievement in other domains. The structure of the original rating data
was modiﬁed to illustrate the impact of rating designs within the general categories proposed by
Engelhard (1997) on the ordering of performances based on the MFR model. The impact of model-data
ﬁt for raters on the quality of adjusted student performance estimates is also explored.
Participants
Twenty-three raters participated in this study. The raters consisted of preservice instrumental music
education majors (n ¼ 21) and expert (n ¼ 2) raters. The experts were full-time university (music
education) faculty specializing in instrumental music performance. Both experts frequently serve as
professional adjudicators at formal district, state, and national large group performance evaluation
contests throughout the United States and have considerable experience teaching and consulting
instrumental ensembles at the secondary-school level.
Instrument
Each of the raters scored a set of 42 ensemble performances using a set of 29 rating scale items that were
paired with a 4-point rating scale from 1 (strongly disagree) to 4 (strongly agree). Items were gleaned
from Decamp’s (1980) high school wind band rating scale developed from a facet-factorial approach to
scale construction (see the appendix). In the original data collection design, both of the expert raters
and two of the preservice instrumental music education majors scored each performance. The
preservice instrumental music education majors are referred to as operational raters throughout the
article.
Rating designs
The original data collection design was constructed such that every assessment component was
systematically linked to every other component both directly and indirectly. In this study, assessment
components include raters, performances, and rating scale items. Speciﬁcally, each rater evaluated four
performances with two of the four performances linked to another rater and to the expert raters, who
scored all 42 performances. In addition, each rater scored his or her four performances on all 29 rating
scale items.
To address the research questions in this study, the original data set was modiﬁed to represent four
other data collection designs, such that ﬁve total rating designs were explored. The rating designs are
illustrated in Figure 1: Design 1 was the original data collection plan (two operational raters and two
expert raters); this design can be described as an incomplete connected assessment network. Designs 2
through 4 were also incomplete assessment networks that include a decreasing number of connections
between raters. Speciﬁcally, Design 2 did not include one of the expert raters, such that three
operational raters scored each performance. Design 3 included ratings from two operational raters for
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Raters
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Expert 2
1
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Raters
Expert 2
1
2
…
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…
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X
X
X
X

Design One: Original Rating Design, 4 ratings/performance
Concert Bands
Band 2 Band 3 Band 4 Band 5 Band 6
…
Band 41
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X
X

Band 1
X
X

Band 2
X
X

X

X

Band 1
X

Band 2
X

X

X

Design Two: 3 ratings/performance
Concert Bands
Band 3 Band 4 Band 5 Band 6
X
X
X
X
X
X
X
X
X
X

Design Three: 2 ratings/performance
Concert Bands
Band 3 Band 4 Band 5 Band 6
X
X
X
X
X
X

…

…

Band 42
X
X

X

X

Band 41
X

Band 42
X

X

X

Band 41

Band 42

X

X

Band 41

Band 42

X

X

Design Four: 1 rating/performance
Raters
1
2
…
21

Band 1
X

Band 2
X

Band 3
X

Band 4
X

Concert Bands
Band 5 Band 6
X

…

X

Figure 1. The four rating designs explored in this study. Note. Design 1 was the original data collection plan, which included ratings
from two operational raters and two expert raters for each ensemble performance. Design 2 did not include one of the expert raters,
such that three operational raters scored each performance. Design 3 included ratings from two operational raters for each
performance. Design 4 included only one operational rating for each performance, such that the raters were linked only through the
rating scale items.

each performance. Finally, Design 4 included only one operational rating for each performance, such
that the raters were only linked through the rating scale items.
Data analysis
The data analysis for this study consisted of three major steps. First, a rating scale formulation of the
MFR model (Andrich, 1978) shown in Equation 1 was applied to the ratings in each of the four rating
designs using the Facets computer program (Linacre, 2014). For each design, estimates of logit-scale
locations, separation, and model-data ﬁt were examined for the rater and student facets. Second,
the stability of performance ordering across designs was examined using bivariate correlations of
performance estimates (u) for the ensemble performances across the designs. Of particular interest was
the correlation between performance ordering based on Design 1 (four ratings per performance with
strong connectivity among facets) and the other rating designs.
Third, model-data ﬁt for the rater facet was considered in terms of the inﬂuence of rater misﬁt on the
quality of the MFR model-based adjustment of student performances. Rater misﬁt to the Rasch model
can occur in several different ways (Linacre & Wright, 1994), and a variety of Rasch-based statistics are
frequently used to identify rater effects, including Inﬁt and Outﬁt statistics (Engelhard, 2013), and an
estimate of rater discrimination (i.e., slope; Schumacker, 2015).
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When good model-data ﬁt is observed, the expected value for the standardized Inﬁt and Outﬁt
statistics is zero. It is also possible to examine ﬁt to the Rasch model using graphical displays that
illustrate variations in the slope of IRFs. Although the Rasch model does not include a direct estimation
of a discrimination (i.e., slope) parameter, it is possible to calculate an estimate of discrimination for
persons, items, and other facets (Linacre, 2004). For polytomous items, an estimate of the
discrimination parameter for raters can be calculated as
7
6
!
7
6
m
X
P
7
6
7
6
M niX nij 2
Pnijk M nijk
7
6
N
7
6
k¼1
ð2Þ
a^ ¼ 1 þ 6
!2 !7;
7
6P X
m
m
X
5
4
2
M nijk Pnijk 2
M nijk Pnijk
n

k¼1

K¼1

with
M nik ¼ kðun 2 li Þ 2

k
X

tij ;

ð3Þ

i¼1

where
Mnik ¼ the value of M in Equation 3 for the observation, k ¼ Xnij, that was observed when person
n encountered rater i on item j.
In this study, variation in rater discrimination (Equation 2) was used to illustrate the impact of one
type of rater misﬁt on the interpretation of student achievement estimates that are adjusted using the
MFR model. Graphical displays are used to illustrate the consequences of variation in model-data ﬁt
using a theoretical and empirical illustration.

Results
This section describes results from the MFR model analysis of the four rating designs. First, summary
statistics from the four designs are presented. Second, results from the bivariate correlations of ensemble
performance estimates across designs are described. Finally, the impact of rater ﬁt to the MFR model on
theta adjustments is considered using a theoretical example and empirical results from Design 1.
MFR model summary statistics
Results from the MFR model analysis of the four rating designs are summarized in Table 2. For each
design, the average logit-scale locations, standard errors, values of standardized ﬁt statistics, and indices
of separation are presented. To provide a frame of reference for interpreting the location of ensemble
performances (u), the rater and item parameters were centered on zero (mean set to zero) for all four
designs. Across the designs, the average ensemble location was slightly higher than the average location
of raters and items. Average values of the Rasch standardized Inﬁt and Outﬁt statistics were near their
expected value of zero across the four designs, although large standard deviations for the standardized
ﬁt statistics suggests variation in model-data ﬁt individual ensembles, raters, and items. An examination
of the reliability of separation across designs indicates a generally good spread in logit-scale locations
for individual ensembles, raters, and items, with values of Rel greater than 0.85 observed for all facets in
Design 1, Design 2, and Design 3. However, a slightly lower reliability of separation statistic for the
Rater facet was observed in Design 4 (RelRater ¼ 0.79). An examination of the chi-square statistics
indicates statistically signiﬁcant differences among the individual elements within each facet across the
four designs (p , .05).
Figure 2 includes variable maps for the four rating designs that illustrate the locations of the
individual ensembles, raters, and items for each design. In each display, the ﬁrst column is the logit scale
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Note. This table shows results from the separate Many-Facet Rasch model analyses of the four rating designs explored in this study. Design 1 was the original data collection plan, which included ratings
from two operational raters and two expert raters for each ensemble performance. Design 2 did not include one of the expert raters, such that three operational raters scored each performance. Design
3 included ratings from two operational raters for each performance. Design 4 included only one operational rating for each performance, such that the raters were linked only through the rating scale
items.
*p , .05.
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Table 2. Summary Statistics for Four Rating Designs.
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A. Design One: Original Rating Design
(4 ratings/band performance)

B. Design Two: Modified Rating Design
(3 ratings/band performance)

C. Design Three Modified Rating Design
(2 ratings/band performance)

D. Design Four: Modified Rating Design
(1 rating/band performance)
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Figure 2. Results from the separate Many-Facet Rasch model analyses of the four rating designs explored in this study. Note. Design 1
was the original data collection plan, which included ratings from two operational raters and two expert raters for each ensemble
performance. Design 2 did not include one of the expert raters, such that three operational raters scored each performance. Design 3
included ratings from two operational raters for each performance. Design 4 included only one operational rating for each
performance, such that the raters were linked only through the rating scale items.

on which the locations for each facet were estimated. The locations of individual ensemble
performances are presented in the second column. In each display, an asterisk is used to represent each
of the ensemble performances included in the sample. Ensembles with high logit-scale locations had
higher achievement (higher average ratings), and ensembles with low logit-scale locations had lower
overall ratings (lower average ratings). The third column shows rater locations. Severe raters (lower
average ratings) are located higher on the variable map, and lenient raters (higher average ratings) are
located lower on the variable map. Item locations are displayed in the fourth column. Items with high
logit-scale locations were more difﬁcult (lower average ratings), and items with low logit-scale locations
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were less difﬁcult (higher average ratings). The last column shows the rating scale categories, with
horizontal lines used to show the locations of the thresholds (t), which indicate the location on the logit
scale where the probability between a given rating scale category and the adjacent category below it are
equally probable.
Stability of performance ordering
Next, results from the MFR model analyses were used to examine the impact of rater linking designs on the
stability of the ordering of student performances. Speciﬁcally, estimates of performance locations on the
logit scale (u) were compared between the original rating design (Design 1) and the three modiﬁed designs.
The correlation of performance ordering based on the original design with the ordering based on the other
designs was of interest in order to examine differences in MFR model adjustments related to differences in
rater linking patterns. Results from the correlation analysis are presented in Figure 3. Overall, examination
of the scatterplots reveals a positive linear relationship between performance ordering for the ensembles
based on the original data collection design (Design 1; x-axis) and the three modiﬁed designs. However,
each comparison reveals differences in the relative ordering of performances across the designs, with
decreasing magnitudes of correlations observed as the level of connectivity decreases.
Examination of results in terms of individual performances further highlights the consequences of
different linking designs. Figure 4 shows discrepancies in logit scale locations between the original
rating design (Design 1) and each of the modiﬁed designs for the 42 ensembles examined in this study.
A discrepancy of zero (horizontal line) indicates no change in the ensemble measure between designs.
Positive values indicate that the ensemble had a higher judged location (theta) in the modiﬁed design,
whereas negative values indicate that the ensemble had a lower judged location in the modiﬁed design,
compared to the original judged location. As can be seen in Figure 4, the direction and magnitude of
discrepancies between the original and modiﬁed rating designs varies across the 42 performances.
Rater ﬁt
To examine the impact of model-data ﬁt for raters on the quality of adjusted estimates of student
performances, indicators of model-data ﬁt for raters were examined using estimates from the MFR
model. Speciﬁcally, the Facets computer program (Linacre, 2014) was used to calculate standardized
Inﬁt and Outﬁt statistics and a rater discrimination parameter. In this section, the impact of model-data
ﬁt for raters is illustrated using a theoretical example and an illustrative example from the music
ensemble performance rating data. The illustrations focus on the rater discrimination parameter as an
indicator of model-data ﬁt for raters.
Theoretical illustration. Figure 5 includes an illustration of the inﬂuence of model-data ﬁt on MFR
model adjustments of performance levels. As previously discussed, when good model-data ﬁt to the
MFR model is observed, values of standardized ﬁt statistics are around 0.00, and values of the rater
discrimination parameter are around 1.00. The theoretical illustration shows the consequence of
adjustments for raters who ﬁt the expectations of the Rasch model and for raters who do not ﬁt the
expectations of the Rasch model. Speciﬁcally, rater characteristic curves (RCCs) are presented for three
illustrative raters. The RCCs show the relationship between student locations on the logit scale (u) and
the expected rating for a given rater based on the MFR model (Equation 1).
Three illustrative raters are included in the illustration: Rater A is a lenient rater with adequate ﬁt to
the Rasch model (slope ¼ 1.00), Rater B is a severe rater with adequate ﬁt to the Rasch model
(slope ¼ 1.00), and Rater C is a severe rater who does not ﬁt the Rasch model (slope ¼ 0.60). The top
panel of Figure 5 displays conditional expected ratings for two raters who meet the expectations of the
Rasch model: Rater A (lenient) and Rater B (severe). When raters display adequate model-data ﬁt, it is
possible to make a constant adjustment for differences in rater severity using the expected ratings using
the MFR model. In other words, parallel response functions imply that student achievement can be
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Figure 3. These plots show the correspondence between ensemble measures on the logit scale (u) between Design 1 and the other
three rating designs.

interpreted on a common scale across severe and lenient raters. The bottom panel of Figure 5 displays
conditional expected ratings for a lenient rater who meets the expectations of the Rasch model (Rater
A) and a severe rater who displays misﬁt to the Rasch model (Rater C) with a slope parameter less than
1.00. When crossing RCCs are observed, it is not possible to make a constant adjustment to account for
differences in rater severity. In other words, there is no simple adjustment that can be used to equate
achievement estimates for students who were scored by Rater A and students who were scored by
Rater C.
Empirical illustration. Table 3 and Figure 6 include results from the empirical analysis of rater ﬁt for
the original rating design (Design 1). For illustrative purposes, rater ﬁt results are presented and
illustrated in detail only for the original rating design. Table 3 presents results from the MFR model
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Figure 4. The discrepancy between ensemble measures on the logit scale based on Design 1 and the other three designs. Note. A
discrepancy of zero (horizontal line) indicates no change in the ensemble measure between designs. Positive values indicate that the
ensemble had a higher judged location (theta) in the modiﬁed design, whereas negative values indicate that the ensemble had a lower
judged location in the modiﬁed design, compared to the original judged location.

calibration of the Rater facet for Design 1, including the estimate of rater severity on the logit scale,
model-data ﬁt, and an estimated discrimination (slope) parameter for each rater. As can be seen in the
table, there was a wide range of rater severity levels for the ensemble ratings, ranging from 2 0.94 logits
(SE ¼ 0.12) for Rater 10, who was the most lenient rater (average rating ¼ 2.91), to 1.30 logits
(SE ¼ 0.13) for Rater 18, who was the most severe rater (average rating ¼ 2.01). If data ﬁt the Rasch
model, estimates of performance locations on the logit scale (u) are adjusted for these differences in
rater severity, such that rater-invariant measurement of performances is achieved.

Rater A: Lenient
Slope = 1.00

Parallel Curves:
Rater B: Severe
Slope = 1.00

Rater A: Lenient
Slope = 1.00

Crossing Curves
Rater C: Severe
Slope = 0.60

Constant Adjustment

Non-Constant Adjustment

Figure 5. This ﬁgure illustrates the inﬂuence of model-data ﬁt on MFR model adjustments of performance levels using Rater
Characteristic Curves for three illustrative raters. Note. Rater A is a lenient rater with adequate ﬁt to the Rasch model (slope ¼ 1.00);
Rater B is a severe rater with adequate ﬁt to the Rasch model (slope ¼ 1.00); and Rater C is a severe rater who does not ﬁt the Rasch
model (slope ¼ 0.60). When crossing Rater Characteristic Curves are observed, it is not possible to make a constant adjustment to
account for differences in rater severity.
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Table 3. Calibration of the Rater Facet: Original Rating Design (Design 1).
Average Rating

Severity (Logits)

SE

Std. Inﬁt

Std. Outﬁt

Estimated Discrimination (Slope)

10
13
8
9
21
4
12
1
5
Expert 1
11
7
3
Expert 2
6
16
15
17
2
19
14
20
18

Rater

2.91
2.65
3.18
2.97
2.64
2.54
2.68
2.87
2.48
2.58
2.47
2.66
2.37
2.48
2.37
2.63
2.65
2.78
2.57
1.93
2.09
1.79
2.01

20.94
20.73
20.65
20.54
20.42
20.32
20.15
20.09
20.08
20.08
20.05
0.00
0.01
0.08
0.21
0.21
0.22
0.35
0.37
0.39
0.41
0.48
1.30

0.12
0.12
0.13
0.12
0.11
0.11
0.11
0.12
0.11
0.04
0.11
0.11
0.11
0.04
0.11
0.12
0.12
0.12
0.11
0.12
0.12
0.12
0.13

2.94
21.30
20.39
20.23
21.39
2.62
23.01
20.66
0.30
0.97
0.30
22.73
20.99
0.79
25.22
2.23
21.25
0.53
24.06
20.97
1.16
4.89
23.04

3.21
21.21
20.33
20.20
21.23
2.86
22.47
20.34
0.15
1.22
0.30
22.52
20.33
0.86
25.17
2.66
21.55
2.36
23.37
20.83
0.61
5.54
22.40

0.71
1.17
1.08
1.14
1.27
0.44
1.30
1.17
1.05
0.99
1.03
1.34
0.93
0.98
1.74
0.63
1.27
0.64
1.24
1.18
0.94
0.16
1.20

M
SD

2.53
0.33

0.00
0.48

0.11
0.02

20.37
2.35

20.09
2.40

1.03
0.34

Note. The raters are ordered by severity (Logits) from low (lenient) to high (severe).

An examination of model-data ﬁt statistics for the raters in Design 1 indicates that, in general, values
of the standardized Inﬁt and Outﬁt statistics are within 2 standard deviations of their expected value
(0.00). However, several raters demonstrate higher-than-expected and lower-than-expected ﬁt statistics
that suggest misﬁt to the MFR model. These high and low values of ﬁt statistics correspond to rater

Rater 8: ´ = –0.65
Slope = 1.08

Parallel Curves
Rater 14: ´ = 0.41
Slope = 0.94

Constant Adjustment

Rate 8:
Lenient (Fit)
Rate 14:
Severe (Fit)

Rater 8: ´ = –0.65
Slope = 1.08

Crossing Curves
Rater 20: ´ = 0.48
Slope = 0.16

Non-Constant Adjustment

Rate 8:
Lenient (Fit)
Rate 20:
Severe (misfit)

Figure 6. An empirical example of the consequences of misﬁt to the Many-Facet Rasch model for three illustrative raters from Design 1.
Note. It is possible to make a constant adjustment between Rater 8, who is a lenient rater, and Rater 14, who is a severe rater, because
both of these raters demonstrate adequate ﬁt to the Many-Facet Rasch model. However, it is not possible to make a constant
adjustment between Rater 8 and Rater 20 (a severe rater), because Rater 20 demonstrates misﬁt to the Rasch model.
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Figure 7. The slope parameters for the raters examined in this study. Note. These Rater Characteristic Curves correspond to the slope
parameters in Table 3.

discrimination parameters that indicate lower and higher slopes, respectively, than the expected value
of 1.00 when data ﬁt the MFR model. Figure 6 demonstrates an empirical example of the consequences
of misﬁt to the MFR model for three illustrative raters from Design 1. Rater 8 is a lenient rater
(d ¼ 2 0.65, SE ¼ 0.13) who demonstrated adequate ﬁt to the MFR model (Std. Inﬁt ¼ 2 0.39;
Std. Outﬁt ¼ 0.33; Discrimination ¼ 1.08), Rater 14 is a severe rater (d ¼ 0.41, SE ¼ 0.12) who
demonstrated adequate ﬁt to the MFR model (Std. Inﬁt ¼ 1.16; Std. Outﬁt ¼ 0.61; Discrimination
¼ 0.94), and Rater 20 is a severe rater (d ¼ 0.48, SE ¼ 0.12) who demonstrated misﬁt to the MFR
model (Std. Inﬁt ¼ 4.89; Std. Outﬁt ¼ 5.54; Discrimination ¼ 0.16). In the same manner as Figure 6,
RCCs are displayed for each rater independently, and overlaid RCCs are used to illustrate the
consequences of model-data ﬁt for raters. As can be seen in the ﬁgure, it is possible to make a constant
adjustment between Rater 8, who is a lenient rater, and Rater 14, who is a severe rater, because both of
these raters demonstrate adequate ﬁt to the MFR model. On the other hand, it is not possible to make
a constant adjustment between Rater 8 and Rater 20 (a severe rater), because Rater 20 demonstrates
misﬁt to the Rasch model—realized through higher-than-expected values of standardized ﬁt statistics
and a ﬂatter-than-expected estimated discrimination parameter.
Figure 7 illustrates the slope parameters for the raters examined in this study; these RCCs
correspond to the slope parameters in Table 3. A detailed examination of the RCCs reveals several
raters for whom nonconstant adjustments similar to those illustrated in Figure 6 are observed. Taken
together, the range of estimated rater slopes suggests that the adjustments made through the use of the
MFR model cannot be interpreted the same way for all of the ensemble performances.

Summary and conclusions
Using empirical data from a musical performance assessment, this study illustrated the effects of linking
designs and model-data ﬁt for raters on the interpretation of student achievement estimates within the
context of rater-mediated performance assessments.
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Linking and model-data ﬁt were examined using four designs that were crafted to reﬂect different
levels of connectivity among raters and students. Overall, the results indicated that the relative ordering
of student performance estimates varies across different linking designs and that performances cannot
be adjusted for rater effects when inadequate model-data ﬁt is found.
This study contributes to the literature in applied measurement and music assessment in several
ways. First, although variations on data collection designs for rater-mediated assessments have been
described in previous measurement research (e.g., Eckes, 2011; Engelhard, 1997), it has not been
explicitly demonstrated how differences in levels of connectivity can inﬂuence the interpretation of
achievement estimates. Along the same lines, the implications of model-data ﬁt for adjustments have
not been fully explored or described in terms of the slope estimates available in Rasch software. Further,
this study highlighted the importance of examining connectivity and model-data ﬁt to inform the
interpretation and use of ratings as additional indices of rating quality that supplement frequently used
indices of rating quality related to rater agreement, reliability, or other response patterns (e.g., halo
effects, leniency/severity, etc.). In terms of music assessment, this study highlighted important
methodological considerations for rater-mediated performance assessments that apply to both
research-based music psychology contexts and education-based music performance evaluation
contexts (Wesolowski, in press). In particular, this study demonstrated the application of modern
measurement techniques to the context of music assessments as a contrasting approach to most current
practices in research on music assessment. Speciﬁcally, research in music assessment is dominated by
classical test theory (see, e.g., Bergee, 2003; Brakel, 2006; Burnsed, Hinkle, & King, 1985; Conrad, 2003;
Fiske, 1983; Hash, 2012; King & Burnsed, 2009; Norris & Borst, 2007; Silvey, 2009a), with some studies
examining raters using generalizability theory (Atilgan, 2008; Bergee, 2007). These two measurement
theories are driven by a research tradition that focuses on total scores. Modern measurement theory
based on the new rules of measurement (Embretson, 1996) provide the opportunity to examine
persons, items, and raters in detail. Emergent work in music assessment (Wesolowski, Wind, &
Engelhard, 2016a, 2016b, in press) has begun to illustrate the advantages of using IRT to examine
rater behavior. More speciﬁcally, methodological comparisons of CTT (Lane, in press) and IRT
(Wesolowski, in press) paradigms in the context of music performance assessment are only recently
becoming commonly considered in the ﬁeld. Furthermore, the ﬁeld of music education is turning to
IRT as a methodological tool to aid in the scale development, benchmarking, standard setting, and
examination of persons, items, and raters in the Model Cornerstone Assessment project afﬁliated with
the National Core Arts Standards.
In this section, tentative conclusions are presented for the two research questions that guided this
study. A discussion of the results in terms of implications for research and practice, along with
directions for future research, follows.
RQ1:

What is the impact of rater linking designs on the stability of the ordering of student
performances?

To address the ﬁrst research question, the correspondence between student performance ordering
was examined across a set of four rating designs that reﬂect different levels of connectivity between
facets in a rater-mediated assessment. The original rating design was a connected, incomplete
assessment network (Engelhard, 1997), in which strong links were used to connect each facet
(students, raters, and items). This design represents a desirable situation that is not likely to occur in
operational performance assessment systems. Among the other three designs examined in this study,
Design 3 and Design 4 most closely resemble operational assessment systems, where a limited
number of ratings are assigned to each performance and limited connectivity exists among
operational raters.
Results from the correlation analysis indicate that, as connectivity decreases in rating designs, the
correspondence between performance ordering decreases. The comparison between the original rating
design and the modiﬁed designs illustrates the degree to which the conclusions about relative ordering
of performances would change when different linking designs are used in rater-mediated assessments.
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The ﬁnding of stronger correspondence when strong links between facets in an assessment system are
maintained highlights the importance of establishing adequate links between raters in order to obtain
rater-invariant performance estimates that are fair for all music ensembles participating in large-group
music performance evaluations.
RQ2:

How does model-data ﬁt for raters impact the quality of adjusted estimates of student
performances?

The second research question for this study focused on the degree to which variation in model-data ﬁt
for raters impacts the degree to which the MFR model can be used as an equating technique to adjust
estimates of student performance for differences in rater severity. Focusing on the realization of modeldata ﬁt through an estimated discrimination parameter for raters, a theoretical example was provided
that illustrated the consequences of model-data misﬁt on the degree to which estimates of student
achievement (u) could be viewed as equated or adjusted estimates that control for differences in rater
severity. A detailed examination of model-data ﬁt for raters was conducted using empirical data from
the musical performance assessment. The empirical results provided an “existence proof” that
highlighted these consequences in real data.
In previous research, designs for multifaceted assessment systems have included similar designs to
the original rating design explored in this study, where each facet is connected to each other facet.
Although the links are sufﬁcient to achieve estimates for each facet, the ﬁndings illustrated in this study
highlight the need to recognize the importance of model-data ﬁt when a concurrent calibration via the
Rasch model is used to obtain equated estimates of student achievement in the context of incomplete
designs. Speciﬁcally, if good model-data ﬁt is not observed, the resulting estimates may not reﬂect
consistent adjustments for all students, such that performance estimates cannot be interpreted in the
same way across raters.

Discussion
Relatively little attention has been directed to the effects of various rater-linking designs. Complete
designs are interesting theoretically, but most operational rater-mediated assessment systems involve
various forms of incomplete assessment networks. This study provided an illustration within the
context of assessment of musical performances that highlights the need for good model-data ﬁt in order
to realize the advantages of IRT models related to invariant measurement (Engelhard, 2013). The fact
that model-data ﬁt also plays a crucial role in examining the consequences of using different linking
designs for raters has not been widely recognized. Even a well-designed study with adequate links
between raters does not guarantee the advantages of invariant measurement unless model-data ﬁt is
systematically examined and supported.
This study has several implications for research and practice. In terms of research, this study serves to
remind researchers using concurrent calibration techniques to obtain equated achievement estimates
that the desirable properties related to invariant measurement and invariant rater-mediated assessment
are available only when adequate model-data ﬁt is present. Simply using Rasch measurement theory and
adjusting for differences in rater severity without checking for model-data ﬁt or sufﬁcient connectivity
can lead to misleading adjustments. Further, model-data misﬁt as captured in the widely used Inﬁt and
Outﬁt statistics does not provide sufﬁcient information to diagnose the sources of misﬁt (e.g., variation in
rater slopes) that may impact the quality of the adjustments for variation in rater severity.
In terms of practice, this study has implications related to fairness in performance assessment
systems. In the context of music performance assessments, raters are traditionally identiﬁed and
employed in the assessment process based on speciﬁc characteristics that deem them an “expert,”
including but not limited to years of experience; peer-reviewed success in the ﬁeld of music education;
and their ability to identify, diagnose, and prescribe solutions to common performance problems in
both tangible and age-appropriate ways (Kruth, 1970). Results from district, state, and national
large-group music performance assessments are often linked to community perceptions of teacher
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effectiveness and program quality (Boyle, 1992) and have proven to both positively and negatively
impact music directors’ careers (Burnsed et al., 1985).
Due to the increased legislative concerns of accountability in arts classrooms, the use of data gleaned
from large-group music performance assessments is being suggested as one possible method to evaluate
teacher effectiveness and student achievement (Wesolowski, 2014). The use of panels of third-party
“expert” raters is a long-standing tradition in music performance evaluations and competitions (Silvey,
2009b). A single panel of raters evaluating multiple ensemble performances is viewed as an equitable
way to provide empirical evaluation data when there is a demand for comparability across classrooms
(U.S. Department of Education, 2012). However, the use of expert music raters, regardless of reputation
and success in the ﬁeld, does not always provide equitable ratings of performance achievement
(Wesolowski, Wind, & Engelhard, 2015). In addition, as evidenced in this study, levels of connectivity
can also affect rating results. Investigation into rater effects, development of scoring procedures, and
interpretation of scoring outcomes may vastly improve music performance assessment conditions with
the utilization of the MFR measurement model. More important, the application of meaningful rater
designs with optimal achievement estimates may improve objectivity in the music assessment process.
The ﬁeld of music education also lacks reliable and systematic methodologies for developing
benchmark and other related performance assessment measurement tools to analyze and report
meaningful student outcomes in the classroom. According to Wesolowski et al. (2016b),
There is currently a lack of a reliable and systematic methodology for analyzing and reporting rating quality
of rater-mediated assessments in the ﬁeld of music education. Therefore, a need exists to expand the
understanding of psychometric requirements related to rater-mediated assessments in music performance.
(p. 336)

This study seeks to contribute to the understanding of psychometric requirements related to data
collection designs and resulting model data ﬁt in the context of music performance assessment.
The Rasch family of measurement models is currently being used for the development and
reﬁnement of the Music Model Cornerstone Assessments (MCA) as part of the new National Core Arts
Standards in music (State Education Agency Directors of Arts Education, 2014). These new assessment
tools were developed by teams of writing committees consisting of scholars and practitioners in the ﬁeld
of music education. According to Shuler, Norgaard, and Blakeslee (2014),
These early MCAs are truly works in progress, intended to provide protocols to help music educators
develop measures of student achievement in the performing process. They represent a synthesis of best
practices, based on months of reviewing examples from across the United States and internationally. (p. 49)

The intent of the MCAs is to provide standards-based evidence of three artistic processes in music (e.g.,
creating, performing, and responding) by offering benchmarked examples of musical performances and
other related student work at multiple grade and achievement levels. The foundation of the ﬁeld-testing
process consists of the development and validation of assessment tools aligned with the standards via
rater-mediated evaluations of student work. The results of this study can provide a more clear
understanding of the effects of rater designs on rater ﬁt, thereby improving the reliability, validity, and
fairness of the MCA framework outcomes and applications.
This study highlighted the importance of establishing rater linking designs with sufﬁcient
connections across facets and establishing evidence of model-data ﬁt as a technique for evaluating the
quality of ratings that can ensure that musical groups are not unfairly rated by lenient or severe raters
and that adjusted estimates of student achievement can be interpreted consistently across raters.

Limitations
This study presented illustrative analyses that highlight key considerations in the design and
interpretation of rater-mediated assessment systems when complete rating designs are not available.
A real-data example was used to illustrate these concepts related to model-data ﬁt and linking designs
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that reﬂect authentic challenges in constructing assessment systems. Accordingly, several limitations
are important to note. First, because real data were used, it was not possible to identify critical values for
levels of misﬁt or connectivity in data collection designs; such goals would be better suited to a
simulation study. Instead, this study highlighted the implications of misﬁt and linking designs within
the context of a real-world rater-mediated assessment.
Further, it is important to note that the model-data ﬁt considerations highlighted in this study are
most relevant within the framework of invariant measurement, in which the goal is to construct a single
continuum on which each of the facets in an assessment system can be located (i.e., a variable map). The
major beneﬁt of the strong model requirements that characterize Rasch models is that this approach
facilitates the interpretation of student achievement estimates that are adjusted for differences in rater
severity in a consistent way. Other approaches to modeling raters, including the generalized partial
credit model (Muraki, 1992), allow for greater ﬂexibility in terms of variation in rater discrimination
parameters across individual raters. When these approaches are applied, model-data ﬁt is
conceptualized differently, and the potential for RCCs crossing complicates the interpretation of the
parameters from the perspective of invariant measurement.
Directions for future research
Future research is needed to more fully understand the implications of rater linking designs and modeldata ﬁt in the context of performance assessments. Speciﬁcally, research is needed that examines the
degree to which similar results are observed across different rater linking designs, including fully
disconnected assessment networks, where raters are nested within tasks or students. Further research
should also consider the implications of model-data misﬁt in performance assessment ratings in terms
of person ﬁt.
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Appendix
Table A1. Instrument.
Item
1. Sound is well controlled and full.
2. The band plays with a warm, full, rich tone.
3. The band has good control in high pitch registers.
4. The tone is harsh due to overblowing.
5. The band tone lacks resonance.
6. The band plays with inconsistent tone quality.
7. The sound is distorted and not blended.
8. Rhythmic ﬁgures are properly and distinctly executed.
9. Meter changes are played accurately.
10. The band attacked and released together.
11. Loud passages sound rushed.
12. Performance is marked by uneven rhythm.
13. Performance lacks matched articulations in the band.
14. Intonation is good on crescendos and diminuendos.
15. Band plays with a well-deﬁned pitch center.
16. Intonation in harmonic background is excellent.
17. Unison pitches sound well in tune.
18. Tutti chords are badly out of tune.
19. Basic tuning is not good, band plays out of tune
20. Band tends to go out of tune on soft passages.
21. Balance is maintained between solos and accompaniment.
22. The balance is well preserve in contrapuntal sections.
23. Crescendo and diminuendo are properly graduated.
24. The performance displays effective musical communication.
25. Inner parts are too timid.
26. The balance in chords is not good.
27. Performance shows good attention to dynamics.
28. Performance exhibits proper style.
29. Performance lacks phrasing.

Rating Scale
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD
SD

D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D
D

A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A
A

SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA
SA

Note. These items are from DCamp (1980). SD ¼ strongly disagree; D ¼ disagree; A ¼ agree;
SA ¼ strongly agree.
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