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CURRENT STATE OF PLAY

The goal of building a universal quantum computer has changed in recent years 
from a purely academic effort to a significant industrial commitment. This is 
especially true for hardware development, where companies like IBM, Google, 
Tencent and Alibaba are just a few outstanding examples (Rueß, 2018). In addi-
tion, we see a strong rise of startup companies emerging from academia such 
as IonQ, IQM, and Rigetti. While building a fault-tolerant, i.e. error-corrected 
machine is still the long-term goal, the emphasis is shifting towards the develop-
ment of applications for noisy machines. Here, the term noisy means accepting 
the fact that the carriers for the quantum information, the qubits, are imperfect. 
The quantum gates applied to the qubits also lead to additional errors. 

The current era of Noisy-Intermediate-Scale Quantum (NISQ) computing 
(Preskill, 2018) is characterized by the optimization of algorithms towards shorter 
gate sequences and by scaling the quantum processors to a regime where clas-
sical supercomputers are not able to keep track. This has culminated in a Google 
publication claiming that their latest 53-qubit processor can perform a certain 
task in 200 seconds, taking the world’s most powerful supercomputer 10,000 
years (Arute, 2019). Even though these numbers seem impressive, the executed 
algorithms have no very little practical use. In addition, IBM has suggested a way 
to run the calculations in 2.5 days on the Summit supercomputer at Oak Ridge 
National Laboratories (Edwin Pednault, 2019). Regardless, the Google results are 
definitely a remarkable accomplishment and milestone in quantum computing, 
demonstrating the immense computing power of even small NISQ machines. 
However, still a lot of work is required before quantum computers become a 
practical reality. This includes integrating NISQ processors as co-processors 
into larger computer clusters in the next years. In the long term, the quantum 
community must demonstrate robust quantum error correction architectures 

141

Geneva Wealthtech Vol.1 / Quantum Computing



that allow for long-term, fault-tolerant operation. In this article, we focus on the impact of 
quantum hardware on financial applications. We first present the quantum advantage emer-
ging in the next few years and then give specific applications of quantum computing in the fi-
nance sector. Finally we describe how are these to be implemented on a quantum computer.

QUANTUM ADVANTAGE 

The above-mentioned Google results have been achieved to accelerate a particular compu-
tational problem for which there is not necessarily a practical application. From a business 
point of view, therefore, the result has little meaning other than the experimental confirmation 
that quantum computers can outperform their classic counterparts. What really matters is 
the question: when is a quantum computer used for the first time instead of a classic com-
puter to solve a practical application? Here, the motivation for using the quantum computer 
does not necessarily have to be speed but can also be lower costs for computation time or 
more accurate results. In general, the motivation for using a quantum computer instead of 
a classical supercomputer is called quantum advantage. The two most important questions 
are: When is a quantum computer ready to achieve quantum advantage, and which appli-
cations will be the first? The question of when is difficult to answer, but experts expect the 
first commercially viable applications in the next three to seven years. First applications will 
most probably be solved with one of the two following algorithms: The variational quantum 
eigensolver (VQE) and the quantum approximate optimization algorithm (QAOA). The first 
VQE applications are foreseen in chemistry (Kandala, 2017) and early QAOA applications are 
in industrial planning (Matsuura, 2019) and finance (Román Orús, 2019). Interestingly, both 
algorithms solve hard computational problems using hybrid classical-quantum algorithms. 
This underscores the requirements for tightly integrated hardware solutions, so-called quan-
tum accelerators (Britt, Mohiyaddin, & Humble, 2017). To take advantage of the benefits of 
quantum accelerators, having local on-site installations is of utmost importance. By building 
a local infrastructure, the high data rates between classical and quantum processors can be 
covered and the rare talents in this field trained. The architecture of such hardware solutions 
is the content of the following section. 

We focus here on the architecture for superconducting quantum computers, which are par-
ticularly well suited for financial applications based on QAOAs. This is important because 
in the 100 – 10,000 qubit count era, we will not have enough qubits to do full fault tolerant 
computation but have to stick to NISQ approaches. For these approaches, the highest pos-
sible clock speed is for example important because of the following reason: For N qubits, to 
achieve global entanglement one needs at least N2 2-qubit gates. Even though we cannot 
do error correction with NISQ devices, we can do error detection and whenever we detect 
an error, we can discard the run. This means one has to average a lot, typically on the order 
of 1,000,000 times. For a 1,000 qubit device, having a gate performed in 10 ns except for 1 µs 
therefore means an execution of 2.5 hours instead of 250 hours. Therefore, the real time per-
formance of the quantum device is very important. For example, in portfolio risk assessment, 
the task of random sampling (Monte Carlo) techniques takes up to 80% of computing time 
for large portfolios.
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QUANTUM COMPUTING APPLICATIONS   
WITHIN THE FINANCIAL SERVICE INDUSTRY

Financial services are strongly dependent on IT because of the banks’ reliance on security 
and the necessity to deliver differentiated services in a very short timeframe. Quantum com-
puter could, for instance, benefit the finance sector in the following areas:

I.) Portfolio Optimization: Investment decisions are largely based on the budget allo-
cation to various assets and asset classes with a desired future result in the form of 
a return while minimizing certain risks. This is a combinatorial optimization problem 
which cannot be solved analytically or numerically efficiently. Heuristics take minutes 
or hours to solve or usually do not find the optimal solution. Furthermore, if transaction 
costs and restrictions in the investment volume per asset are also introduced, modern 
heuristics, e.g. genetic algorithms, can no longer find a good solution. Here, solutions 
using quantum computers could produce results better and faster. Additionally, the 
solutions could be produced more cost-effectively as well.

II.) Clearing and Settlement: Clearing processes of securities and payments represent 
an optimization problem with various boundary conditions. With a large number of 
volumes and various credit pools, as well as incentives to pay out certain payments 
later due to different credit scores of the customers. This is an optimization problem 
with temporal restriction, since security deposits are bound up to the securities tran-
saction. The problem can be transferred to a quantum simulator and quantum com-
puter, whereby the discrete formulation must be partially transferred into continuous 
variables.

III.) Risk Management: Quantum properties can be used for generating random paths / 
scenarios and for evaluation of expected values. Qubits encode the paths (scenarios) 
and the state the (probability weighted) payout function. The expected value can be 
determined via the Quantum Amplitude Estimation. The accuracy of the algorithms is 
approximately doubling with the addition of a qubit. However, the number of quantum 
gates (= operations) used in the calculation doubles with each additional qubit (at 
least) as well, that - at least at present - the performance gain is less significant, 
especially compared to classical quasi Monte Carlo methods.

IV.) Synthetic data: Synthetic data can be archived via generative adversarial networks 
(GAN). Generative models allow an extremely promising training process, whereby 
various processes can be replaced and extended by quantum algorithms. An expo-
nential advantage over classical networks can be achieved by generating data from 
samples of measurements in high dimensional spaces. By using quantum computers, 
correlation can potentially be better considered. This can lead to decisive advantages 
in the analysis of risks in the financial infrastructure, in the portfolio of insurance 
companies, in the detection of fraud and terrorist financing and in the stability of 
energy networks. Additionally, GANs can be used to efficiently load distribution func-
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tions into a quantum computer. This can then be used to perform operations on the 
data represented (e.g. determining risk measures such as value-at-risk or expected 
shortfall). Other applications involve generating synthetic market data that represent 
realistic developments at the individual value level and macroeconomic trends and 
shocks. This enables predictive risk management, since it is not necessary to test and 
train on old known data (backtesting), but on new but realistic scenarios. This en-
ables exchange operators and clearing houses as well as regulators to create realistic 
stress tests towards forward-looking risk management.

V.) Fraud detection: Current models in fraud detection are rule-based with known 
fraud schemes to detect red flags. Some advanced methods in detecting fraudulent 
patterns in transaction data sets rely on machine learning methods, more specifically 
unsupervised learning to enable not only detecting known pattern but also unknown 
patterns. There are first attempts on how quantum computing algorithms can en-
hance machine learning methods to provide better results in terms of higher accuracy 
and less training effort.

QUANTUM COMPUTER ARCHITECTURE

A functioning quantum computer typically includes more hardware and software layers 
than classical computers, such as infrastructure (refrigerators, vacuum chambers), control 
systems (microwave electronics, lasers), classical optimizer, and compiler (see Fig. 1). The 
following sections cover important aspects of the architecture and microarchitecture of 
quantum computers but will not discuss the topic of quantum programming of Quantum 
Algorithms described elsewhere.
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Figure 1: Hybrid  
quantum-classical computing  
architecture for near-term  
NISQ applications.
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A.) Quantum Computer Middleware

I.) The task of the quantum computer middleware in Fig. 1 is to accept a certain 
Quantum Algorithm from the quantum programming stack and translate it into 
a specific set of gate sequences that can be executed by the quantum computer 
hardware. It consists of two classical stacks (Classical compiler & Optimizer and 
Optimal Control) and a quantum stack (Quantum Compiler and Instruction Set). 

II.) Classical Compiler and Optimizer: These two blocks in the classical stack take 
care of the variational part when finding a solution for VQE or QAOA algorithms. 
First, the classical compiler converts the host program into classic code using 
a traditional compiler, such as GCC, which during execution runs from the host 
CPU (X. Fu, 2018). 

III.) The classical optimizer implements the variational part of the code, i.e., finding 
the minimum of the cost function of the problem. In particular, the lowest eigen-
value of the Hamiltonian is found, which describes the physical implementation 
of the examined application. This is accomplished by varying certain parameters 
of the gate set sent to the quantum processor, e.g. rotation angles applied to 
individual qubits (dashed double arrow in Fig. 1). The optimizer continues until 
the expectation value (weighted average) returned by the quantum processor 
converges to a minimum. While many quantum computing solutions today offer 
web-based solutions, continuous feedback between the classic optimizer and 
the quantum hardware requires a local installation of the classic optimizer for op-
timal performance. The reason for this is the large bandwidth of traffic between 
the optimizer and the quantum computer hardware.

IV.) Quantum Compiler and Instruction Set: The quantum compiler uses a general 
quantum algorithm and converts it into a gate set that can be executed on a 
particular hardware. This means that the compiler takes into account the chip 
architecture and the specific gate types available to the quantum processor. For 
example, when the quantum algorithm assumes all-to-all-qubit connectivity, the 
compiled gate sequences implement the interaction with only nearest neighbor 
interaction, which is typically found for superconducting processors. For the 
current generation of NISQ processors, a major challenge for the compiler is 
to produce shallow circuits, i.e., gate sequences that are as short as possible to 
avoid errors.

V.) The quantum instruction set is the interface between software and hardware 
that uses a specific quantum assembly language to define gate sequences and 
comprehensive feedback control (X. Fu M. A., 2017). It connects directly to the 
control unit and initiates the output of waveforms that define the quantum gates 
in real time. 
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VI.) Optimal Control: Because superconducting qubits are manufactured elec-
trical circuits, they are not all created equal. Therefore, one must find optimal 
pulse shapes and timings to optimize the performance of gates and readout. 
This task must be automized for qubit counts larger than a few qubits due  
to the many degrees of freedom. To find optimal control parameters, it seems 
beneficial to take machine learning and other optimizing methods into account.

B.) Quantum Computer Hardware

I.) The task of the quantum computer Hardware in Fig. 1 is to execute the quantum 
algorithms. To this end, the quantum gates are transformed into short microwave 
pulses, which are used to implement single- and two qubit gates. Also, the 
readout of the quantum states is achieved by sending short microwave pulses 
from the Control Unit to the Quantum Processor.

II.) Control Unit: The control unit is classical electronics generating the waveforms 
to implement the gates passed forward by the instruction set. Typically, the 
control unit is a combination of field-programmable-gate-arrays (FPGAs), mi-
crowave generators, and digital-to-analog converters. On average, one needs on 
the order of one FPGA and microwave source per physical qubit. The microwave 
pulses are sent to the quantum processors using coaxial cables. The state of the 
quantum processor is read out by amplifying the signals being reflected at the 
different readout units of the quantum processors.

III.) Quantum Processor: The quantum processor is the heart of the quantum com-
puter. It is the unit where the classical microwave signals enter the quantum wor-
ld. Typically, for a superconducting processor, the microwave signals are being 
attenuated by many orders of magnitude before entering the quantum processor 
in order to be suitable to control individual quantum states inside the processor. 
For superconducting qubits of the transmon style, the two basis states |0> and 
|1> are encoded by either having zero or one photon in an electric circuit. These 
are created by short microwave pulses, called single-qubit gates. Entanglement 
between the different circuits can be created by letting them interact for a certain 
amount of time. This interaction is called a 2-qubit gate. The algorithms being 
executed are a series of these two gate types. Before starting an algorithm, one 
must reset the system to a well-known initial state. This is usually achieved by ini-
tializing the system close to a vacuum state, i.e., only zeros in all qubit registers. 
At the end of each algorithm, the qubit states are being read out using additional 
resonant circuits. Because, the readout signals are extremely weak, often in the 
attowatt (10-18 W) regime, one needs extremely efficient amplifier to overcome the 
omnipresent noise.
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CONCLUSION

In conclusion, we expect that quantum computing will be used in the finance sector for 
applications such as portfolio optimization, risk management, or fraud detection. The first 
applications will use a quantum processor as an accelerator to speed up certain compu-
tational tasks in combination with a classical optimizer. The reason is that in the NISQ era, 
the qubit performance is too low to run extensive algorithms requiring a large number of 
gates. To overcome this problem, one needs error-corrected qubits, which means one needs 
thousands to millions of physical qubits working with high quality in a single processor. 
Building an error-corrected quantum computer is the main long-term challenge for quantum 
hardware companies.
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How Quantum Computing 
Will Reshape Finance
By Dr. Mark Jackson 
Scientific Lead of Business Development  
at Cambridge Quantum Computing

and Dr. Mattia Fiorentini
Head of Artificial Intelligence  
at Cambridge Quantum Computing

WHAT IS QUANTUM COMPUTING?

Quantum computing has emerged as one of the most exciting and possibly re-
volutionary technologies in decades. The fundamental idea is that information is 
manipulated not as bits 1’s and 0’s, but rather as quantum bits - qubits - which 
may be 1’s and 0’s simultaneously in what is called a superposition. This allows 
both configurations to be considered in one computational step. Two qubits then 
allow four configurations to be considered simultaneously, three qubits allows 
eight configurations, and so forth - an exponential increase in speed for calcu-
lations which can take advantage of this method. First suggested in the early 
1980’s, quantum computing remained limited to academic research until about 
2014 when several technical advances led to a commercial offering of hardware 
prototypes. Just recently in October 2019, Google announced that it had achie-
ved quantum supremacy - a controversial term signifying that it had performed 
an example of a task efficiently on a quantum computer, yet prohibitively costly 
on a classical (commonplace) computer. 

There are several known ways to build a quantum computer, each with advan-
tages and disadvantages. One method - chosen by Google, IBM, Rigetti, and 
Intel, among others - is that of superconducting technology, in which some ma-
terials conduct electricity with almost no resistance when cooled down close to 
absolute zero. This technology offers good scalability but low accuracy in mani-
pulation. Another - employed by Honeywell and IonQ - is the ion trap technology, 
in which qubits are electrically charged particles held in place by lasers and ma-
nipulated through electric fields. Because trapped ions interact only with finely 
tuned electric pulses, they can be accurately manipulated, but the complexity 
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of the machinery surrounding the qubits makes this approach difficult to scale. Yet another 
way of crafting qubits is topological, a less-developed technology in which special particles 
called Majorana Fermions can perform calculations with almost zero error compared to the 
other technologies; Microsoft is currently the only major commercial organization pursuing 
this approach and remains somewhat theoretical. In this scenario, platform-agnostic quan-
tum software is a straightforward choice for companies willing to experiment and gain early 
know-how.

QUANTUM COMPILER

Just as for a classical computer, quantum hardware requires software to be translated in 
native instructions in order to perform calculations. Here the instructions are for the qubits 
and come in three types: initialization, manipulation, and measurement. Initialization sets up 
the qubits in a particular configuration, usually simply the “0” state. Manipulation transforms 
the value of the qubits - this could be by a fixed amount, say inverting the “1” and “0” states, 
mixing the two states, or it could mean transforming by an amount which depends on the 
value of other qubits, say “if qubit 1 is a 1, flip the values of qubit 2, but if qubit 1 is a 0, leave 
it alone” - a CNOT operation. The final type of instruction is measurement. By measuring a 
qubit you are forcing it to leave the superposition and become a regular bit, with value “1” 
or “0”. Only the probability of each measurement result is known as quantum mechanics is 
probabilistic in nature.

Figure 1: An example quantum circuit.  
As time flows from left to right, qubits are initialized, manipulated, and then measured.

A quantum program (or circuit, as it is sometimes called) will then consist of the initialization, 
a series of manipulations, and then finally the measurement. These must all be performed 
by the time the qubit loses its quantum coherence and while protecting the qubits from the 
environment disturbance. A typical circuit is shown in Figure 1.
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WHY EFFICIENCY IS IMPORTANT

A compiler converts the code that a programmer inputs into instructions executable to the 
machine. In order to do this, the compiler knows all the specifics of the processor: how many 
qubits, how they are coupled, the error rates, and so forth. Ideally, it does so using as few 
instructions as possible.

Today’s quantum processors are limited in several respects. The number of qubits is less 
than about 100, the coherence time is short, and error rates are large for both operations 
and measurement. There is even a formal term for these present-day limitations: Noisy Inter-
mediate-Scale Quantum, or NISQ. This makes it essential that quantum circuits use as few 
operations as possible, in as short a time as possible. Efficiency could include anticipating 
which qubits will interact, thus placing them near each other; combining gates (two flips can 
cancel each other out). 

Many of the quantum processors today - those developed by Google, IBM, and Honeywell, 
among others - have compilers developed by internal groups. Each compiler uses a different 
language, and so to move a circuit from one processor to another, it must be re-written. 

This is why CQC has developed a compiler which is hardware-agnostic, called t|ket>. 
Working closely with each hardware group, CQC has included details of each quantum 
processor in t|ket>. A programmer simply inputs their circuit once, then indicates which 
processor to compile to. Moving the program to another processor is as easy as re-compi-
ling with a different processor selected. The resultant instructions are maximally efficient, 
and details of the processor are invisible to the user. It is also ideal for benchmarking.

Figure 2: CQC’s hardware-agnostic Quantum Compiler t|ket>
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QUANTUM ALGORITHMS FOR FINANCIAL INSTITUTIONS

An algorithm is a recipe for performing some computational task. The task is usually so-
mething that has general applicability and executed almost routinely: searching a list, 
multiplying matrices, and so forth. Algorithms can be built from other algorithms for more 
complex tasks, like predicting the value of a stock. Such structuring is useful because once 
we have designed the most efficient way to implement an algorithm, it becomes part of our 
software toolbox. The programmer can be assured that this efficiency is used every time, and 
thus significantly enhance the performance of the application.

There are a few algorithms which are ubiquitous in the financial industry, and therefore 
are ripe targets for seeking improvement using quantum computing. A class of interesting 
programs goes by the name of Monte Carlo, after the famous gambling region in Monaco. 
Monte Carlo programs are useful to estimate the likelihood of certain outcomes in processes 
where all the details are too complex to be accounted for exactly. For example, you may 
have noticed that some hands of solitaire are winnable, whereas others are not. What is the 
fraction of winnable to unwinnable hands? One could try to develop a complex mathematical 
theory to answer this number precisely. Alternatively, one could simply deal a random hand 
of cards, play to completion (winnable or not-winnable), and then try again. After a large 
number of such examples, a fair estimate should result; the larger the number of simulations 
considered, the more accurate the prediction is likely to be. The cost of this accuracy is, of 
course, computational power and time.

In the context of financial analysis, Monte Carlo simulations can be used to predict the fair 
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value of derivative instruments in various market scenarios. Figure 3 shows an example of 
such predictions. The more models one can run, the more accurate the simulation is and the 
better one can set the price for selling those financial instruments.

Monte Carlo simulations can be sped up using quantum computing. Classically, doubling 
the number of simulations doubles the amount of time required to get an improved answer. 
With a quantum computer, we can do better and reach the same, improved accuracy by 
generating fewer samples, thus substantially reducing computational costs.

Another case is of optimization. In many problems we are trying to minimize or maximize an 
objective function under some constraints, for instance, minimizing risk or maximizing profit. 
This is achieved by varying the parameters of the system we are constructing to reach the 
optimum. With a large number of parameters, often depending on each other in complex or 
unknown ways, it is challenging to devise computational techniques that find the optimum 
efficiency. As a consequence, we are left with the only option of trying all the possible so-
lutions, which is often very computationally costly. In these scenarios, quantum algorithms 
have been proven to beat classical algorithms making this sort of “parameter searches” 
much more efficient. 

HOW FINANCIAL INSTITUTIONS MAY WORK WITH CQC

Financial organizations are already beginning to investigate how they may take advantage 
of quantum computing, and the ones who will most benefit are those which have moved 
earliest. Potential applications include risk analysis, portfolio optimization, credit scoring, 
and derivative pricing, among others. CQC is already collaborating with several of the world’s 
leading financial institutions to develop a platform of financial quantum algorithms inclu-
ding those for Monte Carlo simulations, portfolio optimization, and encryption. Focusing on 
Proof-of-Concept cases, we are developing the core of these financial applications which 
can execute on today’s quantum hardware. As quantum hardware advances, it will be closely 
integrated with current IT systems: our applications are designed to be ready for hybrid 
quantum-classical production environments and to offer our financial partners an immediate 
commercial edge. 
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