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Executive Summary 

This deliverable is the last one of the CrowdBot project which concerns WP5. The objective of this deliverable, 

in comparison with the previous ones, is to make a final state of the sensors and software integrated on each 

of the platforms used in the CrowdBot project.  This information will facilitate the replication of the project 

results in the future, but it should be noted that many technical details are also present in the previous 

deliverables. 

The deliverable also makes a complete list of all softwares developed along the project, that can be equally re-

used out of the considered platform. This list extends to the simulation tools that were developed in WP4. 
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1. Introduction 

Work package 5 (WP5) is about developing a coherent theoretical and functional system architecture that can 

accommodate the targeted scenarios and facilitate the integration of the different work packages across all four 

robotic platforms. However, this process must be iterative and reviewable after each milestone so that the 

achievement of such objectives is guaranteed during all project development. In order to reach the previous, 

coordinating periodic integration activities among partners, updating the platforms and incorporating new 

developments is a must. Specifically, we want to ensure that we are incorporating all project experiment needs, 

both in the robot architecture model and the hardware. At the same time, we must ensure the quality of 

individual components as well as its robustness is enough for posterior commercial and academic purposes. 

Then, ensuring that the low-level sensor data from the robot and/or additional sensors is correctly managed so 

that high level situation assessment becomes possible.         

The focus of this deliverable is to propose a flexible architecture that can be easily adapted for the four robot 

platforms that are involved in the CROWDBOT project. Therefore, the present document extends the already 

delivered D53. 
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2. Description of the final integrated system 

1. Common on all platforms 

The common point of all the experimentation platforms of this project consists of a rolling base with lidar laser 

sensors, which will be used both for SLAM and for obstacle detection: the WP2 algorithms allow to detect 

obstacles and to track humans. In addition to lidar, other sensors have been added: RGBD cameras to 

complement obstacle detection and bumpers as a last resort for emergency situations. Each platform integrates 

its own version of reactive navigation which is refined according to the precise position of each sensor and the 

speed of movement of the platform.  

A granular view of the intelligent functional blocks is detailed in Figure 1. Each arrow indicator (with a 

corresponding letter label) is used to denote information flow from a functional block to another. The blocks 

in green are almost identical on all platforms, while those in light blue have been adapted for each hardware. 

 

 
Figure 1. Functional blocks and information flow of the system.  

Blocks in green are almost identical on all platforms, the one in light blue have been adapted for each hardware. 
 

 

The following section will detail each specific implementation.  
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2. Specificity of each platform 

This section describes in details all the sensor equipment of our various variables. 

1. Smart Wheelchair 

1. Presentation 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2. UCL’s smart wheelchair platform, consisting of a Salsa Quickie M2 powered wheelchair modified with additional sensing and computing 
capabilities. A mounted aluminium frame supports the RGB camera as well as four clusters of three ultrasonic rangefinders, which provide 360 

degree sensing. An additional 2D lidar sensor is mounted on the footrest to provide higher-fidelity range data in front of the wheelchair. An IMU 
and two wheel encoders (not pictured) are mounted internally to measure the wheelchair’s motion. 

UCL’s smart wheelchair (see Figure 2) is built upon a Salsa Quickie M2 powered wheelchair, with the addition 

of onboard processing and sensors including 12 ultrasonic rangefinders, a front-facing 2D Lidar, an integrated 

IMU, odometers, and an RGB camera. A summary of these additions is made below, superseding the 

information in D5.3 where it conflicts. 
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Table 1. Hardware augmentations on the UCL Smart Wheelchair 

Augmentation Mounting Purpose 

Odroid mini-PC Mounted internally, accessible 

by unfastening and lifting the 

seat 

Low-level computation including I/O, sensor 

data transformations and hosting the ROS 

master 

USB hub Mounted internally Connects the Odroid to the sensors and other 

internal components 

Emergency stop 

button 

Mounted on left handrest, within 

reach of the user’s hand 

Emergency hardware stop: halts and shuts 

down the wheelchair in the event of danger to 

the user or others 

Ultrasonic Range 

Sensors 

4 clusters of 3, mounted in 3D-

printed sensor housings attached 

to each corner of the wheelchair 

with semi-flexible ball joints 

Detection of objects and pedestrians over 

short distances in a 360 degree arc around the 

wheelchair 

 

Lidar Mounted on footrest, detachable Detection of objects and pedestrians in front 

of the wheelchair, range input to the people 

tracker 

Wheel encoders Mounted on drive wheel axles Measurement of wheelchair velocity 

IMU Internally mounted, accessible by 

unfastening and lifting the seat 

Additional motion sensing via accelerometer 

and gyroscope 

RGB Camera Mounted on frame behind the 

user, at above head height 

Used to track pedestrians: visual input to the 

people tracker 

 

 

2. Computing and Control 

Low-intensity computing tasks, including sensor and input handling, are handled by the onboard Odroid mini 

PC. This hosts the ROS master node and performs necessary transformations on the sensor data (such as 

converting the odometry from the two-wheel encoders into linear and angular velocities) before publishing it 

to other ROS components. It also acts as the ROS interface to the wheelchair control, allowing more 

computationally intensive algorithms running on an external laptop (such as the DWA-GVO algorithm) to 

modify the wheelchair’s behaviour. 

 

Sensor Processing: The outputs of the ultrasonic and odometry sensors are transformed to the correct scale 

and reference frame on board the Odroid, before being published as ROS messages that may be received and 

used by a control algorithm(s). In between these two components, an additional pair of utility nodes may be 

activated that intercept the ultrasonic and odometry data and perform operations to remove noise and artifacts, 

as well as outputting an estimate of the probability that the ultrasonic sensors are detecting a real object, as 

opposed to an echo or other artifact. 
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Due to the amount of data produced by the Lidar and RGB camera sensors, these are connected directly to a 

laptop running the people tracker component, which estimates and outputs the positions of nearby pedestrians 

for use by our shared control algorithms. 

 

Shared Control: Taking the output of the range and odometry sensors, the DWA-GVO probabilistic shared 

control algorithm generates a set of physically plausible paths for the wheelchair that avoid all known static 

obstacles, before pruning it further to eliminate those that may collide with a pedestrian. From this set, the 

algorithm selects the path most likely to satisfy the navigation goal, based on an objective function that aims 

to maximise fidelity to the user’s command in addition to velocity and distance from obstacles. 

 

Figure 3. High-level summary of software systems used by the UCL’s smart wheelchair. Internal communication between components is via USB 
connection with the Odroid, while the majority of software components communicate using ROS messages. Particularly data intensive sensors 

(the Lidar and RGB camera) connect directly to an external laptop running their associated software component in order to prevent lag and data 

loss in the ROS network. 
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2. Pepper / ETHZ 

1. Presentation 

 

Figure 4. The ETHZ Pepper robot showing (top to bottom) the Intel RealSense RGBD camera mounted with the custom scalp piece; the VI-sensor 
on the back of the head; the base circle mount housing the ethernet switch, 2D SICK TiM LiDARs; the 3D printed fender protecting pedestrians 

and the robot base sensors. 

The ETHZ Pepper robot (see Figure 4) was modified for the CROWDBOT project by including several 

additional sensors as well as a front 3D printed fender for added safety when autonomously navigating the 

robot through a crowd. Earlier deliverables (D52 and D53) have detailed the hardware augmentations, here, 

we include a short summary of the changes in Table 2 for clarity and completeness. 
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Table 2. Hardware augmentations on the ETH Pepper robot. 

Augmentation Mounting Purpose 

Intel RealSense D435 

RGBD camera 

Pepper’s forehead; forward 

facing 

Increased camera resolution and field of view 

for 3D pedestrian detection and tracking 

2 x SICK TiM571-

2050101 LiDARs 

Front and rear of the robot base; 

scan plane parallel to the ground 

with slight altitude offset 

between LiDARs to avoid 

interference 

2D planar range measurements to observe 

static obstacles and pedestrians’ feet 

Visual-inertial sensor Back of Pepper’s head; upward 

facing 

Testing localisation possibilities for extremely 

dense crowds. Now disused due to 

unsatisfactory performance arising from 

difficulty computing transforms between the 

sensor frame and the robot base. 

Ethernet switch Robot base Networking between robot, additional sensors 

and laptop 

Base ring mount Three contact points on the robot 

base 

Stable platform for housing ethernet switch, 

LiPo battery and laptop 

Scalp sensor mount Replaces original scalp piece Mount point for the D435 camera; exposes 

both top and bottom heat sinks of the camera 

for improved ventilation 

3D printed fender Robot base on with dedicated 

force absorption points which are 

isolated from the base ring mount 

and LiDARs 

Convex surface protects pedestrians and robot 

sensors during navigation in close proximity 

to people 

  

2. Computing 

The robot and each of the augmented sensors are connected to the main laptop via the ethernet switch. We use 

a ROS interface to send and receive messages from the sensors and robot. The most computationally expensive 

element that must be run online is processing the RGBD camera data online to perform human detection and 

tracking. We find that with a commercially available laptop GPU, we can expect real-time performance of our 

crowd navigation algorithms. For reference, we use a Lenovo ThinkPad (Intel Core i7, Nvidia GPU) in all of 

our navigation experiments with Pepper. 

  



 

EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D5.4  Final Integrated Robot System 

 

Page 10 of 19 

 

 
PUBLIC RELEASE 

3. Virtual Reality Interface 

We have also integrated a virtual reality interface such that a user can control Pepper’s base, arms and head 

with their own body. The setup consists of an Occulus headset and controllers as well as our VICON motion 

tracking system. The VICON provides robust and accurate human joint tracking compared to the Occulus 

which only allows tracking the controllers (i.e. the hands of the human). This way, we can more easily and 

smoothly convert the user’s upper body pose to the robot rather than only having the end effector pose for 

which multiple inverse kinematic solutions for the arm configuration may exist. 

  

The VR interface allows us to rapidly collect data on human-robot navigation interactions via a wizard-of-oz 

setup. Since the user’s head and arm gestures are remapped to Pepper, as well as the commanded forward and 

turning motions, we are able to log head orientation for viewpoint saliency, when and how arm gestures are 

used, as well as the commanded velocities throughout the navigation task. In particular, this allows us to model 

how the discrete and continuous parameters of each of these actions impact the efficiency of navigating Pepper 

through a crowd. 

 

3. CuyBot 

1. Presentation 

 

Figure 5. CuyBot resp. KELO GT robot 

The robot that was called "cuyBot" throughout the Crowdbot project has evolved into a number of robot 

platforms as well as a rapid-prototyping robot construction kit, all branded under the name "KELO". The 

company KELO Robotics was founded in 2020 by Locomotec members and collaborators in order to further 

develop and market these robot systems. The cuyBot platform, as it was described in Deliverables 5.2 and 5.3 

and analyzed in Deliverable 6.2, is now further developed as KELO GT (for Guide and Transportation). The 
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figure above shows the current form, but it will be updated in the near future. The following chapter focuses 

on this platform, though many elements are shared between other KELO robots as well.  

The main robot setup of KELO GT in the current state is as follows: 

● 4 x KELO Drives as actuators 

● 1 x or 2 x 2D Lidar, at front and back. 

● 4 x Realsense D435, at front and back as well as in base and in trunk 

● 8 x load-cells holding the outer hull of the robot base 

● Different types of IMU depending on robot setup 

Other KELO robots have additional sensors, such as a 360° 3D Lidar on the top of the robot, mainly used for 

localization. For the larger robots like the UVC robot, this sensor sees above most humans and that way has 

no issues when localizing in dense crowds. 

 

2. Computing and Control 

An Intel NUC with Intel i5 or i7 processor is the main computation unit on the robot, together with a Jetson 

AGX Xavier for person detection and tracking. There are three main computation layers and interfaces: 

1. Person detection: 

The Jetson Xavier takes in data from Realsense cameras (or Lidar) and runs the neural network-

based detection algorithms. The results are published as ROS messages on the robot's internal 

network. 

2. Navigation: 

The main navigation algorithms run on the Intel NUC in a 20 Hz loop. It combines data from Lidar 

sensors, person detection, actuators and other elements and produces a motion command sent via 

ROS message. 

3. Actuator control: 

Inverse kinematics or compliant control for the platform is computed in a 1 kHz loop also on the 

Intel NUC. Input commands are given by ROS message, the communication with the wheels is done 

via the realtime-capable EtherCAT protocol. 
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4. Qolo 

1. Presentation 

 

Figure 6. Qolo robot with highlighted sensors 

 

The Qolo robot (see Figure 6) for the project follows the sensor recommendations given in CROWDBOT 

Deliverable D6.2 Robot Design Recommendations, as follows: 

Mobile Robot base: 

● 2 x in-wheel frontal drive actuators 

● 2 x 3D Lidar - Velodyne VLP16, at front and back. 

● 1 x Realsense D435, at front. 

● 1 x Realsense T265 - visual inertia sensor, at front. 

● 1 x 6 axis force/torque sensor on a frontal bumper. 

● 1x 6-axis IMU at the center of mass of the robot. 

Person Carrier: 

● Embedded Pressure Control Interface 

● Joystick Controller: physical or virtual 

● Emergency switch onboard and remote. 
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2. Sensing 

Qolo as a standing mobility device for spinal cord injury carries a person in the middle of the robot, therefore, 

it makes necessary to use 2 lidars mounted in front and rear of the robot, as proposed in D6.2, for gaining full 

360 view of the surroundings. 

Frontal Lidar is located at 476mm from the ground, while the rear lidar is at 361mm, as shown in Figure 6. 

The difference in height is due to the need of allowing a user to sit down in a chair, thus the rear lidar requires 

a lower position for permitting docking to a standard chair. 

 

3. Computing and Control 

The Qolo robot is controlled from an embedded computer, UpBoard Squared with a CPU intel Celeron 2.4Ghz, 

which handles low-level control and user interface inputs. For the integration of the lidars we have set a second 

UpBoard computer which runs independently of the low-level controller for a distributed control architecture. 

Moreover, the RGBD and people detection are processed with a Nvidia Jetson AGX (embedded computer 

with 512 cores GPU). 

Depicted in Figure 7 the main low-level control runs at 400 Hz handling wheel commands, velocity and 

acceleration safety limits in an embedded microcontroller that communicates directly with the in-wheels 

control system. The upper level controllers for modulated obstacle avoidance, redirecting driver support in 

shared control and dynamical systems based compliant control run at 150 Hz, with incoming environmental 

sensing at 100Hz. Although, the people detection system operates at a much lower frequency of 20 Hz.  

 

Figure 7. Qolo Software components 
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3. On system performance 

1. Performance of the perception on the Jetson AGX 

The perception algorithms developed in WP2 are capable of running on desktop computers as well as 

embedded GPUs. Detailed performance benchmarking for different components can be found in D2.2 and 

D2.3.  

Here, we provide a brief summary. 

 

Table 3. Throughput (frames per second) of individual components in the perception pipeline. 

 Desktop 

(TITAN RTX) 

Desktop 

(1080 Ti) 

Laptop 

(RTX 2080) 

NVIDIA Jetson 

AGX 

Image-based 

detector 

(YOLOv3) 

- 20-30 - 20  

(w. TensorRT 

optim.) 

Image-based 

detector 

(YOLOv3) 

+ Tracker 

11 - - 7 

(w. TensorRT 

optim.) 

2D-LiDAR-based 

detector (DR-

SPAAM) 

59.1 - 37.1 8.9  

3D-LiDAR-based 

detector 

(CenterPoint) 

32.4 - 19.8 6.0 

Body pose 

estimation 

(MeTRAbs) 

- - - 10-55 (depending 

on network choice) 

Optical Flow 

(PWC-Net) 

- 35 - - 

 

The design choice of DR-SPAAM allows significantly increasing frame rate via subsampling the scan, without 

losing much on detection accuracy. This is summarized in the table below. More detailed analysis can be found 

in D2.3.  



 

EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D5.4  Final Integrated Robot System 

 

Page 15 of 19 

 

 
PUBLIC RELEASE 

 

 

Table 4. Throughput (frames per second) of DR-SPAAM on Jetson AGX with different subsampling. 

Subsampling factor FPS 

1 8.9 

2 18.2  (⨉2.0) 

3 26.6  (⨉3.0) 

4 32.5  (⨉3.7) 

5 36.4  (⨉4.1) 
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4. Public repositories 

To maximize the sustainability of the developments made within the framework of the CrowdBot project and 

to ensure that it continues to be used in the future, whether by the partners' teams or by other researchers around 

the world, the consortium has taken care to have a maximum of source repository accessible to the public. 

 

Currently, there are three types of accessible sources describe below. 

 

1. Perception algorithm 

1. DR SPAAM Detector1 

This repository contains the implementation of DR-SPAAM: A Spatial-Attention and Auto-regressive Model 

for Person Detection in 2D Range Data. 

 

2. MeTRAbs2 

MeTRAbs is a 3D human poses estimation method that takes a single RGB image as input and outputs the 3D 

poses in absolute coordinates. 

 

2. Navigation algorithm 

1. Active SLAM3 

This repository contains tools for active SLAM in crowded environments. It contains code that has been tested 

and used with a pioneer in simulation, a real pepper robot and a real turtlebot3-pi. 

 

2. Dynamic obstacle avoidance4 

This package contains a dynamic obstacle avoidance algorithm through modulation of a dynamical system for 

concave and convex obstacles assuming a holonomic control of a robot. 

 

3. Reactive navigation5 

Redirecting Driver Support (RDS) is a method for robots to reactively avoid imminent collisions with moving 

objects extending velocity obstacle (VO) method for non-holonomic and non-circular robots. 

 

                                                      
1 https://github.com/VisualComputingInstitute/DR-SPAAM-Detector 

2 https://github.com/isarandi/metrabs 

3 https://github.com/ethz-asl/crowdbot_active_slam 
4 https://github.com/epfl-lasa/dynamic_obstacle_avoidance_linear 
5 https://github.com/epfl-lasa/rds 

https://github.com/epfl-lasa/dynamic_obstacle_avoidance_linear
https://github.com/epfl-lasa/rds
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4. Compliant control for mobile robots6 

This repository contains a post-collision control framework for mobile robots through active compliance for 

absorbing impacts in closed-loop force control through passive dynamical systems. 

 

5. IAN7 

High level multi-behaviour planning for navigating through different crowd scenarios. 

 

3. Simulation and tools 

1. CrowdBot Challenge8 

All information about the CrowdBot challenge is on this webpage. 

 

2. Navrep9 

Simulator and benchmark implementations of RL-based robot navigation algorithms. 

 

3. Map-matcher localization10 

Map-matcher is a ros node which matches a source map to a reference map. 

 

4. Hand gesture: reaching target11 

Ros Module and its simulation environment  for a target reaching behavior with the Pepper robot 

 

5. Robot collision simulation with pedestrians12 

Pybullet based simulation for observing potential contacts between children/adult pedestrians with different 

robots (Qolo, powered wheelchair, and Pepper are available). Including post-collision admittance and sliding-

DS controllers.  

                                                      
6 https://github.com/epfl-lasa/sliding-ds-control 

7 https://github.com/ethz-asl/interaction_actions_for_navigation 
8 http://crowdbot.eu/crowdbot-challenge/ 
9 https://github.com/ethz-asl/navrep 
10 https://github.com/danieldugas/map_matcher 
11 https://github.com/softbankrobotics-research/qi-gym/tree/reaching_target/envs  and  https://github.com/softbankrobotics-research/hand_gesture 

12 https://github.com/epfl-lasa/human-robot-collider 

https://github.com/epfl-lasa/sliding-ds-control.git
https://github.com/epfl-lasa/human-robot-collider
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Conclusion 

This deliverable concludes the efforts developed in WP5 to integrate the scientific and technical developments 

from the other work packages on different platforms, in particular WP2, on human perception and detection 

techniques, and WP3, on crowd navigation techniques. 

Throughout the project, we wanted these techniques to be modular, reusable and re-implementable on new 

robotic platforms. This is, of course, a goal that conflicts with the need for high performance to enable high 

reactivity of robots in contact with people in a crowd. Thus, throughout the project, we have deployed them 

on various robots, each confronted with various contexts of use. In the end, we believe that this effort of 

integration on several platforms has been beneficial to their wider evaluation than a single framework of use, 

which would have allowed higher performances for sure.  

However, performance has not been neglected. All the platforms, including Pepper for example, have benefited 

from adaptations allowing the implementation of a people tracker around the robot. Also, the physical 

interaction between people and robots (shock treatment) was studied on the Qolo platform. This type of robot 

navigation control requires extremely efficient processing loops. 

We have also listed here all the projects directly accessible by the community, following our commitments to 

provide free access to our developments, and reproducible research. Here, we have also given access to all the 

simulation tools, which allow a partial reproduction of our results even without physically having the project's 

robot platforms. 

 

 

 

 

 


