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1. Introduction 

In this report we describe the development in the perception pipeline, which is crucial towards safe robotic 

navigation. In Section 2, we briefly recap the previous pipeline, composed of multi-modal (RGB cameras and 

LiDAR sensors) person detection and joint tracking in a unified world coordinate system, and we present an 

overview of the updated components. These new components are discussed in detail in the remaining sections 

of the report. In Section 3, we present extensions to the LiDAR-based person detector, which features a self-

supervised learning method for existing detectors using 2D LiDAR sensors [Jia21a] and a newly designed 

detector using 3D LiDAR sensors [Jia21b]. In Section 4, we discuss the development in flow estimation, 

including optical flow from images and 2D planar scene flow from LiDAR sensors. These low-level optical 

and scene flow information serve as a fall-back alternative, should the high-level person detection and tracking 

become unreliable (e.g. in densely crowded scenarios). In Section 5, we present a new 3D human body pose 

estimation component [Sarandi21] for advanced person attribute analysis. Section 6 discusses some 

improvements to the tracker, which addresses issues exposed by previous field testing in crowded market 

environments. The improved perception pipeline is showcased in Section 7, operating on data collected by 

EPFL [Paez-Granados21] and UCL during field testing. 

 

2. Pipeline overview 

An initial version of our flexible multi-modal person detection and tracking pipeline was presented in D2.2. 

This tracking pipeline has been deployed on the different mobile robot platforms within the project. It features 

person detectors with RGB-D cameras (YOLO-v3 [Redmon18]) and 2D LiDAR sensors (DROW [Beyer18] 

or DR-SPAAM [Jia20]). A fusion module takes input detections from each sensor modality and transforms 

them into a unified coordinate space. These detections are then linked into consistent trajectories by a multi-

hypothesis tracker [Leibe08]. An overview diagram is shown in Fig. 1. The flexible design of the perception 

pipeline enables easy deployment on robotic platforms with different sensor configurations. For more details, 

we refer the reader to the D2.2 report. 

 

In this deliverable, we present an extended perception system, shown in Fig. 2. For cameras, the extended 

tracking pipeline features an optical flow module for low-level visual information, and a pose estimation 

module for advanced human analysis. For LiDAR sensors, the new pipeline includes a novel self-supervised 

training method for 2D-LiDAR-based detector, and a new 3D-LiDAR-based person detector. We have 

additionally conducted a series of experiments to assess and compare the detection accuracies of detectors 

using 2D and 3D LiDAR sensors, and a summary of our key findings are included in this report.  
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Figure 1. A diagram of the perception pipeline in its previous iteration. 

 

 

 

 

Figure 2. An overview of the updated perception system. New components are highlighted with 

colored boxes. Due to the limited computation, several components are disabled at the moment for 

onboard operation. 
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3. Improvement on LiDAR-based detection 

The current perception pipeline, compared to previous iteration, features two improvements on LiDAR-based 

detection: a self-supervised approach to train 2D-LiDAR-based detectors from images, and a newly proposed 

person detector that works with 3D LiDAR data. 

 

3.1. Self-supervised training for 2D-LiDAR-based person detection 

A well-developed person detector is expected to generalize well to unseen data. This generalization can be 

achieved by having sufficient diversity in the training data. However, there are currently only two datasets 

[Beyer18, Martín-Martín21] available for training 2D-LiDAR-based person detectors (see Fig. 3). This limited 

diversity in the training data may cause a suboptimal detector performance during deployment, during which 

the LiDAR sensor, as well as its mounting height, may differ from the settings used during training. 

 

 

 

Figure 3. There are currently only two publicly available 2D LiDAR datasets with person annotations, 

while a vast amount of data with image-based annotations exists. ∗Numbers are estimated based on 

person-per-image statistics of the training set. 

 

 

To improve detector generalization during deployment, in [Jia21a], we proposed a method to automatically 

create training labels (pseudo-labels, see Fig. 4) during deployment, leveraging a camera and a typical image-

based detector (e.g. Faster R-CNN [Ren15]). The method works by associating LiDAR points with image-

based detection (bounding boxes), hence, localizing the person in 3D space. These pseudo-labels can be used 

to train or to fine-tune a detector during deployment, adapting it to a specific robotic platform while requiring 

no annotation effort (see Fig. 5). 
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Figure 4. Person detections and the top-down view of the matching pseudo-labels (+) with surrounding 

LiDAR points (within a 0.5 m radius). The LiDAR points are overlaid on the detection images, where 

the color encodes measured distance (with red being closest and white being farthest). 

 

 

 
 

 

Figure 5. Person detector pre-trained using annotations from a different dataset (Left), or trained 

using pseudo-labels (Right). Detectors trained with pseudo-labels have improved performance, 

benefiting from the smaller domain gap between training and deployment scenarios. 
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The comparison between the first and second rows of Table 1 demonstrates that compared to using a pre-

trained detector, training or fine-tuning with pseudo-labels significantly improved detector performance. The 

remaining gap to training using full annotation is attributed to the reduced number of training examples, and 

the noise contained in pseudo-labels. The latter problem can be alleviated by employing a robust training 

scheme (see Table 2), and the resulting detectors, trained using pseudo-labels with robust training techniques, 

have performance close to those trained using full manual annotations. Note that there is no annotation effort 

involved for training with pseudo-labels. 

 

Table 1. Performance of DROW3 and DR-SPAAM trained using different supervision. 

1) Supervision 

DROW 3  DR-SPAAM 

AP0.3 AP0.5  AP0.3 AP0.5 

Pre-trained from [Jia20] 65.5 70.8  62.5 68.3 

Pseudo-labels 68.5 77.3  66.9 75.5 

    + fine-tuning from [Jia20] 69.0 77.8  69.2 76.7 

3D Annotation 76.2 82.9  78.5 84.9 

    + fine-tuning from [Jia20] 76.4 82.5  78.6 83.8 

 

 

Table 2. Performance of DROW3 and DR-SPAAM trained with pseudo-labels and different robust 

training methods. 

2) Training scheme 

DROW 3  DR-SPAAM 

AP0.3 AP0.5  AP0.3 AP0.5 

Cross-entropy loss 68.5 77.3  66.9 75.5 

    + mixup regularization 69.5 78.0  65.8 74.0 

Partially Huberized cross-entropy loss 71.4 79.0  69.4 76.4 

    + mixup regularization 71.1 78.5  70.0 78.3 

 

 

Fig. 6 shows detector performance at different steps during a fine-tuning process. With less than 100 steps, the 

detector has already gained more than 4% improvement on average precision (AP), demonstrating the 

effectiveness of using pseudo-labels. These results validate the application scenario, where a mobile robot, 

during its routine deployment, curates training data, and fine-tunes the detector during its non-operation time 

(e.g., while it is charging). 

 

3.2. Person-MinkUNet: A new 3D person detector 

In [Jia21b] we proposed Person-MinkUNet, a new person detector based on 3D LiDAR sensors. It is currently 

the leading method (76.42% AP) on the JRDB 3D detection benchmark [Martín-Martín21]. Inspired by recent 

developments in point cloud semantic segmentation [Graham18, Tang20], Person-MinkUNet uses a 

submanifold sparse convolution backbone with U-Net connections to process the input point cloud and 

generates a box proposal for each active voxel. Detections are obtained via non-maximum suppression on box 

proposals. 

 

On the JRDB validation set, Person-MinkUNet obtained 71.5% AP. For baseline, we trained a state-of-the-art 

3D object detector, the CenterPoint [Yin21], and it scored 66.0% AP. Qualitative results can be found at 

https://youtu.be/RnGnONoX9cU 

https://youtu.be/RnGnONoX9cU
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Figure 6. Performance at different steps of fine-tuning a pre-trained DROW3 detector with partially 

Huberized cross-entropy loss. Data is shuffled either on the whole training set or within each sequence, 

mimicking different amounts of curated data. With diverse batches, the detector performance 

improves significantly even with only a small number of updates. Fine-tuning longer using the default 

training schedule yields 79.2 and 82.3 percent AP0.5 for pseudo-labels and annotations, respectively. 

 

3.3. Comparison between person detectors using 2D and 3D LiDAR 

sensors 

In [Jia21c] we extensively compared the performance between state-of-the-art detectors using 2D and 3D 

LiDAR sensors (DR-SPAAM [Jia20] and CenterPoint [Yin21]). Table 3 summarizes the main results. When 

the person is visible to the 2D LiDAR sensor, DR-SPAAM and CenterPoint performed on-par. However, due 

to the restriction to a single scan plane, it is easier for the person to be occluded from a 2D LiDAR sensor, 

hence becoming impossible to detect. This observation is consistent across all ranges, as shown in Fig. 7. 

 

Table 3. Performance of different CenterPoint and DR-SPAAM variants on the JRDB validation set. 

Under the default (2D-visible) evaluation setting, average precision is computed using annotations 

with more than 10 surrounding 3D LiDAR points (5 surrounding 2D LiDAR points). 

3)  

4)  

APcentroid 

 Default 2D-visible 

CenterPoint 
JRDB training 67.9 75.1 

    + fine-grained voxelization 70.1 78.1 

DR-SPAAM  47.6 77.2 
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Figure 7. Average precision evaluated within a 2m range window at different distances from the 

sensor. The top and middle plot show how the performance develops across the distance for the 

default and 2D-visible evaluation respectively. The bottom plot shows the number of annotations 

within the windows for both evaluations. 

 

Benefitting from fewer points per scan, DR-SPAAM has slightly higher inference speed compared to 

CenterPoint (see Table 4). In addition, the design of DR-SPAAM allows effective subsampling, significantly 

boosting its inference speed with little sacrifice on the detection performance (see Table 5). When the 

computation is limited, DR-SPAAM serves as a favorable tradeoff between speed and accuracy. 

 

Table 4. Detector inference speed (frames per second) on three different platforms. 

 
Desktop 

(TITAN RTX) 

Laptop 

(RTX 2080) 

Jetson AGX 

Xavier 

CenterPoint 32.4 19.8 6.0 

DR-SPAAM 59.1 37.1 8.9 
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Table 5. DR-SPAAM performance and inference speed (frames per second) on Jetson AGX Xavier 

with different spatial subsampling. 

Subsampling factor 
APcentroid 

 (Default) 

APcentroid 

(2D-visible) 

FPS  

1 47.6 77.3 8.9  

2 46.5 76.5 18.2 (2.0) 

3 45.2 75.9 26.6 (3.0) 

4 43.7 74.9 32.5 (3.7) 

5 42.0 73.3 36.4 (4.1) 

 

3.4. Implementation on the robots 

2D-LiDAR-based person detection (DROW3 or DR-SPAAM) is fully integrated into the CROWDBOT 

perception pipeline and is running on all robotic platforms using Jetson AGX. The self-supervised training 

approach is ready to be used for further detector fine-tuning on specific platforms. Person-MinkUNet is 

currently not integrated on the robots. 

 

 

4. Optical and scene flow estimation 

When the crowd density becomes very large, conventional tracking-by-detection systems based on RGB and 

LiDAR data might fail due to heavy occlusion. In such cases it would be helpful to fall back to low-level vision 

techniques such as optical flow or scene flow. While optical flow provides 2D motion information at the pixel 

level for a small neighborhood within an image, scene flow gives the corresponding information in 3D. This 

information can be useful to make motion predictions in cases where the tracker fails due to occlusions, for 

example when people close to the camera obstruct the field of view. For this purpose, we modify our tracker 

by incorporating optical flow based on the RGB data, and scene flow from the 2D LiDAR data. 

 

4.1. Optical flow 

To incorporate optical flow within the tracking pipeline, we augment the tracker by adding two additional 

components as shown in the updated tracker architecture in Fig. 2: (i) an optical flow component which is 

responsible for generating the flow fields, and (ii) a scoring component which computes a confidence score 

for every detection based on optical flow. Correspondingly, the tracker engine is updated to use the new optical 

flow information. These components are further described below. 

 

(i) Optical Flow 

 

PWC-Net: For computing optical flow between two images, we use PWC-Net [Sun18], a deep learning-based 

algorithm which takes two images (subsequent frames of a video) as input and generates the corresponding 

optical flow as output. PWC-Net is 17 times smaller in size and easier to train than the previous state-of-the-

art FlowNet [Fischer15] model. Moreover, it performs comparably against the state-of-the-art methods on the 

MPI Sintel final pass and KITTI 2015 benchmarks, and runs at about 35 FPS on high resolution image inputs 

(1024x436) on an NVIDIA Pascal TitanX desktop GPU [Sun18]. The speed and performance of PWC-Net 

makes it a very good choice for our tracking pipeline. 

 

The architecture of the deep network that PWC-Net uses is shown in Fig. 8. Main features of the network are 

pyramidal processing, warping, and the use of a cost-volume layer. It takes two frames as input, and computes 

feature pyramids for each of them. The features of the second frame are then warped onto the first frame using 
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a low-resolution flow prediction, which is then forwarded to the cost-volume layer that computes correlation 

between the feature maps. For further details, please refer to the PWC-Net paper [Sun18]. 

 

 

 

Figure 8. PWC-Net Architecture [Sun18] 

 

 

Weakly-supervised Person Flow: PWC-Net [Sun18] uses a multi-stage training strategy where the network 

is trained on multiple synthetic datasets such as FlyingChairs [Fischer15], FlyingThings3D [Fischer15], and 

MPI-Sintel [Butler12] since generating optical flow ground truth from real world data is quite difficult and 

expensive. Hence, the optical flow prediction from PWC-Net can be a bit noisy when used in real-world 

scenarios, and the level of noise depends on multiple factors such as lighting, sensor setup, etc. In order to 

partly alleviate this issue, we fine tune PWC-Net in a weakly supervised fashion using instance segmentation 

ground truth, which is a lot easier to obtain.  

 

Fig. 9 shows the basic architecture of our weakly supervised optical flow network which we call Person Flow. 

We add an additional branch to the existing PWC-Net architecture which takes a binary mask as input, and 

then passes it through a small convolutional network to obtain mask-level features. These mask-level features 

are then warped using the predicted optical flow on to the neighboring frame, which are then fed to a 

segmentation head that predicts the corresponding segmentation mask for the same object in the neighboring 

frame. 

 

During training, the Person Flow network takes two adjacent image frames as input along with a randomly 

selected object mask in the second frame. The PWC-Net branch of the network then predicts optical flow 

between the input frames, which is used to warp the object mask features onto the first frame. The warped 

features are then fed into a prediction head which predicts the instance segmentation mask of the same object 

in the first frame. The object masks are selected in such a way that the corresponding object exists in both of 

the input frames. The PWC-Net branch is initialized with pre-trained weights obtained from training on the 

Sintel dataset, while the weights for the mask encoding branch are initialized randomly. The whole pipeline is 

trained end-to-end on the KITTI-MOTS [Voigtlaender19] dataset. After training, we discard the mask branch 

and then just use the optical flow prediction from the PWC-Net branch. 
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Figure 9. Person Flow Network Architecture. PWC-Net is augmented with a   mask prediction branch 

which takes a binary mask of an object in the second image as input and predicts the corresponding 

mask of the same object in the neighboring frame. This branch is trained using instance segmentation 

ground truth, and then discarded during inference. 

 

To evaluate the effectiveness of our Person Flow network in the context of CROWDBOT, we evaluate the 

network on the UCL CROWDBOT dataset which was collected and annotated during the initial phase of the 

project. We report its performance using the CLEAR MOT metrics [Bernardin08] on the first four sequences 

of the dataset in Table 6 where it can be seen that our tracker with the Person Flow network generates 

consistently fewer ID switches compared to when using PWC-Net. It also helps in reducing the number of 

false positives and improves the overall MOTA score in three of the four scenarios. Fig. 10 shows some 

qualitative results of PWC-Net and our Person Flow network applied on a randomly selected image from the 

UCL CROWDBOT dataset. The optical flow generated by the Person Flow network is smoother than the flow 

predicted by PWC-Net, which again reiterates the benefit of having such a weakly supervised object-centric 

flow network. 

 

 

Figure 10. Qualitative results of PWC-Net and our Person Flow network on the UCL CROWDBOT 

dataset. 



EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D2.3 Local Sensing System 

 

Page 13 of 26 

 

 
PUBLIC RELEASE 

Table 6. Tracker results on the UCL CROWDBOT dataset using the CLEAR MOT evaluation metrics 

from [Bernardin08].  

Sequence Flow Network Rcll Prcn FP FN IDS MOTA MOTP 

1 
PWC-Net 98.8 78.7 1053 1719 500 36.4 80.8 

Person Flow 99.1 79.0 1048 1672 480 37.6 80.9 

2 
PWC-Net 95.1 66.6 554 1055 265 38.0 80.4 

Person Flow 94.8 65.3 420 936 219 43 80 

3 
PWC-Net 92.8 85.1 392 799 292 31.0 88.2 

Person Flow 91.4 83.2 387 758 267 30.1 88.1 

4 
PWC-Net 88.6 82.3 671 753 263 34.1 85.1 

Person Flow 90 81.2 680 745 257 34.6 85.2 

Rcll: bounding box recall; Prcn: bounding box precision; FP: number of false positives; FN: number of false 

negatives; IDS: number of ID switches; MOTA: Multi-Object Tracking Accuracy; MOTP: Multi-Object 

Tracking Precision. 

 

 

ROS Wrapper: The pwc-net ROS node is a ROS wrapper for PWC-Net, which takes two subsequent images 

from the RealSense RGB-D camera and generates the corresponding optical flow vectors. We then warp the 

second image onto the first based on the estimated flow. Let us denote the input images as I1 and I2, and the 

warped image as I2w. We further use I2w to compute a confidence map by calculating the L1 distance between 

all pixels of I2 and I2w. This results in a confidence score that expresses how reliably the motion model can 

estimate the actual motion in certain image regions. A low confidence at certain pixels suggests that these 

regions could either be occluded or that the magnitude of the motion could be too large. 

 

(ii) Addwarp node 

 

The second component in our optical flow augmentation is the Addwarp ROS node. This node takes the 

confidence map from the Optical Flow node and the bounding box information from the YOLO network and 

computes a score for each of the bounding boxes. This operation gives information about how confident the 

motion model can be, for the pixels within these detections. The lowest score would usually be for the most 

occluded regions. This is also the case in the border regions of the frame, because the network does not have 

prior information about regions outside the frame and it would be difficult to encode the motion in these 

regions.  

 

The confidence map is used in the tracker to decide whether to reject a bounding box or not. This would 

essentially happen if the confidence score is too low, e.g., in regions where the motion prediction is difficult. 

This should reduce the number of ID switches, and hence result in better performance of the tracking algorithm. 

 

4.2. Planar scene flow 

By design DR-SPAAM internally integrates temporal information, which can be leveraged to generate 2D 

planar scene flow. This temporal information has been explored in a preliminary experiment in [Jia20] without 

any explicit supervision. An extended version with explicit supervision, leveraging tracking annotation in the 

JRDB dataset, is being developed. 

 

4.3. Implementation on the robots 

The current perception pipeline features a ROS node for estimating optical flow using either PWC-Net [Sun18] 

or the Person Flow network. It is an optional module, and by default is disabled on robot platforms, due to the 

limited onboard computation. Planar scene flow from 2D LiDAR is under development. It is expected to have 

similar computation requirements as DR-SPAAM, which can operate on Jetson AGX with high frame rate. 
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5. 3D human body pose estimation 

For 3D body pose estimation, we follow the MeTRAbs approach, which we proposed in [Sarandi21] and is an 

extension of MeTRo [Sarandi20]. MeTRo (metric-scale truncation robust heatmap estimation) takes an image 

crop as input and uses a standard fully convolutional backbone network to predict three-dimensional 

volumetric body joint heatmaps, at a fixed metric scale, independent of image zoom. This allows the estimation 

of complete body poses even in case of truncation at the image border. This feature is especially important for 

our setup, since people often come in very close range of the camera in dense crowds, leaving only their torso 

visible in the image. Nevertheless, we would be interested in estimating the most likely full-body pose even in 

such cases. After predicting metric-scale volumetric heatmaps, MeTRo proceeds by applying the soft-argmax 

operation [Levine16] to compute the root-relative 3D body joint coordinates, with the pelvis serving as the 

root joint. 

 

The MeTRAbs approach [Sarandi21] extends MeTRo with the ability to estimate body poses in absolute metric 

3D space, as opposed to root-relative (person-centered) estimation. This is achieved by attaching two 

prediction heads to the backbone, one for 2D and one for 3D heatmap regression. The two prediction results 

(body joint locations as 2D image coordinates and root-relative metric 3D coordinates) are used to recover the 

absolute root joint position in 3D space (requires a calibrated camera). This absolute pose recovery step boils 

down to solving a linear least squares problem, whose solution is differentiable and can therefore be used as a 

layer in deep learning frameworks, allowing us to backpropagate gradients from a loss computed in absolute 

3D space. This end-to-end optimization of the absolute coordinates leads to significantly more accurate 

distance estimation. 

 

Besides achieving state-of-the-art results on several established benchmark datasets, our approach also won 

the ECCV 2020 “3D Poses in the Wild” (3DPW) challenge. 3DPW [VonMarcard18] is currently the most 

realistic publicly available test dataset for unconstrained 3D human pose estimation (i.e., outside constrained 

environments, in the wild), covering natural indoor and outdoor environments including busy streets in the 

city of Tübingen, Germany. 

 

5.1. Speed-accuracy benchmark results 

The original MeTRAbs model used the ResNet-50v2 and ResNet-101v2 backbones (the latter for the 3DPW 

challenge), as the ResNet family is an extensively studied architecture and is therefore appropriate for 

increased comparability with related work. However, newer backbones have been proposed in recent years, 

with different speed-accuracy trade-off characteristics and hardware-specific optimizations. Specifically, the 

recent EfficientNetV2 [Tan21] is preferable in the high accuracy regime, while the lightweight MobileNetV3 

[Howard19] is better in the low compute, high speed regime. 

 

In the following, we present a detailed analysis of the speed-accuracy trade-off with respect to the following 

aspects: 

1. Backbones: ResNet50V2, MobileNetV3-Large, MobileNetV3-Small, EfficientNetV2-S 

 

2. Test-time augmentation. The prediction quality can be significantly improved by transforming the 

input image crop in multiple ways (rotation, mirroring, scaling, gamma adjustment) and averaging the resulting 

predictions (after transforming the individual predictions back to a common coordinate frame). Here we 

analyze test-time augmentation with 1, 2, 3 and 5 crops. 

 

3. Batching. Performing inference on multiple image crops at once improves throughput due to the 

highly parallel computational architecture of GPUs. This can mean batching multiple persons detected in a 

single frame or batching over multiple frames. The latter case introduces additional latency in the system. Here 

we consider two extremes: no batching and batching 64 crops. 

 

4. Hardware. We perform measurements both on a high-end desktop GPU (NVIDIA GeForce RTX 

3090) and an embedded edge computing device (NVIDIA Jetson AGX Xavier). 
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Training is performed on a combination of publicly available datasets comprising about 5 million labeled 

examples with the same training configuration for each backbone. Accuracy is measured on the 3DPW 

benchmark dataset according to the 3D-PCK measure (percentage of correct keypoints) thresholded at 100 

mm. This in-the-wild dataset has the highest relevance to the project from all public benchmarks, since it 

covers a wide range of natural scenes both indoors and outdoors and has highly accurate reference skeleton 

data, obtained using inertial measurement units (IMUs). 

 

Fig. 11 shows the results. The different colors represent different backbone networks. The line style indicates 

whether the GPU is used with batching (batch size 64) or without batching (batch size 1). The points on each 

line represent different amounts of test-time augmentation, going from bottom to top: 1, 2, 3 and 5 

augmentations per crop. The horizontal axis shows logarithmic throughput. The black vertical line shows 25 

crops/s, the throughput needed for online processing of standard video input with a single person. 

 

We make the following observations: 

 

1. Test-time augmentation is highly effective (e.g. MobileNetV3-Large improves from 72.2% to 

77.5% PCK@100mm with 5-crop augmentation). Especially if we do not use batching, the time cost of test-

time augmentation is small (there is idle computational capacity otherwise). 

 

2. Batching can increase throughput by more than an order of magnitude. The batch size needs to be 

chosen as the highest possible, according to latency requirements. 

 

3. EfficientNetV2-S has significantly higher accuracy than ResNet50V2 with little additional 

computational cost on the Jetson hardware. Interestingly, EfficientNetV2-S is less efficient on the desktop: 

non-batched inference is faster on the Jetson than on the RTX 3090. 

 

4. MobileNetV3-S has too low accuracy to be a viable choice. MobileNetV3-L is on the Pareto frontier 

in the case of the Jetson but is strictly outperformed by ResNet50V2 on the desktop. 

 

 

 

Figure 11. Throughput-accuracy diagrams for MeTRAbs-based 3D body pose estimation on robot and 

desktop hardware. (B) denotes batching 64 crops together for increased parallelization. 
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Fig. 12 shows timing information from a different aspect. In this experiment, batching is only performed within 

a single frame (the multiple people present in a single frame are processed in parallel) but not across different 

frames in order to evaluate inference speed at minimum latency. Solid lines show inference without test-time 

augmentation, dashed lines use 3-crop augmentation. 25 frames per second (a common video frame rate) is 

highlighted for reference. MobileNetV3-L performs well in this low-latency scenario and can process 6 people 

per frame at 25 fps with 3-crop augmentation. The fastest inference is possible with MobileNetV3-S and no 

test-time augmentation, in which case processing speed remains above 50 fps even for crowds with more than 

10 people, although at the cost of a large decrease in accuracy (Fig. 11). Single-person inference is possible in 

real-time even with the highly accurate setting of using EfficientNetV2-S with 3-crop augmentation. In            

Fig. 13 we show some qualitative results on the JRDB dataset. 

 

 

 

Figure 12. 3D body pose inference speed (frames per second) on the Jetson AGX Xavier as a function 

of the number of people in each frame. 
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Figure 13. Qualitative 3D body pose results on the JRDB dataset (multi-camera setup). 

 

5.2. Integration into tracking pipeline (ROS node) 

A preliminary ROS node is available for performing 3D body pose estimation with the MeTRAbs architecture. 

However, the current version still relies on an earlier codebase implemented in TensorFlow version 1 and its 

run-time is not yet sufficient. Further work is necessary to eliminate the performance bottleneck by using a 

refactored MeTRAbs codebase built on TensorFlow version 2. Full 3D body pose tracking is not yet integrated 

into ROS; we plan to perform the integration in the future. We propose the following design: 

 

1. The ROS node for body pose estimation takes the current RGB frame and the detection boxes as 

input and outputs the 3D body pose corresponding to the person in the center of each detection box. 

 

2. Body pose results are passed on to 2D-3D Converter (which uses its existing code to turn 2D boxes 

to 3D coordinates) and the poses are passed on unchanged. 

 

3. Results are passed on to Detection Fusion (which uses the existing code), body poses are passed on 

unchanged 

 

4. Tracker (using the existing code) 

 

5. Visualization also shows the body pose (if available) 
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6. Fine-tuned tracker 

During EPFL’s testing, it was observed that the tracking results deteriorate after roughly one minute of 

operation in crowded scenarios (see Fig. 14, top). This deterioration was caused by the slow computation in 

the tracking module, which during offline testing, can take up to 700 milliseconds to process one frame on a 

Jetson. To solve this problem, we have optimized the tracker source code, and adjusted its hyperparameter to 

employ a more aggressive pruning on the hypothesis tree. Testing offline on the recorded EPFL data, the 

improved tracker typically takes less than 100 milliseconds on Jetson to process a single frame under crowded 

scenarios and exhibits no performance deterioration over time (see Fig. 14, bottom). During deployment, 

automatic frame drop is employed to guarantee real-time processing. 

 

 
 

 

Figure 14. Tracker performance on the EPFL recordings before (top) and after (bottom) tracker 

tuning. Videos on the full sequence can be found at https://www.youtube.com/watch?v=38mn69rHHg8 

and https://www.youtube.com/watch?v=9VkTk7X_HC0 

https://www.youtube.com/watch?v=38mn69rHHg8
https://www.youtube.com/watch?v=38mn69rHHg8


EU H2020 Research & Innovation – CROWDBOT Project ICT-25-2016-2017 

D2.3 Local Sensing System 

 

Page 19 of 26 

 

 
PUBLIC RELEASE 

7. Qualitative result 

Below we include visualizations that demonstrate the perception pipeline (focusing on person detection and 

tracking) operating on data recorded by EPFL and UCL during field testing. 

 

7.1. On the EPFL recording 

The EPFL recording [Paez-Granados21] was collected with the Qolo robot in a crowded market in Lausanne, 

Switzerland. In the visualizations below, detections are shown as blue cylinders, and tracks are shown as 

colored bounding boxes. The perception pipeline successfully detects and tracks people, especially those 

surrounding the robot. These detection and tracking information are crucial towards safe robotic navigation 

(see Fig. 15).  
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Figure 15. Person detection (blue cylinders) and tracking (colored bounding boxes) on the EPFL 

recording.  

 

7.2. On the UCL recording 

The UCL recording was collected with the smart wheelchair on the UCL campus. In the visualizations below, 

detected persons are shown with colored avatars with ID below, and tracked persons with ID on top (see Fig. 

16). 
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Figure 16. Person detection (colored avatars with ID below) and tracking (colored avatars with ID on 

top) on the UCL recording.  

 

8. Summary 

This report presents the latest update on the perception pipeline, including improved LiDAR-based person 

detection, flow estimation, human pose estimation, and improved tracking. Numerical evaluations for each 

component are reported whenever applicable. In addition, the report includes qualitative results on the person 

detection and tracking in densely populated scenarios, with latest field-testing data collected within the project. 
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