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Abstract— Since memristors came to the forefront of research,
minimal work has explored their application to computer arith-
metic. This paper proposes two memristor-based implementa-
tions of an N-bit shift-and-add multiplier, one using IMPLY
operations and a second using MAD operations. The optimized
IMPLY-based implementation reduces the baseline delay from
2N2 + 29N steps and 17N+3 memristors to 2N2 + 21N steps
and 7N+1 memristors. A second implementation is proposed
that is constructed from MAD gates, a lower-area, lower-delay
alternative to IMPLY logic. This design performs an N-bit
multiplication in N2 + N steps with 5N memristors and 3N+2
drivers. Both designs require fewer steps and less than 1/6 of the
number of components of a traditional CMOS design. Finally,
both of the implementations are extended to implement radix-2
Booth multipliers. The IMPLY design only increases by 1 step
per iteration and 2N memristors and drivers. The MAD design
increases by N memristors and 6N switches but maintains the
same delay as the shift-and-add multiplier. Both designs maintain
a lower area and lower delay than the CMOS equivalent.

Index Terms— Booth’s algorithm, driver circuitry, IMPLY
logic, MAD gates, memristors, multipliers, shift-and-add
multipliers.

I. INTRODUCTION

S INCE memristors were first presented by Leon Chua [1],
research has explored the use of these devices in the

context of modern system design. The most prominent benefit
of memristors is the ability to hold data with low area and
high density. Thus, the majority of research in memristors
has focused on their application to memory [2]–[6]. However,
recently research has shown that memristors can be used to
implement all Boolean operations using the IMPLY opera-
tion [7]. Since this finding, an orthogonal path of research
has begun to explore arithmetic applications for memris-
tors [8]–[23]. Some of these works have focused on the
IMPLY operation [8]–[13], while others propose alternative
approaches that offer lower area or delay [14]–[23]. However,
all of the preliminary work that has been done has focused on
individual logic gates and small circuits such as adders.

Although these initial works are useful as foundational
pieces, they are not directly applicable to modern systems.
Modern systems often require complex arithmetic units such as
large N by N multipliers to perform fast multiplication. In this
work, a novel implementation of an N-bit shift-and-add multi-
plier is presented that is built upon the IMPLY operation. The
design is optimized to overlap Boolean operations between
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the arithmetic components and simplify the multiplexer logic.
The N by N multiplier design requires 2N2 + 21N steps and
11N+6 memristors with 7N+6 drivers. This is fewer steps than
required in the CMOS design, which is 2N2 + 23N. Then,
further optimizations are performed to leverage characteristics
specific to the IMPLY operation. The traditional layout of
a shift-and-add multiplier can be simplified to remove the
shift registers entirely, reducing the design’s area to almost
that of an IMPLY ripple carry adder - 7N+1 memristors, 7N
drivers, 8N-1 switches, and N + 1 resistors. This is over an
80% reduction in the number of components in the traditional
CMOS shift-and-add design. It is also shown that this design
has the benefit over CMOS of pipelining additions. A new
addition can begin every 24 steps in the design, making the
effective latency of a multiplication as low as 24N steps, O(N).

Although the design is aggressively optimized, Boolean
operations in IMPLY gates still suffer from the need to be
serialized. For a long series of gates, this leads to high critical
path delays. As the complexity of the system increases, these
delays are magnified. As an alternative, this work leverages
a new approach to memristor gate design, MAD gates, that
overcomes these issues and provides lower area and delay.
An N-bit shift-and-add multiplier constructed from MAD gates
is presented and optimized to require fewer components and
steps than the IMPLY approach. The total complexity is 5N
memristors and 3N+2 drivers for an N by N multiplier and the
latency is N2+N steps. This is less than half the latency of the
IMPLY and CMOS designs while requiring significantly fewer
components, too. MAD gates also allow for the multiplier to
pipeline additions, beginning a new addition every 4 cycles.
Thus, at high utilization, the presented MAD multiplier can
complete a multiplication every 4N steps, less than 1/6 the
time of the pipelined IMPLY design.

Both of the shift-and-add designs are extended to implement
Booth’s algorithm in radix-2. For the IMPLY-based approach,
this requires an additional 2N memristors and 1 step per addi-
tion for the pipelined model. For the MAD-based approach,
the delay remains the same and the complexity increases
by only N memristors, 1 driver, and 6N switches. Both
designs continue to use fewer components than the CMOS
counterpart.

II. PRIOR WORK

The original popularized approach to memristor logic
employs the IMPLY operation, which can be successfully
performed with memristors using two memristors and a load
resistor [2]. Prior work showed how the IMPLY operation
can be extended to perform all Boolean operations by per-
forming a series of IMPLY steps on a series of memris-
tors [7]. The Boolean operations can in turn be concatenated
to achieve more complex circuits [8], [9]. Many subsequent
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works have focused on implementing arithmetic structures
using the IMPLY operations [8]–[12]. However, these works
do not perform optimizations or leverage all the opportuni-
ties for parallelism in the designs. For example, some prior
works [8]–[10] propose IMPLY adder designs but they are
theoretical and not implemented or optimized. Other work
has focused on improving the Boolean operations only [11],
without any application. Still more works have proposed
optimized shift registers [12] and ripple carry adders [13]
constructed from IMPLY operations but limited the scope to
these designs. Throughout all of these works, almost none
have explored the implementation of more complex arithmetic
units, such as multipliers. The only exception is in [8], where
a IMPLY-based design of an array multiplier is presented.
However, even in this work, the design is not optimized and
is only analyzed at a mathematical level.

Additionally, some of these IMPLY based implementa-
tions have been criticized for their multi-step operations and
interference [24]–[26]. This is a consequence inherent to the
IMPLY operation due to the high area and delay for some
Boolean operations. As designs grow in complexity, these
issues become magnified. This has led to research in alterna-
tive approaches to memristor-based Boolean logic, including
hybrid approaches [14], [15], MAGIC gates [5], CRS cells [6],
and other novel approaches [2]–[4], [16]–[22]. However, each
of these approaches has issues in terms of their completeness,
applicability, or latency and area. Some of the works are
limited to logic-in-memory in the crossbar context and are
logically incomplete [2]–[4]. Others are prohibitive in terms
of their reliability and ability to be fabricated [18]–[22].

To overcome these limitations, MAD gates [23] have been
proposed. Similar to IMPLY, MAD gates use a notion of
applying select voltage signals on the terminals of adja-
cent memristors. However, they leverage voltage division and
threshold detection to achieve low latency, low area operations.
MAD gates are capable of performing all Boolean operations
in only a single cycle and with a standardized cell containing
3 memristors. They can also perform the COPY operation in
a single cycle and 2 memristors. Lastly, because they rely
on voltage drivers for their operation, concatenation and high
fanout are not issues as they are for other approaches. MAD
gates have been used in the arithmetic context to construct
optimized ripple carry adders and carry select adders. No
prior work has yet explored the application of MAD gates
to multipliers.

Many memristor models exist depending on the particular
application or type of memristor being targeted [27]–[29].
For all simulations, this work uses the Cadence Virtuoso
Tool and the TEaM memristor model [27]. The parameters
for the model were selected to match those in the original
TEaM work.

III. DESIGN BACKGROUND

Before introducing the proposed multiplier designs, a back-
ground on memristors and the traditional design for a shift-
and-add multiplier and a radix-2 Booth multiplier are given.
An overview of the IMPLY and MAD methodologies is also
given.

A. Memristor Background

Memristors were first introduced by Leon Chua in 1971 [1]
and the majority of subsequent research focused on under-
standing and designing these devices [30]–[32]. Although
this is an ongoing effort and the physics of the devices are
extremely complex, a brief introduction into memristors is
provided.

The term ‘memristor’ comes from ‘memory’ + ‘resistor’
because it is a device with an internal resistance that can
change and be remembered. The internal resistance is con-
trolled by the current that flows through the memristor. If the
magnitude of the current through a memristor is less than
a threshold It, the internal resistance of the memristor will
remain unchanged. This is useful when a ‘read’ operation is
desired—a low-magnitude current can be driven through the
memristor and the voltage drop is measured to determine the
resistance or ‘memory value’ of the memristor. If the magni-
tude of the current is greater than It, the internal resistance
of the memristor will change. If the current is positive, the
resistance will decrease, else it will increase. This can be used
for a ‘write’ function, changing the internal resistance of the
memristor to represent the desired stored value.

Besides the unique behavioral properties of the memristor,
they also offer a smaller form-factor than CMOS and fast
switching times. Memristors are on the order of 3 nm2 and can
switch in as few as 120 ps, leading to an overall low power
consumption. The exact switching time of the memristor
depends on multiple factors including the voltage, where a
higher voltage leads to a faster switching time.

One of the many difficiulties to understanding memris-
tors is classifying and modeling their physical properties
and behavior. Memristors have many complex characteristics,
including threshold parameters and doping width. To add to
the complexity, memristors have high process variability. The
exact response curve for a memristor varies over time and from
device to device. It is affected by process technology, past
behavior and resistance, interference, and more. This makes it
difficult to correctly model memristors or implement designs
and calculate circuit parameters such as voltages and currents
to provide correct functionality.

Fortunately, there has been continued progress in this area
and models have been created to accurately represent the
variability of memristors [30]–[32]. Also, HP Labs success-
fully fabricated memristors and showed that all IMPLY oper-
ations can be implemented with them [7]. Research such as
this has elevated memristors as practicable, nanoscale struc-
tures that can be fabricated for future system designs. Thus,
this work is based on the assumption that memristors will
become a viable candidate for architecture design in the future
and that the current models are accurate to represent their
behavior.

B. General Shift-and-Add Multiplier Design

This section provides a general overview of the shift-
and-add multiplier to provide context into the specifics of
the optimizations performed for the proposed designs. The
multiplier is favored for its low complexity but this comes
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Fig. 1. Schematic for a shift-and-add multiplier.

at the cost of higher latency. A visual representation of this
can be found in Fig. 1.

The multiplier performs N iterations, doing a select, addi-
tion, and shift in each iteration. Bit 0 in the multiplier
register B is sensed in each iteration to determine if 0 or
the multiplicand operand A should be added to the running
product register. If the 0th bit of the multiplier is 0, A’= 0,
else A’= A. After the addition, the value is stored back into the
product register. Then both the multiplier and product registers
are shifted once to the right. The process repeats for all N bits
of the multiplier and the final result lies in the product register.

One common optimization is to combine the multiplier and
product registers. Since the product register is resolved one
bit at a time and the multiplier is discarded one bit at a time,
the multiplier can begin in the rightmost N bits of the product
register. This eliminates the N-bit multiplier shift register.

Booth multipliers offer a faster alternative to shift-and-
add multipliers with the addition of minimal complexity.
A Booth multiplier examines multiple bits of the multiplier
at each iteration rather than just one. This work considers
the radix-2 Booth algorithm, which examines two bits on
each iteration with one bit of overlap between consecutive
iterations. Depending on the value of these two bits, a different
value is added to the product register. If the two bits match, 0 is
added, if the two bits are ‘01’, the multiplicand is added, and
if the two bits are ‘10’, the 2’s complement of the multiplicand
is added. Thus, two of the inputs remain the same as the shift-
and-add multiplier, but the 2’s complement of the multiplicand
is added as a potential operand.

C. IMPLY Methodology

The IMPLY operation has become popularized as an
approach to Boolean logic using memristors. The IMPLY
operation is an operation which takes two input operands,
p and q, and stores the result in the q operand. The operation
is designated by ‘->’ or by ‘IMP’, as in p-> q or p IMP q,
and the truth table for the operation is shown in Table I.

Memristors can perform the IMPLY operation with two
memristors and a load resistor. At a common node, the two
memristor operands, p and q, are connected to each other at

TABLE I

TRUTH TABLE FOR THE IMPLY OPERATION

Fig. 2. Circuit for an IMPLY operation.

TABLE II

IMPLY IMPLEMENTATIONS OF BOOLEAN OPERATIONS

their p-terminals and the load resistor, Rg, is connected to
ground. This can be seen in Fig. 2.

The p and q memristors both serve as inputs to the IMPLY
operation. To perform the IMPLY operation, a voltage Vcond
is applied to the n-terminal of the p memristor while a
voltage Vset is applied to the n-terminal of the q memristor.
Vcond and Vset are selected such that Vcond < Vset. Also,
Vcond must be less than the threshold voltage of the memristors
and Vset must be greater than the threhsold voltage to ensure
the value of the result memristor is correctly set. The load
resistor, Rg is also included for this purpose. In this work
Vcond = 1.6V, Vset = 2.5V, and Rg = 2K ohms unless
otherwise noted. After this, the result of the operation p IMP
q will lie in the q memristor.

The IMPLY operation can be extended to implement all
Boolean operations by increasing the number of steps and
memristors. The area and latency requirements for each
Boolean operation in terms of IMPLY resources is shown
in Table II. A 0 represents a reset memristor with a high-
resistance, or a logical 0 value.

Notice that most of the Boolean operations require more
than a single IMPLY operation and more than 2 memristors.
Consider the OR operation. First, Vcond is applied to P and
Vset is applied to a cleared memristor, call it Mc holding the
value 0, or high resistance. This executes P IMP 0 and the
result lies in Mc. To reset or clear a memristor for IMPLY
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Fig. 3. Circuit for MAD Boolean operations.

operations, Vreset is applied to the memristor. In this work,
Vreset = 5V. Second, Vcond is applied to Mc and Vset is applied
to the Q memristor to perform (P IMP 0) IMP Q. The result
lies in Q. This requires 3 memristors and 2 steps. However,
the table shows that the OR operation requires 5 memristors
and 4 steps. This is because the value of Q is overwritten in
the OR operation. Assuming this value is needed in future
operations, the value of Q must be copied, or saved, before
Q is overwritten. To perform a COPY, two consecutive NOTs
are performed. This copy operation requires two memristors
and 2 IMPLY steps, so the total cost of an OR operation
is 5 memristors and 4 steps. Similar logic can be applied to
obtain the latency and area values for the remaining Boolean
operations.

D. MAD Methodology

MAD gates have recently been presented as a similar
approach to memristor logic as IMPLY but with lower area
and delay [23]. Each MAD gate requires one memristor per
operand and a single step to complete. Fig. 3 shows the MAD
circuitry for common Boolean operations.

For Boolean operations that use two input operands, the gate
requires two memristors in series, A and B, for the inputs
and a switch paired with a third memristor for the result.

Fig. 4. Schematic for a 4-bit IMPLY shift register.

For operations that use a single operand, such as NOT and
COPY, the circuitry is the same except there is only one input
memristor A. In both cases, the values of the operands can be
preloaded into the input memristors with standard IMPLY set
or copy operations.

To perform a Boolean operation, the read voltage Vcond is
applied across the input memristors. At the same time, the
write voltage, Vset, is applied to the n-terminal of the result
memristor. The application of the Vcond and Vset voltages
are similar to standard IMPLY operations. However, the Vset
voltage on the output memristor is gated by a switch driven
by the voltage sensed from the node V in the input memristor
circuit. This switch is identical to the switches found in IMPLY
designs, implemented using an ideal transistor or equivalent.
The input memristor circuitry essentially acts as a voltage
divider - the stored input values in A and B will determine the
voltage at node V. If the voltage sensed at node V is greater
than the threshold of the switch on the output memristor,
the switch will close and the result memristor will be set
to a logical 1, else the memristor will remain unchanged.
Call the threshold voltage Vth. Depending on the Boolean
operation, Vth will be chosen to correctly implement the
desired functionality. Details can be found in prior work [23]
that proposes MAD gates.

IV. IMPLY SHIFT-AND-ADD MULTIPLIER

An optimized IMPLY-based shift-and-add multiplier is pre-
sented that requires 2N2 + 21N steps and 7N+1 memristors.
In general, shift-and-add multipliers are lower in area with
higher delay as compared to other multipliers. IMPLY-based
memristor designs make the same tradeoff. Thus, for designs
where shift-and-add multipliers are appropriate, IMPLY is a
preferential approach to maintain the same priorities.

First, this work proposes an N-bit shift register implemen-
tation for the multiplier which requires 2N memristors and a
constant 4 steps for a single shift regardless of the size of N.
Fig. 4 shows the schematic for a 4-bit shift register.

A right shift operation can be achieved in the context of
IMPLY by performing a COPY operation from each bit i
to bit i-1. Recall that a COPY operation is achieved using
IMPLY operations by adding two memristors and performing
two consecutive NOT operations. For the first NOT, Vcond is
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applied to the memristor of interest and Vset is applied to
a cleared memristor Ma. The result ends up in Ma. For the
second NOT, Vcond is applied to Ma and Vset is applied to
a second cleared memristor Mb. Now a copied value of the
input lies in Mb.

Thus, to perform a shift, this process is performed for each
bit i of the register in parallel. Let the shift register be called
M and each bit of the shift register be noted as M1i. Based
on the description of a COPY operation, another memristor
is required per bit to serve as the cleared memristor which
will hold the result of the first NOT operation. Call each of
these memristors M0i. Now, as described above, a second NOT
operation should be performed using M0i and another cleared
memristor. However, in the context of the shift register, the
COPY operation stores the result of the second NOT operation
for bit i into the M1 memristor in bit i-1. Thus, no more
memristors are required. Since all of the bits are performing
the same operations at the same time, only two drivers Sh0
and Sh1 are necessary for the entire design, one for all of
the M0 memristors and one for the M1 memristors. When
Sh1 is driven high, the first NOT operation performs and
when Sh0 is driven high, the second NOT operation performs.
These switches logically separate each bit, enabling parallel
operations with no scalability issues.

Note that an additional ‘free’ benefit of the IMPLY shift
register is the fact that it also produces its inverse during
each shift. This value lies in the M0 memristors. Thus, for
applications which require the inverse of the operand, this shift
register requires no extra memristors or delay. The inverse of
the operand can be made available 2 cycles after the value
arrives at the shift register.

In the context of a shift-and-add multiplier, the product
requires a shift register of size 2N and the multiplier requires
a shift register of size N. This equates to a total of 4N
memristors and switches plus 2N memristors and switches.
Both registers share 6 drivers total, regardless of N, two for
Vcond and Vset, two for the bit connections, and two for
the switches which apply Vcond and Vset. There are also N
resistors in the proposed N-bit shift register.

In addition to the shift registers, the shift-and-add multiplier
requires an N-bit multiplicand register, a ripple carry adder,
and a multiplexer. Prior work presented an optimized N-bit
ripple carry adder that requires 7N+1 memristors, 7N drivers,
8N-1 switches, and N resistors [16]. Another prior work that
has not yet been published also presented a 2-to-1 N-bit
multiplexer that requires 3N+2 memristors, 3N+2 drivers, and
3N+2 switches. An N-bit register requires one memristor,
driver, and switch per bit, for a total of N each. Coupling these
numbers with the product and multiplier shift registers which
together require 6N memristors, 6N switches, and 6 drivers,
the total complexity is 17N+3 memristors, 11N+8 drivers, and
18N+1 switches. One iteration of the multiplication consists of
a shift, a multiplexer selection, an N-bit addition, and a store
operation into the register. As described, the shift operation
requires 4 steps - the first to reset the inverse memristors, the
second to produce the inverse results (M1-> M0), the third to
clear the initial memristors (M1), and the fourth to write the
final values (M0-> M1). The N-bit ripple carry adder requires

TABLE III

SIMPLIFIED IMPLY STEPS FOR SHIFT-AND-ADD MULTIPLEXER

2N+19 steps, and the multiplexer requires 6 steps. Thus, the
initial design of the shift-and-add multiplier requires 2N+29
steps per iteration, or 2N2 + 29N total steps.

This work further optimizes the design to reduce
this complexity to 11N+6 memristors, 7N+6 drivers, and
13N-1 switches. For a 16-bit adder, this reduces to only
182 memristors - 113 for the adder and multiplexer and 69 for
the control and shift registers.

The delay of the multiplier is decreased by 8 steps per
iteration as compared to the baseline design. This is equivalent
to a 13% reduction in steps each iteration for a 16-bit multi-
plier. Now, a single iteration requires 2N+21 steps rather than
2N+29, for a total of 2N2 + 21N steps for an N-bit operation.
At the same time, the area of the design is also reduced. For
a 16-bit multiplier, the area is reduced to less than two-thirds
of the original design.

Recall that the optimized ripple carry adder used requires
2N+19 IMPLY steps and the proposed multiplier requires
2N+21 steps per iteration. Thus, the proposed multiplier only
adds 2 IMPLY steps per iteration for performing the shift
register, multiplexer, and store operations.

Many optimizations have been performed to reduce the
delay and area. First, the multiplier register has been incor-
porated into the shift register to eliminate the N-bit multiplier
register entirely. The multiplicand register has also been elim-
inated. Since the multiplicand is the only possible operand
to be added to the product register in each iteration, it can
permanently lie in the A operands of the adder. This also
saves 2 steps for performing a copy from the shift register to
the adder during each iteration of the multiplication. Thirdly,
the step that resets the M0 memristors of the shift register
can be performed during the ripple carry addition, reducing
the observed overhead for the shift from 4 to 3. Lastly, the
IMPLY-based multiplexer can be simplified since one of the
inputs is always 0. Given this knowledge, the multiplexer from
prior work can be reduced to require a single memristor and
2 steps. This sequence can be seen in Table III.

Since input B is 0, the second term in the multiplexer
equation Out=ASel + B(NOT Sel) is 0 too. The equation
simplifies to Out=ASel which is a simple AND operation.
Additionally, the design logically separates each bit of the
N-bit multiplexer so that the bits can perform in parallel. Each
bit can sense the Sel and inverse Sel signal independently,
and perform the two IMPLY steps in lockstep. Now the entire
multiplexer operation requires only 2 steps.

Again, the steps for the multiplexer can be incorporated into
the first steps of the standard ripple carry addition. The two
optimizations described are coupled with strategic Boolean
manipulation and rearrangement based on IMPLY properties
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TABLE IV

EXECUTION STEPS FOR A SINGLE CYCLE OF A SHIFT-AND-ADD
MULTIPLIER FOR BIT 0

to produce an optimized design. Specifically, the first 3 steps
of the standard ripple carry adder translate into 4 steps in the
shift-and-add multiplier in order to incorporate both the shift
and multiplexer functionality. The resultant series of steps is
shown in Table IV for the first bit of the multiplication.

After the result of the addition is stored in the product
register, the memristors in the adder and the memristors
holding the inverse operand in the shift registers are reset in
order to prepare for the next iteration of the multiplication.
This is necessary for proper IMPLY functionality. However,
each bit can reset as soon as its computation is complete. For
example, after bit b propagates its carry-out value and resolves
its sum, it can reset its intermediate memristors while bit b+1
performs its remaining computation. Similarly, once the sum
value is sensed into the shift register, all of the sum memristors
can be cleared while the shift is occurring.

A. IMPLY-Specific Optimizations

Although this design is highly optimized, it can still be
significantly improved by rethinking its implementation at the
top-level based on the characteristics of memristor-based logic.

The IMPLY operation is based around the notion of strategic
voltage applications to the terminals of memristors in a serial
fashion. This essentially represents “bringing the computation
to the data,” a popular approach to moving away from tradi-
tional Von Neumann semantics. The data lies in the memristors
and the computation, dictated by driven voltages, is performed
on the memristors. This knowledge can be leveraged to remove
the need for the shift registers entirely from the multiplier
design. In traditional CMOS, the shift register is used to
physically move the bits to their appropriate bit indices before
performing the next iteration. In the memristor domain, this
can be achieved by virtually shifting the driver circuitry across
the bits. As a simple example, consider an 8-bit multiplication.
Let the 2N-bit shift register P begin such that Pi[15:8] = 0

(for the initial product) and Pi[7:0] = multiplier B[7:0].
The first addition would take Pi[15:8] and add either the
multiplicand or 0 based on Pi[0], store the result back into
Pi[15:8], and then shift the shift register once to the right.

Instead, one modification will be made to the format of
the shift register. Rather than storing Pi[7:0] = multiplier
B[7:0], Pi[7:0] = multiplier B[0:7] is stored. Now, bit 0 of
the multiplier will be sensed from Pi [7]. Rather than storing
the final sum into Pi[15:8], the drivers can store the result
into Pi[14:7], achieving the shift concurrently with the sum.
This will overwrite the least significant of the multiplier B,
maintaining B[1:7], just as the shift would have. The second
iteration can now proceed identically as before, again taking
Pi[15:8], without the need for a shift, and sensing Pi [6]
for the multiplier bit. Thus, there is no need for the shift
register at all. Instead, a simple 2N-bit register is necessary
for holding the intermediate multiplier and product values at
each iteration. This removes 3 steps from each iteration (for
the shift operation) and 2N memristors (for the inverse shift
values).

However, by the same logic, the area and delay can be
further reduced. Consider two consecutive iterations of an 8-bit
multiplication, i and i + 1. Let the sum in the first iteration be
Si[7:0]. Si[7:0] is computed and stored into the 16-bit product
register P such that Pi[14:7] = Si[7:0] and Pi[6:0] = B[1:7].
Then, iteration i + 1 begins and bits Pi[15:8] (essentially
{0,Si[7:1]} are loaded into the ripple carry adder). Note that
all of these steps are unnecessary—result of one iteration of
the addition is essentially inserted directly back into the adder
as an operand in the subsequent iteration. Thanks to the driver-
based nature of IMPLY logic, this can be achieved directly in
the final stage of iteration i. Rather than copying Sumi[7:0]
from the adder into Pi[15:8], the Sum results can be directly
resolved into their operand location for iteration i+1. In other
words, for a bit b in the ripple carry adder, when Sumb is being
computed, rather than applying Vset to the Sum memristor for
bit b, Vset is applied to the B operand in bit b-1. Now, at the
end of iteration i, {0,Si[7:1]} lies in the B operand. Iteration
i + 1 can begin as soon as the intermediate memristors are
reinitialized to 0. This optimization is only possible due to the
benefits of the IMPLY operation. It removes the need for the
product result memristors and the sum memristors internal to
the ripple carry adder since the sums are stored directly into the
B operands. Thus, the only required circuitry is the modified
N-bit ripple carry adder and the N-bit multiplier register for
a total of 7N+1 memristors, 7N drivers, 8N-1 switches, and
N + 1 resistors. The fully optimized schematic for an 8-bit
multiplier is shown in Fig. 5.

The top two columns of the schematic are the ripple carry
adder. This adder consists of 8 full adders, each of which
produces a sum output and feeds the carry out signal to the
next full adder. Each full adder is connected to the input from
the previous adder in the chain by a driver. This driver selects
the result carry from the previous bit in the adder once it has
been resolved. The use of these drivers creates a structural
separation, effectively placing each basic block of logic on
its own row. This allows each full adder to operate in parallel
without interference across the full adders. Within a full adder,
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Fig. 5. 8-bit shift-and-add IMPLY multiplier.

TABLE V

FINAL EXECUTION STEPS FOR THE SHIFT-AND-ADD MULTIPLIER

OPTIMIZED FOR IMPLY

only one IMPLY operation (or two memristors) are active
in a step and each adder has its own single load resistor.
Similarly, in the shift register, each shift is isolated through the
use of switches so that each IMPLY operation is independent
of the others. These design decisions eliminate any unwanted
interference on the output signals and allow the design to have
any width without scalability issues.

The bottom row of Fig. 5 implements the multiplier register.
Each memristor in the register is logically disjoint so that it can
be sensed in its particular iteration. The delay is maintained
at 2N2 + 21N but the modified steps of execution are shown
in Table V.

The B memristor is cleared in step 11 along with other
intermediate results since its value is never used after step 8.
This removes the need to clear the memristor before storing
the sum result into it in step 22. A simulation waveform
for the execution of an 8-bit shift-and-add multiplier for the
multiplication 0×AA ×3 = 0×FE is shown in Fig. 6.

The waveform shows the state of simulation after the
first two iterations of the multiply. In the first iteration, the
multiplier bit 0 is sensed as 1 and 0×AA is added to 0. The
result is 0×AA but since the sum is shifted as part of the

Fig. 6. Waveform for 0×AA times 3 = 0 × 1FE after two iterations of the
multiply.

addition, the sum bits S[7:0] = 0×AA >> 1 = 0×55. Bit 0 is
resolved at t = 23n and each consecutive bit is resolved every
2 steps after. Every other bit resolves to 1 as shown. In the
second iteration at t = 40ns, the multiplier bit 1 is sensed as 1
and the product register 0 × 55 is added to 0×AA. The sum,
0×FF is shifted and S[7:0] = 0×FF >> 1 = 0 × 7F.

1) Pipelining:: Lastly, the proposed shift-and-add multiplier
is optimized to overlap individual iterations of the multiplica-
tion. Again, due to the fact that IMPLY operations essentially
bring the computation to the data rather than vice-versa, the
bits of the adder can be individually driven. As soon as bit b
completes its first addition iteration, it propagates its carry-out,
stores the sum result in bit b-1 in the B operand memristor
as discussed, and resets its memristors. At this point, the full
adder is able to begin a second iteration of the multiplication
by sensing the next bit of the multiplier register. It can do
this independent of the other bits in the adder, which are
still performing the first iteration. With this functionality, it
is possible to begin a new iteration of the multiplication every
24 cycles. The addition itself takes 23 steps and the sum value
from the next bit can be received in the following step. Thus, if
the multiplier is fully utilized, it can perform a multiplication
every 24N steps. This reduces the delay complexity from
O(N2) to O(N).

To perform pipelining correctly, the multiplier register must
be modified. In the non-pipelined implementation, bit bi in
the multiplier register is read by each consecutive bit in the
ripple carry adder during iteration i. In the current multiplier
register, Vcond is only applied to one memristor in the register
at a time. However, if the design is changed to pipeline
additions, different bits in the ripple carry adder will be on
different iterations of the adder and will potentially need
access to different bits in the multiplier register during the
same iteration. Thus the drivers on the multiplier register have
been strategically timed so that no two bits of the multiplier
register are needed during the same step. In this way, the
circuitry can remain identical and only the driver logic needs
to change to facilitate pipelining.

V. MAD SHIFT-AND-ADD MULTIPLIER

Although it is possible to implement shift-and-add multi-
pliers using IMPLY operations, it requires heavy optimization
to achieve comparable performance to CMOS. The proposed
IMPLY design has been optimized and parallelized to require
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Fig. 7. Full adder for the proposed shift-and-add multiplier.

only 2 more steps than the IMPLY ripple carry adder to
perform the shift and multiplexer logic. Unfortunately, this still
results in 2N+21 IMPLY steps per iteration of the multiplier,
2 fewer steps per iteration than the traditional CMOS design.

To overcome these limitations, a new design for a shift-
and-add memristor-based multiplier based on MAD gates is
proposed. First, the proposed design minimizes the delay
internal to each full adder in the ripple carry adder. This
design uses an optimized full adder from prior work as a
baseline [23]. The baseline requires 4 memristors, 5 resistors,
13 switches, and 4 drivers and only 1 step once the inputs are
initialized. This work further improves on this by leveraging
information about the shift-and-add multiplier context. The
resultant full adder is shown in Fig. 7.

In a shift-and-add multiplier, both of the ‘0’ and ‘A’ inputs
to the multiplexer are known and constant throughout the
iterations. Thus, rather than having a single input A memristor
like the baseline full adder, this adder has two memristors
to hold the value of the multiplicand (A) and the value 0.
These represent the two inputs to the multiplexer in the
multiplier. They can be loaded once at the beginning of the
multiplication and held resident in the full adders for the entire
multiplication. This optimization removes the need for the
multiplicand register entirely since the multiplicand now lies
constant in the full adders. This also eliminates the overhead
of copying the multiplicand operand into the ripple carry adder
during each iteration. Thus, both area and latency are improved
with the addition of only a single memristor and switch into
the design. The P memristor represents the bit operand of the
running product register.

At initialization, the Vload signal is driven high and the value
of the multiplicand operand A is set by Ain and the value of
the product register is set by Bin. Then, the multiplier and
carry-in bit are both sensed simultaneously to resolve the full
adder in a single step. The multiplier bit B and its inverse,
NOT B, are sensed by applying a read voltage, Vcond, to the
multiplier register B bit i. The sensed voltages are used as
the drivers on the switches labeled ‘NOT B’ and ‘B’ to select
either the multiplicand, A, or the 0 memristor for the addition.
This incorporates the multiplexer functionality into the adder
without any delay or area requirements.

At this time, Vcond is applied to connect the selected input A
and the product memristor in series to ground. Vcond is also
applied to the carry-in bit in the previous adder (indicated

by the value of Cin). The voltages at Va and Vb are sensed
as voltage division signals to drive the gates that resolve the
final carry-out and sum memristors. This mimics traditional
MAD gate behavior. The gates are labeled ‘AND’ and ‘OR’ to
indicate the Boolean operation achieved by the given threshold
voltage of that gate. For example, the AND switch only
closes when the voltage sensed at node Vb is greater than the
threshold voltage denoting that both inputs are ’1’. Similarly,
the OR switch only closes when the voltage sensed at Vb
is greater than the threshold voltage denoting that at least
one input is a ‘1’. Thus, the leftmost path from Vset to Cout
implements (A AND B) and the rightmost path implements
(A OR B) AND Cin. As a result, Vset is gated to Cout
iff (A AND B) OR ((A OR B) AND Cin). The sum is computed
as NCin(A XOR B) OR Cin(A NXOR B). Thus, the two paths
from Vset to the sum memristor can be implemented as shown
using the carry-in information, the XOR gate from Fig. 3, and
its inverse. Threshold voltages on the Va and Vb switches
are selected accordingly. In all, the full adder only requires
a single step after initialization of the inputs. The inputs and
carry-in signals are all sensed at the same time that the sum
and carry-out memristors are set.

The full adder design can be extended to an N-bit ripple
carry adder by replicating the circuit N times and connecting
each bit with driver logic as shown in prior work [23].
Essentially, each adder needs to be able to sense or read the
carry-out value from the previous full adder to use as its carry-
in. This can be done using a traditional MAD read operation,
as is done for the multiplier bits.

A similar optimization as was done for the IMPLY design
is performed by leveraging the driver nature of MAD gates.
The design will largely remain unchanged except that the logic
shown in Fig. 7 for the sum memristor, will now be resolving
sumn−1. Now, the sensing behavior is identical for the full
adder, but rather than driving the local bit i’s sum memristor
with the signals, it will drive the sum memristor in the previous
consecutive bit, i-1. In other words, rather than applying Vset
to the sum memristor in full adder i, Vset is applied to the sum
memristor in full adder i-1. This is possible because the sum
memristor and its drivers are completely independent from the
rest of the circuit. Since, the result of each full adder’s sum
calculation is resolved into the previous full adder, the shift
functionality is achieved. This optimization removes the need
for the product shift register and shift delay from the design.

However, with the updated circuit, the B operand for the
next iteration will lie in the sum memristor rather than
the P memristor, posing an issue for the next iteration. Thus,
the sum memristor will simply be mapped to the P memristor.
In other words, the driver and switch logic shown for the sum
memristors will actually be performed on the P memristor.
Cumulatively, the full adder is modified to store into the
previous bit’s P memristor rather than its own sum memristor
but none of the underlying logic changes. This removes
another N memristors by eliminating the sum memristors. The
modified MAD full adder is shown in Fig. 8.

Now, the design only requires N replications of the modified
full adder and an N-bit register for the multiplier. Each multi-
plier bit will be sensed one iteration at a time by the drivers, to
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Fig. 8. Optimized full adder for the proposed shift-and-add multiplier.

Fig. 9. 8-bit MAD shift-and-add multiplier.

logically perform a shift without physically performing one.
Thus, the total complexity of the design is 5N memristors,
3N+2 drivers, and 14N switches. The full schematic for an
8-bit implementation can be seen in Fig. 9.

The key takeaway from this figure is the connectivity
between the full adders. The figure explicitly shows the
connection between the carry-out signal of a full adder and
the carry-in signal of the next. The carry-out memristor is
probed at both of the terminals to drive the gate logic on the
subsequent adder.

The delay of a single iteration consists of the delay of
the first full adder +1 step per consecutive bit for carry
propagation. Thus, the total delay of an addition is N+1 steps
and the total delay for the multiplication is N2 + N steps.

The MAD implementation can also be modified to accom-
modate pipelined additions. In the same manner as explained

Fig. 10. Waveform for overlapping additions in the proposed shift-and-add
multiplier for 0 × 56 × 3.

for the IMPLY implementation, each bit can begin the next
iteration of the addition as soon as it propagates its carry-out
and sum results to the next bit. In the next cycle, it receives
the sum result from the next bit into its P memristor, and
it resets its carry-out and product memristors. Now it can
start the next iteration. This implies that a new addition can
occur every 4 cycles. Consider bit b. When the carry-in is
ready, the full adder is able to set its carry-out memristor
and the previous full adder’s sum memristor. In the second
cycle, the full adder resets the product register. In the third
cycle, bit b+1 reads bit b’s carry-out memristor and resolves
its sum into the P memristor in bit b. In the fourth step, bit b
resets the carry-out memristor. The total effective latency of
the MAD shift-and-add multiplier is now 4N steps rather than
N2 + N. Like the IMPLY implementation, each memristor in
the multiplier register must be logically separated to function
properly, adding N-1 resistors and a driver.

A waveform showing this ability for 0 × 56 × 3 is shown
in Fig. 10.

The waveform shows two full iterations of the multiplica-
tion. In the first iteration, 0 × 56 is added to 0. The sum
and inverse carry out memristors are each resolved 1 step
after the previous bit from t = 2ns to t = 9ns. The inverse
carry out values all resolve to 1, one cycle at a time, and the
sum memristors resolve to the A inputs. Recall that the shift
happens as part of this action, so the P memristors store 0×2B
rather than 0 × 56. The shifted-out 0 is stored into the LSB
of the storage product register, Result0.

Bit 0 resolves its carry-out and sum at t = 2ns. At t = 3ns,
the sum memristor in bit 0 is set. At t = 4ns, the carry-out
memristor is cleared. At t = 5ns, the second iteration begins,
adding P = 0 × 2B to the multiplicand A. This results in all
of the inverse-carry-outs going high and the p memristors to
0 × 81. Given the shifted sum result, the product register has
0 × 40 at the end of the second iteration and bit 1 of the
storage product register has a 1. Two complete iterations of
the multiplication complete at t = 13ns.

VI. SHIFT-AND-ADD MULTIPLIER

COMPARISON AND DISCUSSION

The proposed shift-and-add multipliers significantly opti-
mize the delay and area of the traditional CMOS design.
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TABLE VI

DELAY AND AREA COMPARISONS OF THE PROPOSED IMPLY
SHIFT-AND-ADD MULTIPLIERS

TABLE VII

DELAY AND AREA COMPARISONS OF THE PROPOSED

SHIFT-AND-ADD MULTIPLIERS

The IMPLY-based multiplier went through numerous itera-
tions to fully leverage all of the optimizations that could be
extracted from the traditional shift-and-add design. A sum-
mary of the baseline and iterative designs’ costs are shown
in Table VI.

The optimizations made to incorporate the multiplier into
the product register and combine the multiplexer logic into
the ripple carry adder effectively removed 6N-3 memristors,
4N+2 drivers, and 5N+2 switches from the design, reducing
the componential count by 32%. Not only is this a significant
savings in terms of area, but 8N steps were shaved off the total
delay, too. Once the design leveraged IMPLY characteristics
and did not conform to the traditional shift-and-add design,
the area and latency improved by even more. The final design
requires essentially the same area as the IMPLY ripple carry
adder proposed in prior work, yet is capable of performing all
the shift-and-add multiplier logic (the multiplexer, the operand
registers, and the shift registers). This is less than half the
number of components used in the baseline while still reducing
the delay by 8N steps.

Although the IMPLY design is highly optimized, the MAD
implementation still offers a lower area, lower delay option.
A full comparison of the delay and area of each design and
their CMOS counterparts is given in Table VII.

The number of memristors and drivers reduces by 43%
as compared to the optimized IMPLY design. This is a total
savings of 75% as compared to the original baseline IMPLY
implementation. This comes at the cost of more switches as
compared to IMPLY, but the number of switches is still fewer
than the baseline. Both of the designs significantly reduce the
number of components to about 1/6 of the CMOS design. Note
that this is not a complete comparison since memristors are
smaller area than CMOS components. The proposed designs
provide a two-fold improvement in area, not only reducing the
number of components, but the size of the components too.

The MAD design also improves the latency of the multipli-
cation to only N2 + N steps. This is less than half as many
steps as the optimized IMPLY and CMOS designs. When
the designs are fully utilized, both benefit from the ability to

pipeline consecutive additions. The traditional CMOS design
cannot perform pipelining, thus its latency remains the same.
For both proposed designs, the latency reduces from O(N2)
to O(N). For the IMPLY implementation, the effective latency
of an N-bit multiplication reduces from 2N2 + 21N steps to
24N. For a 16-bit multiplication, this is equivalent to 848 steps
versus 384 steps, which is more than a 2× improvement. For
the MAD implementation, the effective latency is even less,
only 4N steps per multiplication - 64 steps for an entire 16-bit
multiplication. This is a very significant improvement over
traditional CMOS designs which require 880 steps. Although
we can compare step counts between the memristor and
CMOS designs, it is not possible to perform a time-delay
comparison. As mentioned, depending on the voltage applied
to the memristors, their switching times can vary and will
likely not coincide with CMOS.

This work does not consider the power or energy consump-
tion of the previous or proposed designs. Although this is an
important metric, the infancy of memristor models makes it
difficult to get accurate power or energy measurements with
high confidence from simulation. However, prior work has
shown that an IMPLY Boolean operation requires between
3.4e-13J and 3e-12J and a single MAD operation requires
3e-14J [23]. From this, it is likely that both implementations
would offer competitive designs in terms of energy consump-
tion, with MAD gates requiring an order of magniture less
energy than IMPLY.

VII. EXTENSION TO BOOTH MULTIPLIERS

Both the IMPLY and MAD designs can be extended to
implement a Booth multiplier. These designs assume that the
value for the 2’s complement of the multiplicand is calculated
and initialized into the design a priori. This can be done using
a standard ripple carry adder.

A. IMPLY Booth Multiplier

The only change necessary to enhance the IMPLY shift-
and-add multiplier design to Booth is the multiplexer. The
multiplexer requires a 2-bit select line for the two bits of the
multiplier that are read each iteration. The 2-bit multiplexer
can be simplified since two of the inputs are always 0. In the
Booth design, when the select lines are ’b00 or ’b11, the
input is 0 so the equation for the multiplexer simplifies to
Aibibi−1+Ai’bibi−1, where Ai’ represents the 2’s complement
of A for bit i.

The multiplexer executes the steps in Table VIII. Let b1 and
b0 represent the two memristors of interest from the multiplier
register.

This multiplexer has been simplified and optimized by
rearranging the IMPLY operations to minimize the number
of steps. Also, the steps that only rely on values from
the multiplier register (and not on the input operands) in
iteration K can be performed in iteration K-1 during the
addition process (after the multiplier register has been read for
iteration K-1). The multiplexer is optimized to execute these
steps first to reduce the effective latency of each iteration.
Note that steps 1-5 in Table VIII can all occur during the
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TABLE VIII

MODIFIED STEPS FOR A 2-BIT IMPLY MULTIPLEXER
FOR A BOOTH MULTIPLIER

Fig. 11. MAD full adder for a booth multiplier.

execution of the previous addition iteration so only 4 steps
are on the critical path. These 4 steps replace the original
3 steps in Table IV and the multiplexer result exists in M5 as
before. Thus, Booth’s multiplier only takes a single step more
per iteration than the shift-and-add multiplier. Two additional
memristors, T0 and T1, are required to handle the additional
multiplexer complexity.

The only other modification to the multiplier design is that
the drivers on the multiplier register must change to sense two
bits in each iteration i, bi and bi−1, rather than 1. This does
not change the circuitry, but it does change the application of
the voltage signals for each bit in the multiplier.

B. MAD Booth Multiplier

To accommodate Booth’s algorithm in the MAD multiplier
design, changes must be made to the multiplexer logic. A third
memristor that holds the 2’s complement of the multiplicand
will be added in series with the multiplicand and ‘0’ memris-
tors to serve as a third operand to the multiplexer. The logic
that selects between these potential operands also changes. Let
Mi be the bit in the multiplier that selects the input operands
in the current iteration. Originally, the value of Mi was used to
select either 0 (if Mi is 0) or the multiplicand (if Mi is 1). This
was done by placing switches on each of the memristor input
operands, each gated by Mi and Mi . This must be modified to
accommodate checking the value of two multiplier bits, Mi and
Mi−1. Now, if {Mi,Mi−1} == b’00 or {Mi,Mi−1} == b’11,
’0’ is selected, if {Mi, Mi−1} == b’01 the multiplicand is
selected, and if {Mi,Mi−1} == b’10 then the 2’s complement
of the multiplicand is selected. Fig. 11 shows the modified
adder for the Booth multiplier.

The MAD Booth full adder requires N additional memris-
tors and 6N switches but has the same delay as the original

TABLE IX

DELAY AND AREA COMPARISONS OF THE PROPOSED
BOOTH MULTIPLIERS

full adder - just 1 step after initialization. Note that just as for
the IMPLY design, the drivers on the multiplier register must
change to sense two bits in each iteration i, bi and bi−1, rather
than 1.

C. Booth Multiplier Comparisons

A comparison of the proposed Booth multipliers against
the traditional CMOS design is given in Table IX. The same
limitations on the comparison still exist as discussed for the
shift-and-add multipliers.

The IMPLY design has been optimized to favor latency over
area. As a result, the IMPLY based design requires 4 fewer
steps than the traditional CMOS design per iteration. Each
bit of the adder needs 2 more memristors and their drivers
to implement the 2-bit multiplexer. It is possible to lower the
area by reusing memristors from the original design rather than
introducing the new memristors T0 and T1. However, this will
increase the latency. There is also one more driver introduced
to enable sensing two bits at once from the multiplier register.
The total complexity for an N-bit IMPLY Booth multiplier is
9N+1 memristors, 9N+1 drivers, and 10N-1 switches. This is
less than 20% the number of components that CMOS requires
which is 166N+8 MOSFETs. It can also be pipelined to require
a total of only 25N steps.

The N-bit MAD Booth multiplier requires 6N memristors,
3N+3 drivers, and 20N switches and N2 + N steps. This is a
nearly identical component count to the IMPLY design and
also less than 20% of the number of components for the
CMOS design. The number of steps reduces to N2 + N steps
which is less than 30% of the number of CMOS steps and less
than 50% the number of IMPLY. It can also be pipelined by
the same logic as the shift-and-add multiplier to only require
an effective latency of 4N steps per multiplication. This is
significantly faster than CMOS and IMPLY, reducing the delay
from 928 steps in CMOS and 400 in IMPLY to only 64 steps
in MAD.

VIII. CONCLUSION

Recently, memristors have emerged to the forefront as a
new circuit element. However, minimal work has explored the
application of these devices to complex systems, especially in
the context of arithmetic units. The majority of prior work
that does exist has focused on basic Boolean operations and
small circuits or has presented purely theoretical, unoptimized
designs. No prior work has explored the application of memris-
tors to multipliers - a critical component in all modern system
architectures.
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This work presents two designs for shift-and-add
multipliers—one using IMPLY operations and the other
using MAD methodologies. Both works are heavily optimized
to achieve latency and delay improvements over the
traditional CMOS design. Because of the driver-based nature
of both approaches, the shift register can be effectively
removed from the multiplier design entirely. Additionally, the
multiplexer functionality can be achieved more efficiently
by incorporating the logic into the adders themselves in the
designs. These optimizations reduce the IMPLY design’s
area from 17N+3 memristors to only 7N+1 memristors and
the accompanying driver circuitry. This is equivalent to the
numbers of memristors required for the optimized IMPLY
ripple carry adder alone in previous work. The MAD design
requires even less area at only 5N memristors and their
drivers and switches. Both designs reduce the number of
components to 1/6 of the traditional CMOS design.

The delay of the IMPLY design is also reduced, decreasing
from 2N2 + 29N to 2N2 + 21N steps. Each addition iteration
of the multiplication only requires two extra steps to perform
the multiplexer, shift, and selection functionality of the mul-
tiplier. This is fewer steps than 2N2 + 23N required by the
CMOS design. The MAD implementation further decreases
the latency to less than half of this delay to N2 + N steps.

Both proposed designs can be leveraged further to pipeline
consecutive additions. This improves the delay for a multipli-
cation to just 24N and 4N for the IMPLY and MAD designs
respectively. This is a significant improvement over CMOS
technologies which cannot be pipelined, reducing the delay
from O(N2) to O(N).

The proposed shift-and-add designs are modified to imple-
ment Booth multipliers. For the IMPLY-based approach, this
requires an additional 2N memristors and only increases the
pipelined latency for a multiplication from by N steps. For
the MAD-based approach, the delay remains the same as the
shift-and-add multiplier and the complexity only increases to
6N memristors, 3N+3 drivers, and 20N switches. Thus both
proposed designs offer competitive, lower area designs than
the CMOS equivalent.
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