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NoSQL Databases  

https://db-engines.com/en/ranking

https://db-engines.com/en/ranking
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What is a NoSQL Database

§ Really bad name.  Yes they use SQL.

§ Aimed at overcoming some of the limitations of Relational DBs
§ Scaling issues

§ Cost issues

§ Too Slow (not really)

§ Handle complex data types

§ These are DBs designed for a specific purpose or application in mind

§ NoSQL DBs will not replace Relational DBs – but will complement each 
other with providing data management for an organization

§ Choose the right tool for the right job

What is a NoSQL Database

§ A NoSQL database provides a mechanism for storage and retrieval of data 

which is modeled in non-relational tabular relation.

§ NoSQL DBs are not something new – around since the 1960s

§ Surge of popularity in recent years with Web-scale data and storage of 
more/newer data that was not traditionally stored.

§ Google, Facebook, Amazon, etc

§ Real-time web applications

§ Big data

§ NoSQL = schema on read  or   data that is stored in different formats

§ Relational = schema on write

§ DBs designed to be a distributed data store
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Moving from

How we store data

Schema on write

Moving to

How do we use?

(Schema on read)
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Operation friendly

Single item transactions

Schema on read

Schema on write

§ Horizontal and Virtual scaling can get very expensive.
§ Horizontal scaling = adding more nodes
§ Vertical scaling = means to add resources (cpu, memory, 

storage)

§ Relational DB can Scale = $$$

§ NoSQL = a lot cheaper, commodity hardware, some open 
source/commercial (lower cost) NoSQL DBs 

§ NoSQL sacrifices some of the Relational DB properties to make 
them efficient
§ In favor of availability, partition tolerance, and speed
§ ACID vs CAP

§ NoSQL : eventually consistent 
§ Is that really OK in all scenarios. Yes in some. NO in others

§ Some NoSQL DBs are just different = different way of structuring 
and storing data 

Why do we have NoSQL DBs (vs Relational DBs)

The level of scaling mentioned 
in marketing has not been 
experienced by customers

NoSQL DBs is a confusing term
NoSQL != traditional RDBMs
NoSQL != Anti-RDBMs
NoSQL != replace RDBMs
NoSQL != same tasks as RDBMs
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CAP Theorem 
§ States that it is impossible for a distributed computer system to 

simultaneously provide all three of the following guarantees:
§ Consistency (all nodes see the same data at the same time)

§ This means that the data in the database remains consistent after the execution of an operation. For 
example after an update operation all clients see the same data. 

§ Availability (every request receives a response about whether it succeeded or 
failed)

§ This means that the system is always on (service guarantee availability), no downtime.
§ Partition tolerance (the system continues to operate despite arbitrary partitioning 

due to network failures)
§ his means that the system continues to function even when the communication among the servers is 

unreliable, i.e. the servers may be partitioned into multiple groups that cannot communicate with one 
another.

§ Theoretically : Only 2 of the 3 are possible.

§ For NoSQL consistency is sacrificed 

CAP Theorem 
§ CAP Theorem – 3 possible combinations

§ CA - Single site cluster, therefore all nodes are 
always in contact. When a partition occurs, the 
system blocks. 

§ CP - Some data may not be accessible, but the 
rest is still consistent/accurate.

§ AP - System is still available under partitioning, 
but some of the data returned may be 
inaccurate.
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CAP Theorem 
§ The BASE acronym was defined by Eric Brewer, who is also known for formulating the CAP 

theorem.

§ A BASE system gives up on consistency. 
§ Basically Available indicates that the system does guarantee availability, in terms of 

the CAP theorem.
§ Soft state indicates that the state of the system may change over time, even without 

input. This is because of the eventual consistency model.
§ Eventual consistency indicates that the system will become consistent over time, given 

that the system doesn't receive input during that time.

§ Rather than requiring consistency after every transaction, it is enough for the database to 
eventually be in a consistent state. 

ACID focuses on Consistency and availability.

BASE focuses on Partition tolerance and availability and throws consistency out the window.

CAP Theorem 
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CAP Theorem 
§ NoSQL databases offer a concept of "eventual consistency" in which database 

changes are propagated to all nodes "eventually" (typically within milliseconds) so 
queries for data might not return updated data immediately or might result in 
reading data that is not accurate, a problem known as stale reads

SELECT count(*)  num_in_stock
FROM   product_stock_level
WHERE product = ‘MacBook Pro’;

NUM_IN_STOCK NUM_IN_STOCK
------------ ------------

10 9

NUM_IN_STOCK NUM_IN_STOCK
------------ ------------

10 10

NUM_IN_STOCK NUM_IN_STOCK
------------ ------------

10 9

Eventual Consistency : Is it OK for all scenarios?

No?

But is OK for some. 

Use the right tool for the right job!

Other Properties and Benefits
§ High scalability  (?)

§ Distributed Computing  (?)  (web scale !!!!)

§ Lower cost (?)

§ No complicated Relationships.  (because relationships are not important)

§ Are ACID within a node of the cluster and eventually consistent across the cluster  (?)

§ Can quickly process and store large volumes of data with the minimum of overhead  (?)

§ Schema flexibility, semi-structure data (? Why is this good? Is it always a good thing?)

§ Support for mixed data types  (?)
§ Becoming less of an advantage as Relational DBs add in new features
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Different Types of NoSQL Databases

§ Key-Value Stores

§ Column Stores  (Columnar Databases)

§ Document Stores

§ Graph Stores

Key-Value Stores
§ Key-value stores are most basic types of NoSQL databases.

§ Based on Amazon’s Dynamo paper.

§ Key value stores allow developer to store schema-less data.

§ In the key-value storage, database stores data as hash table where each key is unique and the 
value can be string, JSON, BLOB (basic large object) etc.

§ A key may be strings, hashes, lists, sets, sorted sets and values are stored against these keys.

§ For example a key-value pair might consist of a key like "Name" that is associated with a value 
like "Robin".

§ Key-Value stores can be used as collections, dictionaries, associative arrays etc.

§ Key-Value stores follows the 'Availability' and 'Partition' aspects of CAP theorem.

§ Key-Values stores would work well for shopping cart contents, or individual values like color 
schemes, a landing page URI, or a default account number. 
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Key-Value Stores

Relational Model

Aggregate
Key-value model

Impedance mismatch

Key-Value Stores

Really only works when working with the 
aggregate object

And nothing else

Doesn’t work when you want to do other 
things with parts of the aggregate object



9/14/18

10

Key-Value Stores

§ put(key,value)   -- insert/write “value” associated with key

§ value = get(key)  -- get/read data associated with key

§ Value is stored as a BLOB  => read all the object (no sub-part)

Time to process 

Business logic needed.

When processing lots 

of data then this is a 

problem.

Useless for Ah-hoc 

analytics

Key-Value Stores
§ Distributed HASH table

More typical 
with Document 
data stores
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Document Stores
§ Usually JSON type structures (BSON – binary encoded format)

§ Key-Difference : Keys and values are fully searchable in document databases
§ Typical  key-value : requires reading each BLOB to examine what is inside

§ Typically not used for searching as it is too SLOW

§ Searchable because we have (semi) Structured Data
§ But flexible enough to allow each object to be slightly different
§ Query language
§ Joins are limited

§ This is the most commonly used type of NoSQL DBs. (No No No Stop doing this)

§ Can be considered very, very similar to Key-Value DBs (if not the same)
§ Fine for storing and retrieving individual records/object
§ Not good for analyzing
§ Not ACID yet but trying  (Really!)

Document Stores

They are self describing
Each record is responsible for its on schema
The structure of one record does not have to match the next

Depending on DB some transactions are allowed & Some querying
- Some have JSON Query language similar to SQL
- querying may be based on map-reduce type processing
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Column Stores
§ Optimised loading of data 

§ All data in block
§ Number of blocks to read are reduced
§ The amount of processing of each block is reduced, to 

get to the data needed
§ Only the data required is in block
§ Very fast

§ Particularly if the data is already in-memory

§ Best suited for Analytic type queries 
§ Count/sum/avg/min/max/….
§ On data that is static

§ Not suited to random insert/updates/deletes 

§ Data typically gathered and processed somewhere else.
§ Then loaded into the Columnar DB

§ Joins across different records types possible.

Column Stores
§ No row by row processing

§ Can have high levels of data compression
§ => more data per block => less blocks 

to read per query
§ If you can make it small enough then 

all data can fit in memory
§ => much faster  as no disk 

access needed

§ New attributes are added as a new Column 
(file)

§ Queries can run 100+ times quicker
§ On 100+K records
§ Typically scenarios 10+M records
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Graph Stores
§ We live in a connected world. Social Network sites use this for profiles.

§ Nodes represent entities such as people, businesses, accounts, or any other 
item you might want to keep track of. They are roughly the equivalent of the 
record, relation or row in a relational database, or the document in a 
document database.

§ Edges, also known as graphs or relationships, are the lines that connect 
nodes to other nodes; they represent the relationship between them. 
Meaningful patterns emerge when examining the connections and 
interconnections of nodes, properties, and edges. Edges are the key concept 
in graph databases, representing an abstraction that is not directly 
implemented in other systems.

§ Properties are pertinent information that relate to nodes. For instance, if 
Wikipedia were one of the nodes, one might have it tied to properties such 
as website, reference material, or word that starts with the letter w, 
depending on which aspects of Wikipedia are pertinent to the particular 
database.

§ Pointers are stored to the (location or address of the) connecting Nodes. (no 
PK-FK lookups)
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Common Graph Analysis Use Cases

Storing Property Grpahs in Oracle Database
https://docs.oracle.com/en/database/oracle/oracle-database/12.2/spgdg/using-property-graphs-oracle-database.html#GUID-4B5AF258-79BE-418D-84FF-
9B8A692B8604

Panama Papers

https://docs.oracle.com/en/database/oracle/oracle-database/12.2/spgdg/using-property-graphs-oracle-database.html
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Are NoSQL DBs really Schema-less

Schema-less   !=  No schema definition/defined  (original idea)
work with stored objects.
all data interpretation is done at application level (!)
=> schema on read

Schema-less    =  Implicit schema definition
When you are writing your record/object/aggregate
you are writing to a defined layout (which may change 
from object to object.

Schema-less != unstructured 
Schema-less = semi-structured

When searching the aggregate/object, you are searching for 
known attributes and features

Limitations and Disadvantages of NoSQL Databases
§ Eventual consistent !  Is this really what you want

§ Me: Doctor, am I going to die?
§ Doctor: Yes
§ Me: Doctor, am I going to die?
§ Doctor: No
§ Me: Doctor, am I going to die?
§ Doctor: Yes
§ Me: Doctor, am I going to die?
§ Doctor: No
§ Me: Doctor, am I going to die?
§ Doctor: No
§ Me: Doctor, am I going to die?
§ Doctor: No

WHAT !!!!!!!!

Is this what you really want?

What is the IT answer to 
everything?

It depends
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§ Eventually Consistent !

Limitations and Disadvantages of NoSQL Databases
§ Most NoSQL DBs have limited functionality – they are a data store – designed for a particular purpose.
§ Limits the ability to use and analyse the data – or are designed to quick analysis only
§ Really bad with joining data – query joins, query optimisation, etc does not exist or is really slow.
§ Some are not great at aggregating data
§ To use one attribute, need to parse all items to see if it exists 
§ Columnar DBs overcomes these issues = fast at retrieval

§ But slow on inserts, updates and deletes
§ Similar issues for the other types of NoSQL DBs.

§ Business logic is only in application => duplicated business logic
§ But lots of ways (and reasons) to access the data
§ Thick-DB paradigm prevents these issues and lots more 

§ No inter-operability between (different) NoSQL DBs

§ No ACID ! Should not use NoSQL for transactional – too often MongoDB is used.

§ Remember: Use the right tool for the right job => you will use multiple DBs in your org. Each one is 
being used for a particular purpose
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Security
§ Defaults are not changed
§ Can have limited security features compared to longer standing DBs
§ Some have hard coded “admin” passwords

§ Some insist on passwords being changed on install. Some don’t.

NewSQL Databases

§ NewSQL is a class of modern relational database management systems 
that seek to provide the same scalable performance of NoSQL systems for 
online transaction processing (OLTP) read-write workloads while still 
maintaining the ACID guarantees of a traditional database system
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External 
View

External 
View

Conceptual Schema

Physical Schema
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CREATE TABLE countries_ext (
country_code      VARCHAR2(5),
country_name      VARCHAR2(50),
country_language  VARCHAR2(50)

)
ORGANIZATION EXTERNAL (

TYPE ORACLE_LOADER
DEFAULT DIRECTORY ext_tab_data
ACCESS PARAMETERS (

RECORDS DELIMITED BY NEWLINE
FIELDS TERMINATED BY ','
MISSING FIELD VALUES ARE NULL
(

country_code      CHAR(5),
country_name      CHAR(50),
country_language  CHAR(50)

)
)
LOCATION ('Countries1.txt','Countries2.txt')

)
PARALLEL 5
REJECT LIMIT UNLIMITED;

SELECT * FROM countries_ext ORDER BY country_name;

COUNT COUNTRY_NAME                 COUNTRY_LANGUAGE 
----- ---------------------------- -----------------------------
ENG   England                      English 
FRA   France                       French 
GER   Germany                      German 
IRE   Ireland                      English

External 
View

External 
View

Conceptual Schema

Physical Schema

CREATE_TABLE CUSTOMER_RAWDATA (
customer_number  NUMBER, 
customer_name    VARCHAR2(50), 
postal_code      VARCHAR2 (5) 

)
ORGANIZATION EXTERNAL (

type oracle_hdfs 
default directory TEMP 
access parameters 
( 

com.oracle.bigdata.cluster = hadoop_clust 
com.oracle.bigdata.rowformat = delimited fields terminated by ',' 

) 
location('hdfs/p1a.dat', 

'hdfs/p1b.dat', 
'hdfs/p2.dat', 
'hdfs/p3.dat' 

) );

External 
View

External 
View

Conceptual Schema

Physical Schema

Partitioned External tables (new in 12.2)

Data is stored on our 
Hadoop cluster

Problem: We still need to scan all the files for the data we need

We may not get the degree of parallelism we want.

But with Partitioned External tables we can provide meta-data

Data is stored in 
many files
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CREATE_TABLE CUSTOMER_RAWDATA (
customer_number  NUMBER, 
customer_name    VARCHAR2(50), 
postal_code      VARCHAR2 (5) 

)
ORGANIZATION EXTERNAL (

type oracle_hdfs 
default directory TEMP 
access parameters 
( 

com.oracle.bigdata.cluster = hadoop_clust 
com.oracle.bigdata.rowformat = delimited fields terminated by ',' 

) 
location('hdfs/p1a.dat', 

'hdfs/p1b.dat', 
'hdfs/p2.dat', 
'hdfs/p3.dat' 

) );

External 
View

External 
View

Conceptual Schema

Physical Schema

Partitioned External tables (new in 12.2)

CREATE_TABLE CUSTOMER_RAWDATA (
customer_number NUMBER, 
customer_name VARCHAR2(50), 
postal_code VARCHAR2 (5) 

)
ORGANIZATION EXTERNAL (

type oracle_hdfs
default directory TEMP 
access parameters 
( 

com.oracle.bigdata.cluster = hadoop_clust
com.oracle.bigdata.rowformat = delimited fields terminated by ',' 

) 
partition by range(customer_number) 
( 
partition p1 values less than (100) location('hdfs/p1a.dat', 'hdfs/p1b.dat'), 
partition p2 values less than (200) location('hdfs/p2.dat'), 
partition p3 values less than (300) location('hdfs/p3.dat') 

) );

External 
View

External 
View

Conceptual Schema

Physical Schema

Partitioned External tables (new in 12.2)

Now we get Partition elimination  

Only really works if the data is natively partitioned when files 
are created.

and does this correctly every time !!!

Doesn’t have to be on 
Hadoop. Also works 
with files on server.



9/14/18

21

CREATE TABLE json_dump_file_contents (
json_document CLOB

) 
ORGANIZATION EXTERNAL (

TYPE ORACLE_LOADER 
DEFAULT DIRECTORY order_entry_dir 
ACCESS PARAMETERS (

RECORDS DELIMITED BY 0x'0A' 
DISABLE_DIRECTORY_LINK_CHECK 
BADFILE loader_output_dir: 'JSONDumpFile.bad' 
LOGFILE order_entry_dir: 'JSONDumpFile.log' 
FIELDS (

json_document CHAR(5000)
)

) 
LOCATION (order_entry_dir:'PurchaseOrders.dmp')

) 
PARALLEL 
REJECT LIMIT UNLIMITED;

SELECT count(*) 
FROM   json_dump_file_contents po 
WHERE  to_number(json_value(json_document, '$.PONumber')) > 1500; 

External 
View

External 
View

Conceptual Schema

Physical Schema

CREATE TABLE json_documents ( 
id RAW(16) NOT NULL, 
data CLOB, 
CONSTRAINT json_documents_pk PRIMARY KEY (id), 
CONSTRAINT json_documents_json_chk CHECK (data IS JSON (STRICT) ) 

);

INSERT INTO json_documents (id, data) 
VALUES (SYS_GUID(), 

'{ "FirstName" : ”Brendan", 
"LastName" : ”Tierney", 
"Job" : "Clerk", 
"Address" : { "Street" : ”1 Main Street", 

"City" : ”Dublin", 
"Country" : ”Ireland”}, 

"ContactDetails" : { "Email" : ”xyz@oralytics.com", 
"Phone" : ”353 123 1234567", 
"Twitter" : "@brendantierney" }, 

"DateOfBirth" : "01-JAN-2000", 
"Active" : unknown }');

SELECT a.data.FirstName, 
a.data.LastName, 
a.data.ContactDetails.Email AS Email 

FROM json_documents a 
ORDER BY a.data.FirstName, a.data.LastName; 

FIRSTNAME       LASTNAME        EMAIL 
--------------- --------------- -------------------------
Brendan         Tierney         xyz@oralytics.com

External 
View

External 
View

Conceptual Schema

Physical Schema
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CREATE TABLE customer (
id         NUMBER(38),
name       VARCHAR2(100),
address    VARCHAR2(100),
city       VARCHAR2(40),   
country    VARCHAR2(50),
location   MDSYS.SDO_GEOMETRY

);

INSERT INTO customer VALUES (
cust_seq.nextval,‘Brendan Tierney’, ‘1 Main Street’, ‘Dublin’, ‘Ireland’,
SDO_GEOMETRY

(2001,      -- Geometry Type: 2-D Point
8307,            -- SRID, Datum: WGS84
SDO_POINT_TYPE

(53.3498,   -- Longitude for Dublin
6.2603,    -- Latitude for Dublin
NULL),

NULL,
NULL
)

)

SELECT sdo_geom.sdo_distance(c1.locationm c2.location, 0.5, ‘unit=kilometer’) 
FROM   customer c1,

customer c2
WHERE  c1.id = 1 
AND    c2.id = 2;

External 
View

External 
View

Conceptual Schema

Physical Schema

Spatial 
&

Graph

Using Oracle Big Data SQL, organizations can:
• Combine data from Oracle Database, Apache Hadoop and NoSQL in a single SQL query
• Query and analyze data In Apache Hadoop and NoSQL
• Maximize query performance on all data using advanced techniques like Smart Scan, 

Partition Pruning, Storage Indexes, Bloom Filters and Predicate Push-Down in a 
distributed architecture

• Integrate big data analyses into existing applications and architectures

External 
View

External 
View

Conceptual Schema

Physical Schema

Spatial 
&

Graph

Oracle
NoSQL

Lots more Data 
Sources coming 

available 
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External 
View

External 
View

Conceptual Schema

Physical Schema

Spatial 
&

Graph

Oracle
NoSQL

Accessing data on Hadoop or an Oracle NoSQL Database requires access via 
Hive/HCatalog. 

To use this Hadoop or NoSQL data
• Creating a NoSQL Store and a Table (or Hadoop data)
• Configuring Hive/HCatalog to access NoSQL Table or other data 
• Configuring Oracle Database to talk to HCatalog via an external table

Lots more Data 
Sources coming 

available 

External 
View

External 
View

Conceptual Schema

Physical Schema

Spatial 
&

Graph

Oracle
NoSQL

CREATE TABLE movieapp_log_json (
custid INTEGER ,
movieid INTEGER ,
genreid INTEGER ,
time VARCHAR2 (20) ,
recommended VARCHAR2 (4) ,
activity NUMBER,
rating INTEGER,
price NUMBER

)
ORGANIZATION EXTERNAL
(

TYPE ORACLE_HIVE
DEFAULT DIRECTORY DEFAULT_DIR

)
REJECT LIMIT UNLIMITED;

SELECT f.custid, m.title, m.year, m.gross, f.rating 
FROM movieapp_log_json f, movie m 
WHERE f.movieId = m.movie_id 
AND f.rating > 4

Selects Hadoop data 
and in-database data
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Scalability is no longer a reason


