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Chapter 6

Association Analysis:
Basic Concepts and
Algorithms

Business enterprises often accumulate large quantities of data from their day-to-
day operations. For example, there are huge amounts of customer purchase data
collected at the checkout counters of grocery stores. These data can be analyzed
to reveal interesting relationships such as what items are commonly sold together
to customers. Knowing such relationships may assist grocery store retailers in de-
vising effective strategies for marketing promotions, product placement, inventory
management, etc.

Similar type of analysis can be performed on other application domains such as
bioinformatics, medical diagnosis, scientific data analysis, etc. Analysis of Earth
Science data, for example, may uncover interesting connections among the various
ocean, land, and atmospheric processes. Such information may help Earth scientists
to develop a better understanding of how the different elements of the Earth system
interact with each other. However, for illustrative purposes, our discussion focuses
mainly on customer purchase data even though the techniques presented here are
also applicable to a wider variety of data sets.

Table 6.1. An example of market-basket transactions.

Tid Items
1 {Bread, Milk}
2 {Bread, Diaper, Beer, Eggs}
3 {Milk, Diaper, Beer, Coke}
4 {Bread, Milk, Diaper, Beer}
5 {Bread, Milk, Diaper, Coke}
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Table 6.1 illustrates an example of grocery store data or commonly known as
market-basket transactions. Each row (transaction) contains a unique identifier la-
beled as Tid and a set of items bought by a given customer. The data in this table
suggests that a strong relationship exists between the sale of bread and milk since
customers who buy bread also tend to buy milk.

One way to identify such relationships is to apply statistical techniques such as
correlation analysis to determine the extent to which the sale of one item depends on
the other. However, these techniques have several known limitations when applied to
market basket data, as will be explained in Section 6.8.1. This chapter introduces
an alternative data mining based approach known as association analysis, which
is suitable for extracting interesting relationships hidden in large transaction data
sets. The extracted relationships are represented in the form of association rules
that can be used to predict the presence of certain items in a transaction based on
the presence of other items. For example, the rule

{Diaper} −→ {Beer}

suggests that many customers who buy diaper also tend to buy beer. If indeed
such unexpected relationship is found, retailers may capitalize on this information
to boost the sale of beer, e.g., by placing them next to diaper!

Typical market basket data tends to produce a large number of association rules.
Some rules may be spurious because their relationships happen simply by chance,
while other rules, such as {Butter} −→ {Bread}, may seem rather obvious to the
domain experts. The key challenges of association analysis are two-fold: (i) to design
an efficient algorithm for mining association rules from large data sets, and (ii) to
develop an effective strategy for distinguishing interesting rules from spurious or
obvious ones. These issues are discussed in greater details in the remainder of this
chapter.

6.1 Problem Definition

We begin this section with a few basic definitions, followed by a formal description
of the association rule mining problem.

Binary Representation Market-basket data can be represented in a binary format
as shown in Table 6.2, where each row corresponds to a transaction and each column
corresponds to an item. An item can be treated as a binary variable whose value
is one if the item is present in a transaction and zero otherwise. Presence of an
item in a transaction is often considered to be more important than its absence,
henceforth, an item is an asymmetric binary variable. The number of items present
in a transaction also defines the transaction width. Such representation is perhaps a
very simplistic view of real market-basket data because it ignores certain important
aspects of the data such as the quantity of items sold or the price paid for the items.
We will describe the various ways for handling such non-binary data in Chapter 7.
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Table 6.2. A binary 0/1 representation of market-basket data.

TID Bread Milk Diaper Beer Eggs Coke
1 1 1 0 0 0 0
2 1 0 1 1 1 0
3 0 1 1 1 0 1
4 1 1 1 1 0 0
5 1 1 1 0 0 1

Itemset and Support Count Let I = {i1, i2, · · · , id} be the set of all items. An
itemset is defined as a collection of zero or more items. If an itemset contains k
items, it is called a k-itemset. {Beer, Diaper, Milk}, for instance, is an example of
a 3-itemset while the null set, { }, is an itemset that does not contain any items.

Let T = {t1, t2, · · · , tN} denote the set of all transactions, where each transaction
is a subset of items chosen from I. A transaction t is said to contain an itemset
c if c is a subset of t. For example, the second transaction in Table 6.2 contains
the itemset {Bread,Diaper} but not {Bread, Milk}. An important property of an
itemset is its support count, which is defined as the number of transactions that
contain the particular itemset. The support count, σ(c), for an itemset c can be
stated mathematically as follows.

σ(c) = |{ti|c ⊆ ti, ti ∈ T}|
In the example data set given in Table 6.2, the support count for {Beer, Diaper, Milk}
is equal to two because there are only two transactions that contain all three items.

Association Rule An association rule is an implication expression of the form
X −→ Y , where X and Y are disjoint itemsets, i.e., X ∩ Y = ∅. The strength
of an association rule is often measured in terms of the support and confidence met-
rics. Support determines how frequently a rule is satisfied in the entire data set
and is defined as the fraction of all transactions that contain X ∪ Y . Confidence
determines how frequently items in Y appear in transactions that contain X. The
formal definitions of these metrics are given below.

support, s(X −→ Y ) =
σ(X ∪ Y )

N
and

confidence, c(X −→ Y ) =
σ(X ∪ Y )

σ(X)
(6.1)

Example 6.1 Consider the rule “customers who buy milk and diaper also tend
to buy beer”. This rule can be expressed as {Milk, Diaper} −→ {Beer}. Since
the support count for the itemset {Milk, Diaper, Beer} is equal to 2 and the total
number of transactions is 5, the support for this rule is 2/5 = 0.4. The confidence
for this rule is obtained by dividing the support count for {Milk, Diaper, Beer} with
the support count for {Milk, Diaper}. Since there are 3 transactions that contain
milk and diaper, the confidence for this rule is 2/3 = 0.67.
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Why Use Support and Confidence? Support reflects the statistical significance of a
rule. Rules that have very low support are rarely observed, and thus, are more likely
to occur by chance. For example, the rule Diaper −→ Eggs may not be significant
because both items are present together only once in Table 6.2. Additionally, low
support rules may not be actionable from a marketing perspective because it is not
profitable to promote items that are seldom bought together by customers. For
these reasons, support is often used as a filter to eliminate uninteresting rules. As
will be shown in Section 6.2.1, support also has a desirable property that can be
exploited for efficient discovery of association rules.

Confidence is another useful metric because it measures how reliable is the in-
ference made by a rule. For a given rule X −→ Y , the higher the confidence, the
more likely it is for itemset Y to be present in transactions that contain X. In a
sense, confidence provides an estimate of the conditional probability for Y given X.

Finally, it is worth noting that the inference made by an association rule does not
necessarily imply causality. Instead, the implication indicates a strong co-occurrence
relationship between items in the antecedent and consequent of the rule. Causality,
on the other hand, requires a distinction between the causal and effect attributes
of the data and typically involves relationships occurring over time (e.g., ozone
depletion leads to global warming).

Formulation of Association Rule Mining Problem The association rule mining prob-
lem can be stated formally as follows.

Definition 6.1 (Association Rule Discovery) Given a set of transactions T ,
find all rules having support ≥ minsup and confidence ≥ minconf, where minsup
and minconf are the corresponding support and confidence thresholds.

A brute-force approach for mining association rules is to enumerate all possible
rule combinations and to compute their support and confidence values. However,
this approach is prohibitively expensive since there are exponentially many rules
that can be extracted from a transaction data set. More specifically, for a data set
containing d items, the total number of possible rules is

R = 3d − 2d+1 + 1, (6.2)

the proof of which is left as an exercise to the readers (see Exercise 5). For the data
set shown in Table 6.1, the brute-force approach must determine the support and
confidence for all 36−27+1 = 602 candidate rules. More than 80% of these rules are
eventually discarded when we apply minsup (20%) and minconf (50%) thresholds.
To reduce the computational complexity of this task, it would be advantageous
to prune the discarded rules much earlier without having to compute their actual
support and confidence values.

An initial step towards improving the performance of association rule mining
algorithms is to decouple the support and confidence requirements. Observe that
the support of a rule X −→ Y depends only on the support of its corresponding
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itemset, X ∪ Y (see equation 6.1). For example, the support for the following
candidate rules

{Beer, Diaper} −→ {Milk}, {Beer, Milk} −→ {Diaper},
{Diaper, Milk} −→ {Beer}, {Beer} −→ {Diaper, Milk},
{Milk} −→ {Beer, Diaper}, {Diaper} −→ {Beer, Milk}

are identical since they correspond to the same itemset, {Beer, Diaper, Milk}. If
the itemset is infrequent, then all six candidate rules can be immediately pruned
without having to compute their confidence values. Therefore, a common strategy
adopted by many association rule mining algorithms is to decompose the problem
into two major subtasks:

1. Frequent Itemset Generation. Find all itemsets that satisfy the minsup
threshold. These itemsets are called frequent itemsets.

2. Rule Generation. Extract high confidence association rules from the fre-
quent itemsets found in the previous step. These rules are called strong rules.

The computational requirements for frequent itemset generation are generally
more expensive than rule generation. Efficient techniques for generating frequent
itemsets and association rules are presented in Sections 6.2 and 6.3, respectively.

6.2 Frequent Itemset Generation

A lattice structure can be used to enumerate the list of possible itemsets. For
example, Figure 6.1 illustrates all itemsets derivable from the set {A, B, C, D, E}.
In general, a data set that contains d items may generate up to 2d − 1 possible
itemsets, excluding the null set. Some of these itemsets may be frequent, depending
on the choice of support threshold. Because d can be very large in many commercial
databases, frequent itemset generation is an exponentially expensive task.

A näıve approach for finding frequent itemsets is to determine the support count
for every candidate itemset in the lattice structure. To do this, we need to match
each candidate against every transaction, an operation that is shown in Figure 6.2.
If the candidate is contained within a transaction, its support count will be incre-
mented. For example, the support for {Bread, Milk} is incremented three times
since the itemset is contained within transactions 1, 4, and 5. Such a brute force
approach can be very expensive because it requires O(NMw) matching operations,
where N is the number of transactions, M is the number of candidate itemsets, and
w is the maximum transaction width.

There are a number of ways to reduce the computational complexity of frequent
itemset generation.

1. Reduce the number of candidate itemsets (M). The Apriori principle, to be
described in the next section, is an effective way to eliminate some of the
candidate itemsets before counting their actual support values.
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AB AC AD AE BC BD BE CD CE DE

A B C D E

ABC ABD ABE ACD ACE ADE BCD BCE BDE CDE

ABCD ABCE ABDE ACDE BCDE

ABCDE

Figure 6.1. The Itemset Lattice.

2. Reduce the number of candidate matching operations. Instead of matching
each candidate itemset against every transaction, we can reduce the amount of
comparisons by using advanced data structures to store the candidate itemsets
or to compress the transaction data set. We will discuss these approaches in
Sections 6.2.4 and 6.6.

6.2.1 Apriori Principle

This section describes how the support measure can be utilized to effectively reduce
the number of candidate itemsets. The use of support for pruning candidate itemsets
is guided by the following principle.

Theorem 6.1 (Apriori Principle) If an itemset is frequent, then all of its subsets

TID Items

1 Bread, Milk

2 Bread, Diaper, Beer, Eggs

3 Milk, Diaper, Beer, Coke

4 Bread, Milk, Diaper, Beer

5 Bread, Milk, Diaper, Coke

N

Transactions

Candidates

M

Figure 6.2. Counting the support of candidate itemsets.
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must also be frequent.

As an illustration of the above principle, consider the lattice structure shown in
Figure 6.3. If an itemset such as {C, D, E} is found to be frequent, then the Apriori
principle suggests that all of its subsets (i.e., the shaded itemsets in this figure) must
also be frequent. The intuition behind this principle is as follows: any transaction
that contains {C, D, E} must contain {C, D}, {C, E}, {D, E}, {C}, {D}, and {E},
i.e., subsets of the 3-itemset. Therefore, if the support for {C, D, E} is greater than
the support threshold, so are its subsets.

null

AB AC AD AE BC BD BE CD CE DE

A B C D E

ABC ABD ABE ACD ACE ADE BCD BCE BDE CDE

ABCD ABCE ABDE ACDE BCDE

ABCDE

Frequent

Itemset

Figure 6.3. An illustration of the Apriori principle. If {C,D,E} is frequent, then all subsets of this itemset are

frequent.

Conversely, if an itemset such as {A, B} is infrequent, then all of its supersets
must be infrequent too. As illustrated in Figure 6.4, the entire subgraph containing
supersets of {A, B} can be pruned immediately once {A, B} is found to be infre-
quent. This strategy of trimming the exponential search space based on the support
measure is known as support-based pruning.

Such a pruning strategy is made possible by a key property of the support
measure, namely, that the support for an itemset never exceeds the support for its
subsets. This property is also known as the anti-monotone property of the support
measure. In general, the monotonicity property of a measure f can be formally
defined as follows:

Definition 6.2 (Monotonicity Property) Let I be a set of items, and J = 2I
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Figure 6.4. An illustration of support-based pruning. If {A,B} is infrequent, then all supersets of {A,B}
are eliminated.

be the power set of I. A measure f is monotone (or upward closed) if

∀X, Y ∈ J : (X ⊆ Y ) =⇒ f(X) ≤ f(Y ),

which means that if X is a subset of Y , then f(X) must not exceed f(Y ). Conversely,
the measure f is anti-monotone (or downward closed) if

∀X, Y ∈ J : (X ⊆ Y ) =⇒ f(Y ) ≤ f(X),

which means that if X is a subset of Y , then f(Y ) must not exceed f(X).

Any measure that possesses an anti-monotone property can be incorporated
directly into the mining algorithm to effectively prune the candidate search space,
as will be shown in the next section.

6.2.2 Apriori Algorithm

Apriori is the first algorithm that pioneered the use of support-based pruning to
systematically control the exponential growth of candidate itemsets. Figure 6.5
provides a high level illustration of the Apriori algorithm for the market-basket
transactions shown in Table 6.1. We assume the minimum support count to be
equal to 3 (i.e., support threshold = 3/5 = 60%). Initially, each item is considered
as a candidate 1-itemset. The candidate itemsets {Coke} and {Eggs} are discarded
because they are present in less than 3 transactions. The rest of the itemsets are
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Item Count

Beer 3

Bread 4

Coke 2

Diaper 4

Milk 4

Eggs 1
Itemset Count

{Beer,Bread} 2
{Beer,Diaper} 3

{Beer,Milk} 2

{Bread,Diaper} 3

{Bread,Milk} 3

{Diaper,Milk} 3

Itemset  Count 

{Bread,Diaper,Milk}  3 

Candidate

1-itemsets

Candidate

2-Itemsets

Candidate
3-Itemsets

Itemsets removed
due to low support

Minimum support count = 3

Figure 6.5. Illustration of Apriori algorithm

then used to generate candidate 2-itemsets. Since there are four frequent items,
the number of candidate 2-itemsets generated is equal to 4C2 = 6. Two of these six
candidates, {Beer, Bread} and {Beer, Milk}, are found to be infrequent upon com-
puting their actual support counts. The remaining four candidates are frequent, and
thus, will be used to generate candidate 3-itemsets. There are 20 (6C3) 3-itemsets
that can be formed using the six items given in this example, but based on the Apri-
ori principle, we only need to keep candidate itemsets whose subsets are frequent.
The only candidate 3-itemset that has this property is {Bread, Diaper, Milk}.

The effectiveness of the Apriori pruning strategy can be seen by looking at
the number of candidate itemsets considered for support counting. A brute-force
strategy of enumerating all itemsets as candidates will produce(

6

1

)
+

(
6

2

)
+

(
6

3

)
= 6 + 15 + 20 = 41

candidates. With the Apriori principle, this number decreases to(
6

1

)
+

(
4

2

)
+ 1 = 6 + 6 + 1 = 13

candidates, which represents a 68% reduction in the number of candidate itemsets
even in this simple example.

The pseudo code for the Apriori algorithm is shown in Algorithm 6.1. Let Ck and
Fk denote the set of candidate itemsets and frequent itemsets of size k, respectively.
A high-level description of the algorithm is presented below.
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• Initially, the algorithm makes a single pass over the transaction data set to
count the support of each item. Upon completion of this step, the set of all
frequent 1-itemsets, F1, will be known (steps 1 and 2).

• Next, the algorithm will iteratively look for larger-sized frequent itemsets by (i)
generating new candidate itemsets using the apriori-gen function (step 5),
(ii) counting the support for each candidate by making another pass over the
data set (steps 6-10), and (iii) eliminating candidate itemsets whose support
count is less than the minsup threshold (step 12).

• The algorithm terminates when there are no new frequent itemsets generated,
i.e., Fk = ∅ (step 13).

Algorithm 6.1 Apriori Algorithm.

1: k = 1.
2: Fk = { i | i ∈ I ∧ σ({i})

N
≥ minsup}. {Find all frequent 1-itemsets}

3: repeat
4: k = k + 1.
5: Ck = apriori-gen(Fk−1). {Generate candidate itemsets}
6: for each transaction t ∈ T do
7: Ct = subset(Ck, t). {Identify all candidates that belong to t}
8: for each candidate itemset c ∈ Ct do
9: σ(c) = σ(c) + 1. {Increment support count}

10: end for
11: end for
12: Fk = { c | c ∈ Ck ∧ σ(c)

N
≥ minsup}. {Extract the frequent k-itemsets}

13: until Fk = ∅
14: Result =

⋃
Fk.

There are several important characteristics of the Apriori algorithm.

1. Apriori is a level-wise algorithm that generates frequent itemsets one level
at-a-time in the itemset lattice, from frequent itemsets of size-1 to the longest
frequent itemsets.

2. Apriori employs a generate-and-count strategy for finding frequent itemsets.
At each iteration, new candidate itemsets are generated from the frequent
itemsets found in the previous iteration. After generating candidates of a
particular size, the algorithm scans the transaction data set to determine the
support count for each candidate. The overall number of scans needed by
Apriori is K + 1, where K is the maximum length of a frequent itemset.

6.2.3 Generating and Pruning Candidate Itemsets

The apriori-gen function given in Step 5 of Algorithm 6.1 generates candidate
itemsets by performing the following two operations:
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1. Candidate Generation: This operation generates new candidate k-itemsets
from frequent itemsets of size k − 1.

2. Candidate Pruning: This operation prunes all candidate k-itemsets for
which any of their subsets are infrequent.

The candidate pruning operation is a direct implementation of the Apriori prin-
ciple described in the previous section. For example, suppose c = {i1, i2, · · · , ik} is
a candidate k-itemset. The candidate pruning operation checks if all of its proper
subsets, c − {ij} (∀j = 1, 2, · · · , k), are frequent. If not, the candidate itemset is
pruned.

There is a trade-off between the computational complexity of candidate genera-
tion and candidate pruning operations. As we shall see, depending on the candidate
generation procedure, not all subsets have to be checked during candidate pruning.
If a partial subsets of the candidate is examined during candidate generation, then
the remaining subsets must be checked during candidate pruning.

There are many ways to generate candidate itemsets. Below, we outline some of
the key requirements for an effective candidate generation procedure.

1. It should avoid generating too many unnecessary candidate itemsets. A can-
didate itemset is unnecessary if at least one of its subsets is infrequent. Such
candidate is guaranteed to be infrequent according to the anti-monotone prop-
erty of support.

2. It must ensure that the candidate set is complete, i.e., no frequent itemsets
are left out by the candidate generation procedure. To ensure completeness,
the set of candidate itemsets must subsume the set of all frequent itemsets.

3. It should not generate the same candidate itemset more than once. For ex-
ample, the candidate itemset {a,b,c,d} can be generated in many ways - by
merging {a,b,c} with {d}, {b,d} with {a,c}, {c} with {a,b,d}, etc. Such du-
plicate candidates amounts to unnecessary computations and thus should be
avoided for efficiency reasons.

We briefly describe several candidate generation procedures below.

Brute-force Method A näıve approach is to consider every k-itemset as a potential
candidate and then apply the candidate pruning step to remove any unnecessary
candidates (see Figure 6.6). With this approach, the number of candidate itemsets
generated at level k is equal to

(
d
k

)
, where d is the total number of items. While

candidate generation is rather trivial, the candidate pruning step becomes extremely
expensive due to the large number of candidates that must be examined. Given that
the amount of computation needed to determine whether a candidate k-itemset
should be pruned is O(k), the overall complexity of this method is O

[∑
k k × (

d
k

)]
.
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Item 

Beer 

Bread 

Coke 

Diaper 

Milk 

Eggs 

Itemset  
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{Beer,Bread,Diaper} 
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Figure 6.6. Brute force method for generating candidate 3-itemsets.

Fk−1×F1 Method An alternative method for candidate generation is to extend each
frequent (k−1) itemset with other frequent items. For example, Figure 6.7 illustrates
how a frequent 2-itemset such as {Beer, Diaper} can be augmented with a frequent
item such as Bread to produce a candidate 3-itemset {Beer, Diaper, Bread}. This
method will produce O(|Fk−1| × |F1|) candidate itemsets, where |Fj | is the number
of frequent j-itemsets. The overall complexity of this step is O(

∑
k k|Fk−1||F1|).

Item 
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Diaper 

Milk 

Itemset  

{Beer,Diaper}  

{Bread,Diaper}  

{Bread,Milk}  

{Diaper,Milk}  
Itemset 

{Beer,Diaper,Bread}  

{Beer,Diaper,Milk}  
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{Bread,Milk,Diaper}  

{Diaper,Milk,Bread}  

{Diaper,Milk,Bread}  

Frequent
1-itemset

Candidate
Generation

Frequent

2-itemset

Itemset  

{Bread,Diaper,Milk} 

Candidate

Pruning

Figure 6.7. Generating and pruning candidate k-itemsets by merging a frequent (k − 1)-itemset with a

frequent item. Note that some of the candidates are duplicates while others are unnecessary because their

subsets are infrequent.

The procedure is complete because every frequent k-itemset is comprised of a
frequent (k−1)-itemset and another frequent item. As a result, all frequent itemsets
belong to the candidate set generated by this procedure. This approach, however,
does not prevent the same candidate itemset from being generated more than once.
For instance, {Bread, Diaper, Milk} can be generated by merging {Bread,Diaper}
with {Milk}, {Bread, Milk} with {Diaper}, or {Diaper, Milk} with {Bread}. The
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Itemset  

{Beer,Diaper}  
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Figure 6.8. Generating and pruning candidate k-itemsets by merging pairs of frequent (k − 1)-itemsets.

generation of duplicate candidates can be avoided if items in a frequent itemset are
kept in a lexicographic order and each frequent itemset is extended with items that
appear later in the ordering. For example, the itemset {Bread,Diaper} can be aug-
mented with {Milk} since “Bread” and “Diaper” precedes “Milk” in alphabetical
order. On the other hand, we should not augment {Diaper, Milk} with {Bread}
nor {Bread, Milk} with {Diaper} since they both violate the lexicographic ordering
condition.

The above procedure is a substantial improvement over the brute-force method
(see Figures 6.6 and 6.7) but it still generates many unnecessary candidates. For
example, the candidate itemset obtained by merging {Beer, Diaper} with {Milk}
is unnecessary because one of its subsets, {Beer, Milk}, is infrequent. In general,
for a candidate k-itemset to survive the pruning step, every item in the candidate
must appear in at least k − 1 of the frequent (k − 1)-itemsets. Otherwise, the
candidate is guaranteed to be infrequent. Therefore, {Beer, Diaper, Milk} remains
a viable candidate after pruning only if every item in the candidate, including Beer,
is present in at least two frequent 2-itemsets. Since there is only one frequent
2-itemset containing Beer, any candidate 3-itemset involving this item must be
infrequent.

Fk−1×Fk−1 Method The candidate generation procedure in Apriori merges a pair of
frequent (k−1)-itemsets only if their first k−2 items are identical. More specifically,
the pair f1 = {a1, a2, · · · , ak−1} and f2 = {b1, b2, · · · , bk−1}, are merged if they
satisfy the following conditions.

ai = bi (for i = 1, 2, · · · , k − 2) and ak−1 �= bk−1.

For example, in Figure 6.8, the frequent itemsets {Bread,Diaper} and {Bread, Milk}
are merged to form a candidate 3-itemset {Bread, Diaper, Milk}. It is not neces-
sary to merge {Beer, Diaper} with {Diaper, Milk} because the first item in both
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itemsets are different. If {Beer, Diaper, Milk} is a viable candidate, it would have
been obtained by merging {Beer, Diaper} with {Beer, Milk} instead. This exam-
ple illustrates both the completeness of the candidate generation procedure and the
advantages of using lexicographic ordering to prevent the generation of duplicate
candidate itemsets. However, since each merging operation involves only a pair of
frequent (k−1)-itemsets, candidate pruning is still needed in general to ensure that
the remaining k − 2 subsets of each candidate are also frequent.

6.2.4 Support Counting

Support counting is the process of determining the frequency of occurrence for ev-
ery candidate itemset that survives the pruning step of the apriori-gen function.
Support counting is implemented in steps 6 through 11 of Algorithm 6.1. A näıve
approach for doing this is to compare each transaction against every candidate item-
set (see Figure 6.2) and to update the support counts of candidates contained in
the transaction. This approach is computationally expensive especially when the
number of transactions and candidate itemsets are large.

An alternative approach is to enumerate the itemsets contained in each transac-
tion and use them to update the support counts of their respective candidate item-
sets. To illustrate, consider a transaction t that contains five items, {1, 2, 3, 5, 6}.
There are 5C3 = 10 distinct itemsets of size 3 contained in this transaction. Some
of the itemsets may correspond to the candidate 3-itemsets under investigation, in
which case, their support counts are incremented. Other subsets of t that do not
correspond to any candidates can be ignored.

Figure 6.9 shows a systematic way for enumerating the 3-itemsets contained in
t. Assuming that every itemset keeps their items in increasing lexicographic order,
an itemset can be enumerated by specifying the smallest item first, followed by the
larger items. For instance, given t = {1, 2, 3, 5, 6}, all the 3-itemsets contained in t
must begin with item 1, 2, or 3. It is not possible to construct a 3-itemset that begins
with item 5 or 6 because there are only two items in t whose labels are greater than
or equal to 5. The number of ways to specify the first item of a 3-itemset contained
in t is illustrated by the level 1 prefix structures depicted in Figure 6.9. For instance,
1 2 3 5 6 represents a 3-itemset that begins with item 1, followed by two more
items chosen from the set {2, 3, 5, 6}.

After specifying the first item, the prefix structures at level 2 represent the
various ways to select the second item. For example, 1 2 3 5 6 corresponds to
itemsets that begin with prefix (1 2), followed by item 3, 5, or 6. Finally, the prefix
structures at level 3 represent the complete set of 3-itemsets contained in t. For
example, the 3-itemsets that begin with prefix {1 2} are {1, 2, 3}, {1, 2, 5}, and
{1, 2, 6}.

The prefix structures shown in Figure 6.9 are meant to demonstrate how itemsets
contained in a transaction can be systematically enumerated, i.e., by specifying
their items one-by-one, from the left-most item to the right-most item. We still
have to determine whether each enumerated 3-itemset corresponds to an existing



         Draft: For Review Only                  August 20, 2004       

6.2.4 Support Counting 249

1  2  3  5  6

Transaction, t

2  3  5  61 3  5  62

5  61 33  5  61 2 61 5 5  62 3 62 5

5  63

1 2 3
1 2 5
1 2 6

1 3 5
1 3 6

1 5 6
2 3 5
2 3 6

2 5 6 3 5 6

Subsets of 3 items

Level 1

Level 2

Level 3

63 5

Figure 6.9. Enumerating subsets of three items from a transaction t.
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Figure 6.10. Counting the support of itemsets using hash structure.

candidate itemset. If it matches one of the candidates, then the support count of
the corresponding candidate is incremented. In the next section, we illustrate how
this matching operation can be performed efficiently using a hash tree structure.

Support Counting Using Hash Tree

In the Apriori algorithm, candidate itemsets are partitioned into different buckets
and stored in a hash tree. During support counting, itemsets contained in each
transaction are also hashed into their appropriate buckets. That way, instead of
comparing each itemset contained in the transaction against every candidate itemset,
it is matched only against candidate itemsets that belong to the same bucket, as
shown in Figure 6.10.

As another example, consider the more complex hash tree shown in Figure 6.11.
Each internal node of the tree contains a hash function that determines which branch
of the current node must be followed next. The following hash function is used by the
tree structure: items 1, 4, and 7 are hashed to left child of the current node; items
2, 5, and 8 are hashed to the middle child; while items 3, 6, and 9 are hashed to the
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Figure 6.11. Hashing a transaction at the root node of a hash tree.

right child. At the root level of the hash tree, all candidate itemsets that have their
first item from {1, 4, 7} are located in the subtree rooted at the left most branch.
Similarly, the middle subtree contains candidates with their first item chosen from
{2, 5, 8} while the right most subtree contains candidates with their first item chosen
from {3, 6, 9}. All candidate itemsets are stored at the leaf nodes of the tree. The
hash tree shown in Figure 6.11 contains 15 candidate itemsets, distributed across 9
leaf nodes.

We now illustrate how a hash tree can be used to update the support counts
for candidate itemsets contained in the transaction t = {1, 2, 3, 5, 6}. To do this,
the hash tree must be traversed in such a way that all the leaf nodes containing
candidate itemsets belonging to t are visited. Recall that the 3-itemsets contained
in t must begin with item 1, 2, or 3, as indicated by the level 1 prefix structures
shown in Figure 6.9. Therefore, at the root node of the hash tree, we must hash on
items 1, 2, and 3 separately. Item 1 is hashed to the left child of the root node; item
2 is hashed to the middle child of the root node; and item 3 is hashed to the right
child of the root node. Once we reach the child of the root node, we need to hash
on the second item of the level 2 structures given in Figure 6.9. For example, after
hashing on item 1 at the root node, we need to hash on items 2, 3, and 5 at level
2. Hashing on items 2 or 5 will lead us to the middle child node while hashing on
item 3 will lead us to the right child node, as depicted in Figure 6.12. This process
of hashing on items that belong to the transaction continues until we reach the leaf
nodes of the hash tree. Once a leaf node is reached, all candidate itemsets stored
at the leaf are compared against the transaction. If a candidate belongs to the
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Figure 6.12. Subset operation on the left most subtree of the root of a candidate hash tree.

transaction, its support count is incremented. In this example, 6 out of the 9 leaf
nodes are visited and 11 out of the 15 itemsets are matched against the transaction.

Populating the Hash Tree

So far, we have described how a hash tree can be used to update the support counts
of candidate itemsets. We now turn to the problem of populating the hash tree with
candidate itemsets. The following are some useful facts to know about a hash tree:

1. The initial hash tree contains only a root node.

2. The branching factor of the hash tree depends on the hash function used. For
the tree shown in Figure 6.11, the branching factor is equal to 3.

3. The maximum depth of the hash tree is given by the size of the candidate
itemsets. For the tree shown in Figure 6.11, the maximum depth is equal to 3
(the root is assumed to be at depth 0).

4. The maximum number of candidates allowed at a leaf node depends on the
node’s depth. If the depth is equal to k, then the leaf node may store as
many candidates as possible. On the other hand, if the depth is less than k,
candidate itemsets can be stored at the leaf node as long as the number of
candidates is less than a maximum limit, maxsize. Otherwise, the leaf node
must be converted into an internal node.

The procedure for inserting candidate itemsets into a hash tree works in the
following way. A new candidate k-itemset is inserted by hashing on each successive
item at the internal nodes and then following the appropriate branches according
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Figure 6.13. Hash tree configuration after adding the candidate itemset {3 5 9}.

to their hash values. Once a leaf node is encountered, the candidate k-itemset is
inserted based on one of the following cases:

Case 1: If the depth of the leaf node is equal to k, then the candidate can be
inserted into the node.

Case 2: If the depth of the leaf node is less than k, then the candidate can be
inserted as long as the number of stored candidates does not exceed maxsize.

Case 3: If the depth of the leaf node is less than k and the number of candidates
stored is equal to maxsize, then the leaf node is converted into an internal
node. New leaf nodes are created as children of the old leaf node. Candidate
itemsets previously stored in the old leaf node are distributed to the children
based on their hash values. The candidate to be inserted is also hashed to its
appropriate leaf node.

For example, suppose we want to insert the candidate {3 5 9} into the hash tree
shown in Figure 6.11. At the root node, the hash function is applied to the first
item of the candidate itemset, which is equal to 3. Item 3 is then hashed to the
right child of the root node. Next, item 5, which is the second item of the candidate
itemset, is hashed to to the middle child node at depth 2. The child node is a leaf
node that already contains 3 candidates, {3 5 6}, {3 5 7}, and {6 8 9}. If maxsize
is equal to 3, then we cannot insert {3 5 9} into the leaf node. Instead, the leaf node
must be converted into an internal node and new child nodes are created to store
the 4 candidates based on their hash values. The final hash tree after inserting the
candidate {3 5 9} is shown in Figure 6.13.

6.2.5 Complexity of Frequent Itemset Generation using the Apriori
Algorithm

The computational complexity of the Apriori algorithm depends on a number of
factors:
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1. The choice of support threshold. Lowering the support threshold often results
in more itemsets being declared as frequent. This has an adverse effect on the
computational complexity of the algorithm as more candidate itemsets must
be generated and counted in the next iteration, as shown in Figure 6.14. The
maximum length of frequent itemsets also tends to increase with lower support
thresholds. Longer frequent itemsets will require more passes be made over
the transaction data set.
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Figure 6.14. Effect of support threshold on the number of frequent and candidate itemsets.

2. The dimensionality or number of items in the data set. As the number of
items increases, more space is needed to store the support count of each item.
If the number of frequent items also grows with dimensionality of the data,
both the computation and I/O costs of the algorithm may increase as a result
of the increasing number of candidate itemsets.

3. The number of transactions. Since Apriori makes repeated passes over the
data set, the run time of the algorithm increases with larger number of trans-
actions.

4. The average width of a transaction. For dense transaction data sets, the av-
erage width of a transaction can be very large. This affects the complexity of
the Apriori algorithm in two ways. First, the length of the longest frequent
itemset tends to increase as the width of the transaction increases. As a result,
more candidate itemsets must be examined during both candidate generation
and support counting steps of the algorithm, as shown in Figure 6.15. Sec-
ond, as the width of a transaction increases, more itemsets are contained in
the transaction. In turn, this may increase the number of hash tree traversals
performed during support counting.

A detailed analysis of the computation cost for Apriori is presented below.
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Figure 6.15. Effect of average transaction width on the number of frequent and candidate itemsets.

Generation of frequent 1-itemsets. For each transaction, we need to update
the support count for every item present in the transaction. Assuming that w
is the average transaction width, this operation requires O(Nw) time, where
N is the total number of transactions.

Candidate generation. To generate candidate k-itemsets, pairs of frequent (k −
1)-itemsets are merged to determine whether they have at least k− 2 items in
common. Each merging operation requires at most k−2 equality comparisons.
In the best-case scenario, every merging step produces a viable candidate k-
itemset. In the worst-case scenario, we need O(

∑
k |Fk−1|× |Fk−1|) operations

to merge all the frequent (k−1)-itemsets found in the previous iteration. The
overall cost of merging frequent itemsets is

w∑
k=2

(k − 2)|Ck| < Cost of merging <

w∑
k=2

(k − 2)|Fk−1|2.

During candidate pruning, we need to verify that all subsets of the candidate
itemsets are frequent. Suppose the cost for looking up an itemset in a hash
tree is constant. For each candidate k-itemset, we need to check k − 2 of its
subsets to determine whether it should be pruned. The candidate pruning
step therefore requires at least O(

∑w
k=2(k − 2)|Ck| time. A hash tree is also

constructed during candidate generation to store the candidate itemsets. The
cost for constructing the tree is approximately

∑w
k=2 |Ck| log(dk), where dk is

the number of leaf nodes in the hash tree for the k-th iteration.

Support counting. Each transaction produces
(
w
k

)
itemsets of size k. This is also

the effective number of hash tree traversals performed for each transaction.
The overall cost for support counting is therefore equal to N

∑
k

(
w
k

)
αk, where

αk is the cost for finding and updating the support count of a candidate k-
itemset in the hash tree.
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6.3 Rule Generation

This section describes how to extract association rules efficiently from a given fre-
quent itemset. Each frequent k-itemset, f , can produce up to 2k−2 association rules,
ignoring rules that have empty antecedent or consequent (∅ −→ f or f −→ ∅). An
association rule can be extracted by partitioning the itemset f into two non-empty
subsets, l and f − l, such that l =⇒ f − l satisfies the confidence threshold. Note
that all such rules must have already met the support threshold because they are
generated from a frequent itemset.

Example 6.2 Suppose f = {1, 2, 3} is a frequent itemset. There are six possible
rules that can be generated from this frequent itemset: {1, 2} =⇒ {3}, {1, 3} =⇒ {2},
{2, 3} =⇒ {1}, {1} =⇒ {2, 3}, {2} =⇒ {1, 3} and {3} =⇒ {1, 2}. As the support for
the rules are identical to the support for the itemset {1, 2, 3}, all the rules must satisfy
the minimum support condition. The only remaining step during rule generation is
to compute the confidence value for each rule.

Computing the confidence of an association rule does not require additional scans
over the transaction data set. For example, consider the rule {1, 2} =⇒ {3}, which
is generated from the frequent itemset f = {1, 2, 3}. The confidence for this rule
is σ({1, 2, 3})/σ({1, 2}). Because {1, 2, 3} is frequent, the anti-monotone property
of support ensures that {1, 2} must be frequent too. Since the support for both
itemsets were already found during frequent itemset generation, no additional pass
over the data set is needed to determine the confidence for this rule.

Anti-Monotone Property Unlike the support measure, confidence does not possess
any monotonicity property. For example, the confidence for the rule X −→ Y can
be larger or smaller than the confidence for another rule X̃ −→ Ỹ , where X̃ is a
subset of X and Ỹ is a subset of Y (see Exercise 3). Nevertheless, if we compare
rules generated from the same frequent itemset L, the following theorem holds for
the confidence measure.

Theorem 6.2 If a rule l =⇒ f − l does not satisfy the confidence threshold, then
any rule l′ =⇒ f − l′, where l′ is a subset of l, must not satisfy the confidence
threshold as well.

To prove this theorem, consider the following two rules: a =⇒ f −a and l =⇒ f − l,
where a ⊂ l. The confidence for both rules are σ(f)/σ(a) and σ(f)/σ(l), respectively.
Since a is a subset of l, σ(a) ≥ σ(l), the confidence of the former rule can never
exceed the confidence of the latter rule.

Confidence Pruning The Apriori algorithm uses a level-by-level approach for gen-
erating association rules, where each level corresponds to the number of items that
belong to the rule consequent. Initially, all high-confidence rules that have only a
single item in the rule consequent are extracted. At the next level, the algorithm
uses rules extracted from the previous level to generate new candidate rules. For
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Figure 6.16. Pruning of association rules using confidence measure.

example, if both ACD −→ B and ABD −→ C satisfy the confidence threshold,
then a candidate rule AD −→ BC is generated by merging their rule consequents.
Apriori also uses Theorem 6.2 to substantially reduce the number of candidate rules.
Figure 6.16 shows an example of the lattice structure for association rules that can
be generated from the 4-itemset {A, B, C, D}. If any node in the lattice has low
confidence, then according to Theorem 6.2, the entire subgraph spanned by the
node can be immediately pruned. For example, if the rule BCD −→ A does not
satisfy the confidence threshold, we can prune away all rules containing item A in
its consequent, such as CD −→ AB, BD −→ AC, BC −→ AD, D −→ ABC, etc.

A pseudocode for the rule generation step is shown in Algorithms and 6.3.

Algorithm 6.2 Rule generation algorithm.

1: for each frequent k-itemset fk, k ≥ 2 do
2: H1 = {i | i ∈ fk} {1-item consequents of the rule}
3: call ap-genrules(fk,H1.)
4: end for

6.4 Compact Representation of Frequent Itemsets

In practice, the number of frequent itemsets produced from a transaction data set
can be very large. It will be useful to identify a small representative set of itemsets
from which all other frequent itemsets can be derived. Two such representation are
presented in this section in the form of maximal and closed frequent itemsets.
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Algorithm 6.3 Procedure ap-genrules(fk, Hm)

1: k = |fk| {size of frequent itemset.}
2: m = |Hm| {size of rule consequent.}
3: if k > m + 1 then
4: Hm+1 = apriori-gen(Hm).
5: for each hm+1 ∈ Hm+1 do
6: conf = σ(fk)/σ(fk − hm+1).
7: if conf ≥ minconf then
8: output the rule (fk − hm+1) =⇒ hm+1.
9: else

10: delete hm+1 from Hm+1.
11: end if
12: end for
13: call ap-genrules(fk,Hm+1.)
14: end if

6.4.1 Maximal Frequent Itemsets

Definition 6.3 (Maximal Frequent Itemset) A maximal frequent itemset is
defined as a frequent itemset for which none of its immediate supersets are frequent.

To illustrate this concept, consider the itemset lattice shown in Figure 6.17. The
itemsets in the lattice are divided into two groups, those that are frequent versus
those that are infrequent. A frequent itemset border, which is represented by a
dashed line, is also illustrated in the diagram. Every itemset located above the
border is frequent while those located below the border (i.e., the shaded nodes)
are infrequent. Among the itemsets residing near the border, {A,D}, {A,C,E}, and
{B,C,D,E} are considered to be maximal frequent itemsets because their immediate
supersets are infrequent. An itemset such as {A,D} is maximal frequent because
all of its immediate supersets, {A,B,D}, {A,C,D}, and {A,D,E} are infrequent. In
contrast, {A,C} is non-maximal because one of its immediate supersets, {A,C,E},
is frequent.

Maximal frequent itemsets provide effectively a compact representation of fre-
quent itemsets. In other words, it is the smallest set of itemsets from which all
other frequent itemsets can be derived. For example, the frequent itemsets shown
in Figure 6.17 can be divided into two groups:

• Frequent itemsets that begin with item A and may contain items C, D, or
E. This group includes itemsets such as {A}, {A, C}, {A, D}, {A, E}, and
{A, C, E}.

• Frequent itemsets that begin with item B, C, D, or E. This group includes
itemsets such as {B}, {B, C}, {C, D},{B, C, D, E}, etc.

Frequent itemsets that belong to the first group are subsets of either {A, C, E} or
{A, D} while those in the second group are subsets of {B, C, D, E}. Hence, the
maximal frequent itemsets {A, C, E}, {A, D}, and {B, C, D, E} provide a compact
representation of the frequent itemsets shown in Figure 6.17.
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Figure 6.17. Maximal frequent itemset.

Maximal frequent itemset provides a valuable representation for data sets that
can produce very long frequent itemsets as there are exponentially many frequent
itemsets in such data. Nevertheless, this approach is practical only if an efficient
algorithm exists to explicitly find the maximal frequent itemsets without having to
enumerate all their subsets. We briefly describe one such approach in Section 6.5.

Despite providing a compact representation, maximal frequent itemsets do not
contain the support information of their subsets. For example, the support of the
maximal frequent itemsets {A, C, E}, {A, D}, and {B, C, D, E} do not provide any
hint to the support of their subsets. An additional pass over the data set is there-
fore needed to determine the support counts of the non-maximal frequent itemsets.
In some cases, it might be desirable to have a minimal representation of frequent
itemsets that preserves the support information. We illustrate such representation
in the next section.

6.4.2 Closed Frequent Itemsets

Closed itemsets provide a minimal representation of itemsets without losing their
support information. A formal definition of closed itemset is presented below.

Definition 6.4 (Closed Itemsets) An itemset X is closed if none of its imme-
diate supersets have exactly the same support count as X.

Put another way, X is not closed if at least one of its immediate supersets has the
same support count as X.

Examples of closed itemsets are shown in Figure 6.19. To better illustrate the
support count of each itemset, we have associated each node (itemset) in the lattice
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Figure 6.18. Maximal frequent itemsets for the data set shown in Table 6.3.

with a list of their corresponding transaction ids. For example, since the node
{B,C} is associated with transaction ids 1, 2, and 3, its support count is equal to
three. From the transactions given in this diagram, notice that every transaction
that contains B also contains C. Consequently, the support for {B} is identical to
{B, C} and {B} should not be considered as a closed itemset. Similarly, since C
occurs in every transaction that contains both A and D, the itemset {A, D} is not
closed. On the other hand, {B, C} is a closed itemset because it does not have the
same support count as any one of its supersets.

Definition 6.5 (Closed Frequent Itemsets) An itemset X is a closed frequent
itemset if it is closed and its support is greater than or equal to minsup.

In the previous example, assuming that the support threshold is 40%, {B,C} is a
closed frequent itemset because its support is 60%. The rest of the closed frequent
itemsets are indicated by the shaded nodes.

Algorithms are available to explicitly extract closed frequent itemsets from a
given data set, but the discussion for such algorithms goes beyond the scope of this
chapter. Interested readers may refer to the bibliography remarks at the end of this
chapter.

Closed frequent itemsets can be used to determine the support counts for all non-
closed frequent itemsets. As an illustration, consider the non-closed frequent itemset
{A, D} shown in Figure 6.19. The support count for this itemset must be identical
to one of its immediate supersets because the itemset is not closed. The key is to
determine which superset (among {A, B, D}, {A, C, D}, or {A, D, E}) has exactly
the same support count as {A, D}. Given the fact that any transaction that contains
the superset must also contain {A, D} (but not vice-versa), the support count for
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Figure 6.19. An illustrative example of the closed frequent itemsets (with minimum support count equals to

40%).

{A, D} must be given by the largest support count among its immediate supersets.
In this example, {A, C, D} has a larger support count compared to {A, B, D} and
{A, D, E}. Therefore the support count for {A, D} is identical to {A, C, D}.

Based on the previous discussion regarding the relationship between a non-closed
itemset and its immediate supersets, it is possible to design an algorithm for comput-
ing the support count of all non-closed frequent itemsets. The pseudo-code for this
algorithm is shown in Algorithm 6.4. Because the support counts of its supersets
must be known in order to find the support count of a non-closed frequent itemset,
the algorithm proceeds in a specific-to-general fashion, i.e., from the longest to the
shortest frequent itemsets.

Algorithm 6.4 Counting the support of itemsets using closed frequent itemsets.

1: Let C denote the set of closed frequent itemsets
2: Let kmax denote the maximum size of closed frequent itemsets
3: Fkmax

= {f |f ∈ C, |f | = kmax} {Find all frequent itemsets of size kmax}
4: for k = kmax − 1 downto 1 do
5: Fk = {f |f ⊂ Fk+1, |f | = k} {Find all frequent itemsets of size k}
6: for each f ∈ Fk do
7: if f /∈ C then
8: f.support = max{f ′.support|f ′ ∈ Fk+1, f ⊂ f ′}
9: end if

10: end for
11: end for

To illustrate the advantage of using closed frequent itemsets, consider the data
set shown in Table 6.3, which contains ten transactions and fifteen items. The items



         Draft: For Review Only                  August 20, 2004       

6.5 Alternative Methods for Frequent Itemset Generation 261

can be divided into three groups, (1) Group A, which contains the five items A1

through A5, (2) Group B, which contains the five items B1 through B5, and (3)
Group C, which contains the five items C1 through C5. The data is also constructed
in such a way that items within each group are perfectly associated with each other
and they do not appear with items from another group. Assuming the support
threshold is 20%, the total number of frequent itemsets is 3 × (25 − 1) = 93. Yet,
there are only three closed frequent itemsets in the data: ({A1, A2, A3, A4, A5},
{B1, B2, B3, B4, B5}, and {C1, C2, C3, C4, C5}). It is often sufficient to present only
the closed frequent itemsets to the analysts instead of the entire set of frequent
itemsets.

Table 6.3. A transaction data set for mining closed itemsets.

TID A1 A2 A3 A4 A5 B1 B2 B3 B4 B5 C1 C2 C3 C4 C5

1 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0
2 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0
3 1 1 1 1 1 0 0 0 0 0 0 0 0 0 0
4 0 0 0 0 0 1 1 1 1 1 0 0 0 0 0
5 0 0 0 0 0 1 1 1 1 1 0 0 0 0 0
6 0 0 0 0 0 1 1 1 1 1 0 0 0 0 0
7 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1

8 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1

9 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1

10 0 0 0 0 0 0 0 0 0 0 1 1 1 1 1

Closed frequent itemsets can also be used to eliminate some of the redundant
association rules. An association rule r : X −→ Y is said to be redundant if there
is another rule r′ : X ′ −→ Y ′ such that the support and confidence for both rules
are identical while X is a subset of X ′ and Y is a subset of Y ′. In the example
shown in Figure 6.19, {B} is not a closed frequent itemset while {B, C} is closed.
The association rule {B} −→ {D, E} is therefore redundant because it has the
same support and confidence as {B, C} −→ {D, E}. Such redundant rules are not
generated if closed frequent itemsets are used for rule generation.

Finally, note that all maximal frequent itemsets are subsets of closed frequent
itemsets. This is because maximal frequent itemsets do not have the same support
counts as their supersets, thus agreeing with the notion of closed frequent itemsets.
The relationships between frequent, maximal frequent, and closed frequent itemsets
are shown in Figure 6.20.

6.5 Alternative Methods for Frequent Itemset Generation

Apriori is one of the earliest algorithms to have successfully addressed the combi-
natorial explosion of frequent itemset generation. It achieves this by applying the
Apriori principle to prune the exponential search space. Despite its significant per-
formance improvement, the algorithm still incurs considerable I/O overhead since it
requires making several passes over the transaction data set. In addition, as noted
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in Section 6.2.5, the performance of Apriori may degrade significantly for dense
data sets due to the increasing width of transactions. Several alternative methods
have been developed to overcome these limitations and improve upon the efficiency
of Apriori algorithm. Below, we present a high-level description of these methods.

Traversal of Itemset Lattice: A search for frequent itemsets can be conceptually
viewed as a traversal on the itemset lattice shown in Figure 6.1. The search
strategy employed by different algorithms dictates how the lattice structure
is traversed during the frequent itemset generation process. Obviously, some
search strategies work better than others, depending on the configuration of
frequent itemsets in the lattice. An overview of these search strategies is
described next.

• General-to-Specific versus Specific-to-General: The Apriori algo-
rithm uses a general-to-specific search strategy, where pairs of frequent
itemsets of size k − 1 are merged together to obtain the more specific
frequent itemsets of size k.

During the mining process, the Apriori principle is applied to prune all
supersets of infrequent itemsets. This general-to-specific search, coupled
with support-based pruning, is an effective strategy provided that the
length of the maximal frequent itemset is not too long. The configu-
ration of frequent itemsets that works best with this strategy is shown
in Figure 6.21(a), where the darker nodes represent infrequent itemsets.
Alternatively, a specific-to-general search strategy finds the more specific
frequent itemsets first before seeking the less specific frequent itemsets.
This strategy is useful for discovering maximal frequent itemsets in dense
transaction data sets, where the frequent itemset border is located near
the bottom of the lattice, as shown in Figure 6.21(b). During the mining
process, the Apriori principle is applied to prune all subsets of maxi-
mal frequent itemsets. Specifically, if a candidate k-itemset is maximal
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Figure 6.21. General-to-specific, specific-to-general, and bidirectional search.

frequent, we do not have to examine any of its subsets of size k − 1.
On the other hand, if it is infrequent, we need to check all of its k − 1
subsets in the next iteration. Yet another approach is to combine both
general-to-specific and specific-to-general search strategies. This bidirec-
tional approach may require more space for storing candidate itemsets,
but it can help to rapidly identify the frequent itemset border, given the
configuration shown in Figure 6.21(c).

• Equivalent classes: Another way to envision the traversal is to first
partition the lattice into disjoint groups of nodes (or equivalent classes).
A frequent itemset generation algorithm seeks for frequent itemsets within
a particular equivalent class first before continuing its search to another
equivalent class. As an example, the level-wise strategy used in Apriori
can be considered as partitioning the lattice on the basis of itemset sizes,
i.e., the algorithm discovers all frequent 1-itemsets first before proceeding
to larger-sized itemsets. Equivalent classes can also be defined accord-
ing to the prefix or suffix labels of an itemset. In this case, two itemsets
belong to the same equivalence class if they share a common prefix or suf-
fix of length k. In the prefix-based approach, the algorithm may search
for frequent itemsets starting with the prefix A before looking for those
starting with prefix B, C, and so on. Both prefix-based and suffix-based
equivalent classes can be demonstrated using a set enumeration tree, as
shown in Figure 6.22.

• Breadth-first versus Depth-first: The Apriori algorithm traverses
the lattice in a level-wise (breadth-first) manner, as shown in Figure
6.23. It first discovers all the size-1 frequent itemsets at level 1, followed
by all the size-2 frequent itemsets at level 2, and so on, until no frequent
itemsets are generated at a particular level. The itemset lattice can also
be traversed in a depth-first manner, as shown in Figure 6.24. One may
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start from, say node {A}, and count its support to determine whether it
is frequent. If so, we can keep expanding it to the next level of nodes,
i.e., {A, B}, {A, B, C}, and so on, until we reach an infrequent node, say
{A, B, C, D}. We then backtrack to another branch, say {A, B, C, E},
and continue our search from there.

This approach is often used by algorithms designed to efficiently discover
maximal frequent itemsets. By using the depth-first approach, we may
arrive at the frequent itemset border more quickly than using a breadth-
first approach. Once a maximal frequent itemset is found, substantial
pruning can be performed on its subsets. For example, if an itemset
such as {B, C, D, E} is maximal frequent, then the rest of the nodes in
the subtrees rooted at B, C, D, and E can be pruned because they
are not maximal frequent. On the other hand, if {A, B, C} is maximal
frequent, only subsets of this itemset (e.g., {A, C} and {B, C}) are not
maximal frequent. The depth-first approach also allows a different kind
of pruning based on the support of itemsets. To illustrate, suppose the
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support for {A, B, C} is identical to the support for its parent, {A, B}.
In this case, the entire subtree rooted at {A, B} can be pruned because
it cannot produce a maximal frequent itemset. The proof of this is left
as an exercise.

Representation of Transaction Data Set: There are many ways to represent a
transaction data set. The representation may affect the I/O costs incurred
when computing the support of candidate itemsets. Figure 6.25 shows two
different ways of representing market-basket transactions. The representation
on the left is called a horizontal data layout, which is adopted by many associ-
ation rule mining algorithms including Apriori. Another possibility is to store
the list of transaction identifiers (tid-list) for each item. Such representation
is known as the vertical data layout. The support of each candidate itemset
can be counted by intersecting the tid-lists of their subsets. The length of the
tid-lists would shrink as we progress to larger sized itemsets. One problem
with this approach is that the initial size of the tid-lists could be too large
to fit into main memory, thus requiring rather sophisticated data compression
techniques. Another promising approach that has become increasingly popu-
lar is to compress the entire data set so that it can fit into the main memory
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using an efficient data structure. This approach is desirable because it re-
duces the number of passes made over the data set to determine the support
counts of itemsets. We will discuss an example of using such a compact data
representation in the next section.

6.6 FP-growth Algorithm

Recently, an interesting algorithm called FP-growth was proposed that takes a rad-
ically different approach to discover frequent itemsets. The algorithm does not
subscribe to the generate-and-count paradigm of Apriori. Instead, it encodes the
data set using a compact data structure called an FP-tree and infers frequent item-
sets directly from this structure. The details of this approach are presented in the
remainder of this section.

6.6.1 FP-tree Construction

An FP-tree is a compressed representation of a data set. It is constructed by reading
the transactions of a data set and mapping each of them onto a path in the FP-
tree. As different transactions may share several items in common, the paths may
be overlapping. The degree of overlapping among the paths would determine the
amount of compression achieved by the FP-tree. In many cases, the size of an
FP-tree may be small enough to fit into main memory, thus allowing us to extract
frequent itemsets directly from the tree instead of making multiple passes over the
data.

The best way to explain how an FP-tree works is to construct the tree using a
simple example. Figure 6.26 shows a data set that contains ten transactions and five
items. The intermediate stages of the FP-tree after reading 1, 2, and 3 transactions
are also depicted in the diagram. Each node in the tree (except for the root) encodes
information about the item label along with the number of transactions mapped onto
the given path. The steps needed to construct the FP-tree are summarized below.

1. Initially, the FP-tree contains only a root node, which is represented by the
null symbol.

2. The algorithm would scan the data set once to determine the support of each
item. Items that are infrequent will be discarded while the frequent items are
sorted in decreasing support counts. For the fictitious data set in Figure 6.26,
A happens to be most frequent item, followed by B, C, D, and eventually E.

3. Next, the algorithm makes a second pass over the data set to construct the
FP-tree. After reading the first transaction, {A,B}, a pair of nodes labeled as
A and B will be created. A path is then formed from null → A → B to encode
the first transaction. Since this is the first time the path is created, items
along the path have a frequency count equal to one.
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Figure 6.26. Construction of an FP-tree.
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4. After reading the second transaction, {B,C,D}, a new set of nodes is created
for items B, C, and D. A path is then formed to represent the transaction by
connecting the nodes null → B → C → D. All the nodes along the new path
have a frequency count equals to one. Note that even though the first two
transactions have several items in common, their paths are separate because
the first item in both transactions are different.

5. After reading the third transaction, {A,C,D,E}, notice that the first item in
this transaction, A, is the same as the first item in the first transaction. As a
result, the path corresponds to the third transaction, null → A → C → D →
E, is merged with the path for the first transaction, null → A → B. Because of
the overlapping path, the frequency count for node A is incremented to two,
while the frequency count for each of the newly-created nodes, C, D, and E,
is equal to one.

6. This process continues until all the transactions have been mapped onto one
of the paths given in the FP-tree. The final FP-tree after reading all ten
transactions is shown at the bottom of Figure 6.26.

By looking at the way the tree is constructed, it is easy to see why an FP-tree
provides a compact representation of the data set. If many of the transactions con-
tain similar items, then the size of the induced FP-tree is considerably smaller than
the size of the data set. The best-case scenario would be that the data set contains
the same set of items for all transactions. The resulting FP-tree contains only a
single branch of nodes. The worse-case scenario happens when each transaction
contains a unique set of items. In this case, there is no sharing of transactions
among the nodes and the size of the FP-tree is the same as the size of the data set.

The previous approach assumes that the frequent items are ordered based on
their decreasing support counts. If the ordering is reversed, the resulting FP-tree is
shown in Figure 6.27. Notice that the FP-tree is denser because the branching factor
at the root level has increased from 2 to 4 while there are more nodes containing
the highly supported items such as A and B. This example illustrates the advantage
of using decreasing support count as the item ordering scheme in an FP-tree.

During tree construction, the FP-tree structure also stores an access mechanism
for reaching every individual occurrence of each frequent item used to construct the
tree. In the above example, there are five such linked lists, one for each item A, B,
C, D, and E. The linked lists will be used for fast access of the corresponding paths
during frequent itemset generation.

6.6.2 Generating Frequent Itemsets from an FP-tree

The algorithm used for generating frequent itemsets from an FP-tree is known as
FP-growth. FP-growth examines the FP-tree in a bottom-up fashion. For example,
given the FP-tree shown in Figure 6.26, the algorithm looks for frequent itemsets
ending in E first, before finding frequent itemsets ending in D, followed by C, B, and
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Figure 6.27. An alternative FP-tree for the data set shown in Figure 6.26 with different item ordering scheme.

Table 6.4. The list of frequent itemsets ordered by their corresponding suffixes.

Suffix Frequent Itemsets
E {E}, {D,E}, {A,D,E}, {C,E},{A,C,E}, {A,E}
D {D}, {C,D}, {B,C,D}, {A,C,D}, {A,B,C,D}, {B,D}, {A,B,D}, {A,D}
C {C}, {B,C}, {A,B,C}, {A,C}
B {B}, {A,B}
A {A}

finally A. Furthermore, since every transaction is mapped onto a path in the FP-tree,
frequent itemsets ending with a particular item, say E, can be derived by examining
only the paths involving node E. These paths can be accessed rapidly using the linked
list associated with item E. The corresponding paths are shown in Figure 6.28(a).
Assuming the support threshold is 20%, the FP-growth algorithm will process these
paths and generates the following frequent itemsets: {E}, {D,E}, {A,D,E}, {C,E},
{A,C,E}, and {A,E}. The details of how exactly the paths are processed will be
explained later.

Having discovered the frequent itemsets ending in E, the algorithm proceeds to
look for frequent itemsets ending in D by following the linked list associated with item
D. The corresponding paths to be processed by the FP-growth algorithm are shown
in Figure 6.28(b). After processing these paths, the following frequent itemsets
are generated: {D}, {C,D}, {B,C,D}, {A,C,D}, {A,B,C,D}, {B,D}, {A,B,D}, and
{A,D}. This process will continue as FP-growth seeks for frequent itemsets ending
in C, B, and finally A. The corresponding paths for these items are shown in Figures
6.28(c), (d), and (e) while the generated frequent itemsets are summarized in Table
6.4. Note that this strategy of generating frequent itemsets ending with a particular
item label can be considered as an implementation of the suffix-based equivalent
class approach described in Section 6.5.

How does FP-growth discover all the frequent itemsets ending with a particular
suffix? The answer is, FP-growth employs a divide-and-conquer strategy to split the
problem into smaller subproblems. For example, suppose we are interested in finding
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Figure 6.28. Decomposing the frequent itemset generation problem into multiple subproblems, where each

subproblem involves finding frequent itemsets ending in E, D, C, B, and A.

all the frequent itemsets ending in E. To do this, we may perform the following tasks:

Task 1: Check whether the itemset {E} is frequent.

Task 2: Find the frequent itemsets ending in DE. This can be achieved by examining
all the paths that contain the subpath D −→ E.

Task 3: Find the frequent itemsets ending in CE. This can be achieved by examining
all the paths that contain the subpath C −→ E.

Task 4: Find the frequent itemsets ending in BE. This can be achieved by examining
all the paths that contain the subpath B −→ E.

Task 5: Find the frequent itemsets ending in AE. This can be achieved by examining
all the paths that contain the subpath A −→ E.

We have therefore decomposed the original problem into 5 independent subprob-
lems. By merging the solution set for each subproblem, we would solve the prob-
lem of finding frequent itemsets ending in E. Furthermore, the last four tasks can
be solved by decomposing them into even smaller subproblems. This divide-and-
conquer approach is essentially the key strategy used by the FP-growth algorithm.
The process continues until all the subproblems involve only a single item (Task 1).
If the support count for this item is greater than the support threshold, then the
item label is appended to the current suffix of the itemset.
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Figure 6.29. An illustrative example of the FP-growth algorithm for finding itemsets ending in E.

To illustrate how FP-growth works, consider the problem of finding frequent
itemsets ending in E.

1. The information needed to compute the frequent itemsets ending in E is ob-
tained by examining all the paths containing node E. Any path that extends
beyond node E can be truncated because the nodes that appear after E are not
relevant towards finding the frequent itemsets ending in E. These initial paths
are known as the prefix paths. For example, the prefix paths for E is shown in
Figure 6.29(a).

2. Starting from the prefix paths shown in Figure 6.29(a), we may add up all the
counts associated with node E. Since the support count for E is greater than
the support threshold, {E} is declared to be a frequent itemset.

3. To solve the subproblems of finding frequent itemsets ending in DE, CE, BE,
and AE, the prefix paths are processed to obtain a conditional FP-tree for
which the FP-growth algorithm can be recursively applied. A conditional FP-
tree is structurally equivalent an FP-tree, except it is used to find frequent
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itemsets ending with a particular suffix. For example, the conditional FP-
tree for finding frequent itemsets ending in E is shown in Figure 6.29(b). The
transformation from a prefix path to a conditional FP-tree is carried out in
the following way:

(a) Update the frequency counts of all the nodes along the prefix path. The
count must be updated because the initial prefix path may include trans-
actions that do not contain the item E. Since we are only interested in
itemsets ending in E, the count of each item along the prefix path must
be adjusted so that they are identical to the count for node E. For exam-
ple, the right-most prefix path null −→ B:2 −→ C:2 will be updated to
null −→ B:1 −→ C:1 because there is only one transaction containing
items B, C, and E (while the other transaction mapped onto the same
path contains {B,C} but not E, and thus should be ignored).

(b) Truncate the prefix paths by removing the nodes for E. The paths can be
truncated because the subproblems of finding frequent itemsets ending
in DE, CE, BE or AE no longer need information from the node E.

(c) After the frequency counts along the prefix paths have been updated,
some items may not be frequent anymore and thus can be safely ignored
from further analysis (as far as our new subproblem is concerned). For
example, item B is discarded because the support for B in the subproblem
of finding frequent itemsets ending in E (10%) is less than the support
threshold (20%).

The conditional FP-tree for E is shown in Figure 6.28(b). The tree looks quite
different than the original prefix paths because the frequency counts have been
updated while items B and E are eliminated. FP-growth uses this conditional
FP-tree to solve the subproblems of finding frequent itemsets ending in DE,
CE, and AE.

4. To determine the frequent itemsets ending in DE, the prefix paths for DE is
gathered from the conditional FP-tree for E. These prefix paths are rapidly
accessed using the linked list for D, starting from the node on the left-most path
of the conditional FP-tree. The frequency counts associated with the nodes
D are added to obtain the support count for DE. Since the support is greater
than the support threshold, {D,E} is declared as a frequent itemset. Next, the
algorithm will proceed to decompose the problem of finding frequent itemsets
ending in DE into smaller subproblems. To do this, it must first construct the
conditional FP-tree for DE. After updating the support counts and removing
the infrequent item (C), the conditional FP-tree for DE is shown in Figure
6.29(d). Since the subproblem contains only a single item, A, whose support
count is greater than minsup, the algorithm returns the label A, which will be
appended to the suffix DE to obtain the frequent itemset {A,D,E}.

5. To determine the frequent itemsets ending in CE, the prefix paths for CE is
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gathered from the conditional FP-tree for E. Again, these prefix paths are
rapidly accessed using the corresponding linked list for node C. Since the total
frequency count for C is greater than minsup, the itemset {C,E} is declared as
frequent. Next, the algorithm proceeds to solve the subproblem of finding fre-
quent itemsets ending in CE. A conditional FP-tree for CE will be constructed,
as shown in Figure 6.28(f). Since the conditional FP-tree contains only a sin-
gle item, we only need to check whether the support for A is frequent. Since
it is frequent, the label A is returned and appended to the suffix CE to obtain
the frequent itemset {A,C,E}.

6. Finally, to determine the frequent itemsets ending in AE, the prefix paths for
AE is gathered from the conditional FP-tree for E. Since the frequency count
for A is the same as minsup, {A,E} is declared as a frequent itemset. The
conditional FP-tree for AE contains only the root node. Thus, no processing
is needed.

The above procedure illustrates the divide-and-conquer approach used in the FP-
growth algorithm. At each recursive step, a conditional FP-tree is constructed by
updating the frequency counts along the prefix paths and removing all infrequent
items. By removing the infrequent items, no unnecessary candidates will be gener-
ated by the FP-growth algorithm.

In general, FP-growth is an interesting algorithm because it illustrates how a
compact representation of the transaction data set helps to efficiently generate fre-
quent itemsets. In addition, for certain transaction data sets, FP-growth outper-
forms the standard Apriori algorithm by several orders of magnitude. The run-time
performance of FP-growth depends on the compaction factor of the data set. If
the resulting conditional FP-trees are very bushy (in the worst case, a full prefix
tree), then the performance of the algorithm degrades significantly because it has
to generate a large number of subproblems and merges the results returned by each
subproblem.

6.7 Effect of Skewed Support Distribution

Data characteristics have a strong influence on the performance of many data mining
algorithms. We have previously described how characteristics such as the number
of items and average transaction width affect the computational complexity of the
Apriori algorithm (see Section 6.2.5). Similarly, the compaction factor of the data
has a significant impact on the size of FP-trees processed by the FP-growth algo-
rithm.

This section presents another important property, based on the support distri-
bution of items, and examines how this property affects the quality of association
patterns derived from transaction data sets. Support distribution of items in many
real data sets are highly skewed — that is, the majority of the items have relatively
low support counts while a small number of them have very high support counts.
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Two real data sets (retail and census data) that exhibit such a highly skewed support
distribution are shown in Figure 6.30.
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(a) A retail data set.
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(b) A census data set.

Figure 6.30. Support distribution of items in two real data sets.

Mining frequent itemsets from skewed data sets can be quite problematic due to
the following reasons.

1. If minsup is set too high, then we may miss many potentially interesting
frequent itemsets involving the low support items. In market basket data,
such items may correspond to expensive goods such as jewelery, that are rarely
bought by customers but their patterns are interesting to the retailers.

2. If minsup is set too low, three critical issues may emerge. First, the com-
putational and memory requirements of current frequent itemset generation
algorithms increase considerably with low support thresholds. Second, the
number of extracted frequent itemsets increases substantially with low sup-
port thresholds. Third, many of the newly extracted frequent itemsets are
spurious because they tend to relate a very frequent item such as Milk with
an infrequent item such as Caviar. Such patterns, also known as cross-support
patterns, are spurious because their pairwise correlations tend to be very poor.

To illustrate the impact of skewed support distribution on the quality of pat-
terns, consider the data set shown in Figure 6.30(b). The data set that yields this
distribution contains 2113 items and 49,046 transactions. In this figure, the items
are sorted in increasing order of their support levels. Some of the items have support
less than 1%, while others have support more than 90%. For illustrative purposes,
the items are divided into three groups, G1, G2, and G3, based on their support
levels as shown in the table below.

Group G1 G2 G3

Support < 1% 1% − 90% > 90%

Number of items 1735 358 20
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Choosing a support threshold suitable for this data set can be quite tricky be-
cause of its wide range of support distribution. If the threshold is set too high (e.g.,
1%), we may miss potentially interesting patterns involving items from G1. Con-
versely, if the support threshold is set too low (e.g., 0.05%), the problem becomes
computationally intractable and may result in a large number of cross-support pat-
terns. For example, at a support threshold equal to 0.05%, there are 18,847 frequent
pairs involving items from G1 and G3. Out of these, 93% of them are cross-support
pairs, i.e., one of the items belongs to G1 while the other belongs to G3. The
maximum correlation obtained from such cross-support pairs is 0.029, which is con-
siderably lower than the maximum correlation obtained from the frequent pairs
involving items from the same group (which is as high as 1.0). This analysis shows
that cross-support patterns indeed may produce a large number of spurious relation-
ships when the support threshold is sufficiently low. We will discuss two approaches
for handling data sets with such skewed support distributions in the remainder of
this section.

6.7.1 Cross-Support and Hyperclique Patterns

Conceptually, a cross-support pattern is an itemset ck = {i1, i2, · · · , ik} that contains
a very high support item (such as milk) and a very low support item (such as caviar).
A cross-support pattern is formally defined as an itemset whose support ratio:

r(ck) =
min

[
s(i1), s(i2), · · · , s(ik)

]
max

[
s(i1), s(i2), · · · , s(ik)

] (6.3)

is less than a user-specified threshold hc.

Example 6.3 Suppose the support for milk is 70% while the support for sugar is
10% and caviar is 0.04%. Letting hc = 0.01, the frequent itemset {milk, sugar,
caviar} is a cross-support pattern because its support ratio is:

r =
min

[
0.7, 0.1, 0.0004

]
max

[
0.7, 0.1, 0.04

] =
0.0004

0.7
= 0.00058 < 0.01 (6.4)

Standard measures such as support and confidence may not be sufficient to
eliminate cross-support patterns without discarding other interesting patterns. To
illustrate this, consider the diagram shown in Figure 6.31. Assuming that hc = 0.3,
both {A, B} and {A, C} should be considered as cross-support patterns because
their support ratios are equal to 0.2. Applying a high support threshold, say 20%,
may eliminate the cross-support patterns but this comes at the expense of discarding
all interesting patterns involving items B and C.

Confidence pruning also does not help because the confidence of the rules ex-
tracted from cross-support patterns can be very high (e.g., c(B −→ A) = 80%). The
fact that a cross-support pattern can produce high confidence rules should not come
as a surprise because one of its items (A) appears very frequently in the data. As
a result, one might expect to find such item appearing in transactions that contain
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A B C
0 1 1
1 1 1
1 1 1
1 1 1
1 1 1
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
1 0 0
0 0 0
0 0 0
0 0 0
0 0 0

Figure 6.31. A transaction data set containing three items, A, B, and C , where A is a high support item

while B and C are low support items.

the low support item (B). Meanwhile, the rule B −→ C also has high confidence
even though {B, C} is not a cross-support pattern. This example illustrates the
difficulty of using standard confidence measure to distinguish high confidence rules
extracted from cross-support and non-cross support patterns.

Nevertheless, observe that the rule A −→ B extracted from the cross-support
pattern has very low confidence because most of the transactions that contain A do
not contain B. In contrast, the rule C −→ B has a high confidence (100%) due to
the strong association between items B and C. This observation suggests that it
might be possible to distinguish cross-support from non-cross support patterns by
looking at the lowest confidence value of the rules extracted from a given frequent
itemset. The proof of this statement can be understood as follows.

1. Recall the following anti-monotone property of confidence:

conf({i1i2} −→ {i3, i4, · · · , ik}) ≥ conf({i1i2i3} −→ {i4, i5, · · · , ik}).
This property suggests that confidence increases as we add more items from
the right-hand side to the left-hand side of the rule. As a consequence, the
lowest confidence rule obtained from a frequent itemset corresponds to the
rule that has only one item on its left-hand side. We denote the set of all rules
with only one item on its left hand side as R1.

2. Among the rules contained in R1, the lowest confidence rule corresponds to
the one for which the item on its left-hand side has the highest support. In
other words, given a frequent itemset {i1, i2, · · · , ik}, the rule

{ij} −→ {i1, i2, · · · , ij−1, ij+1, · · · , ik}
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has the lowest confidence if s(ij) = max
[
s(i1), s(i2), · · · , s(ik)

]
.

3. Summarizing the previous points, the minimum confidence of association rules
extracted from a frequent itemset {i1, i2, · · · , ik} is

s({i1, i2, · · · , ik})
max

[
s(i1), s(i2), · · · , s(ik)

] .

The above expression is also known as the h-confidence or all-confidence mea-
sure. Because of the anti-monotone property of support, the numerator of
h-confidence measure is bounded by the minimum support of any item that
appears in the frequent itemset. In other words, the minimum confidence of all
association rules extracted from a given frequent itemset (ck) must not exceed
the following expression

h-confidence(ck) ≤
min

[
s(i1), s(i2), · · · , s(ik)

]
max

[
s(i1), s(i2), · · · , s(ik)

] .

Note the equivalence between the upper-bound of h-confidence and the support
ratio (r) given in Equation 6.3. This would mean that any itemset whose h-
confidence is less than hc is a cross-support pattern because its support ratio
is less than hc.

Cross-support patterns can be avoided as long as the h-confidence values of all
extracted frequent itemsets are larger than hc. In addition, if the h-confidence of
an itemset is high, say 80%, then items belonging to each frequent itemset are
strongly associated with each other. In other words, if one of the items is present
in a transaction, there is a high probability that the rest of the items also appear in
the same transaction. Such strongly associated patterns are known as hyperclique
patterns.

6.7.2 Multiple Support Thresholds

The discussion presented in the previous section suggests that choosing the appro-
priate support threshold is a challenging task especially for data sets having a skewed
support distribution. One must ensure that the support threshold is low enough to
capture interesting patterns involving the low-support items but high enough to be
computationally tractable. Since different items have inherently different support
levels (see Figure 6.30), it may not be sufficient to apply a single support threshold
for all itemsets. Instead, it may be useful to extend the association rule formulation
to incorporate the use of multiple support thresholds. The idea is to assign each
item i a different threshold µi, depending on how frequently it is expected to appear
in the data set. The higher is the expected frequency, the higher is the support
threshold. For example, items that belong to G3 will be assigned a higher support
threshold compared to items that belong to G1.

There are several issues one has to consider when using multiple support thresh-
olds:
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1. How to determine the support threshold for an itemset given the support
thresholds of the individual items? A straightforward approach is to as-
sign it to the lowest minsup threshold. For example, consider the situation
shown in Figure 6.32. Suppose each item is assigned the following thresholds:
µ(Milk)= 5%, µ(Coke) = 3%, µ(Broccoli)= 0.1%, and µ(Salmon)= 0.5%.
The minimum support for any itemset X = {x1, x2, · · · , xk} is given by
min[µ(x1), µ(x2), · · · , µ(xk)]. As an example, µ(Milk, Broccoli) = min[µ(Milk),
µ(Broccoli)] = 0.1%.

2. Support is no longer an anti-monotone measure. For example, suppose the sup-
port for {Milk, Coke} = 1.5% while the support for {Milk, Coke, broccoli} =
0.15%. In this case, the itemset {Milk, Coke} is infrequent whereas its su-
perset {Milk, Coke, Broccoli} is frequent, thus violating the anti-monotone
property of the support measure.

One way to address the lack of anti-monotone property is by ordering the items,
in ascending order, according to their support thresholds. With the thresholds
shown in Figure 6.32, the items can be ordered in the following way: Broccoli,
Salmon, Coke, Milk. Based on their actual supports, only broccoli and milk will
satisfy their respective support thresholds. These frequent items can be used to
generate larger sized frequent itemsets.

On the other hand, salmon and Coke are infrequent items. In the standard
association rule mining approach, both items will be immediately pruned prior to
looking for larger-size itemsets. However, when multiple support thresholds are
used, these two items need to be treated differently.

For salmon, since its support (0.05%) is lower than the support thresholds for
all items (including broccoli), it will never produce any frequent combinations with
other items. Therefore, all candidate itemsets involving salmon can be immedi-
ately pruned. In the lattice structure shown in Figure 6.32, the candidate itemsets
involving salmon include {Broccoli, Salmon} and {Salmon, Milk}.

For Coke, one cannot immediately eliminate this item because it can still be part
of a larger frequent itemset. For example, the candidate 2-itemset {Broccoli, Coke}
can still be frequent as long as its support is higher than 0.1%. However, one can still
prune all candidate itemsets that begin with Coke. This is because such itemsets
can only be extended with items that have higher support thresholds. Therefore,
a candidate such {Coke, Milk} can be pruned because it is guaranteed to produce
only infrequent itemsets.

The Apriori algorithm must be modified to incorporate items that have multiple
support thresholds. In the standard Apriori algorithm, a candidate (k + 1)-itemset
is generated by merging two frequent itemsets of size k. The candidate is then
pruned if any one of its subsets is found to be infrequent. To handle multiple
support thresholds, the pruning step of Apriori algorithm must be modified. Specif-
ically, a candidate itemset is pruned only if at least one of its subsets that contain
the first item (i.e., item with lowest minimum support) is infrequent. For exam-
ple, {Broccoli, Coke, Milk} can be obtained by merging the frequent 2-itemsets
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Figure 6.32. Frequent itemset generation with multiple support thresholds.

{Broccoli, Coke} and {Broccoli, Milk}. Even though {Coke, Milk} can be infre-
quent, its superset, {Broccoli, Coke, Milk}, can be potentially frequent.

Finally, it is also possible to assign multiple support thresholds based on the size
of the itemset. This approach makes sense because the support of an itemset natu-
rally decreases as the itemset becomes longer. Again, the problem lies in deciding
the right threshold to use for a given itemset size. In this case the anti-monotone
property of the support measure will also be violated.

Although the technique of using multiple support thresholds can reduce the
complexity of generating frequent itemsets, it does not prevent the generation of
cross-support patterns unlike the approach mentioned in the previous section.

6.8 Evaluation of Association Patterns

Standard association analysis algorithms can potentially generate a large number of
patterns. Just to give an example, the initial data set shown in Table 6.1 contains
only six items, but it can produce up to hundreds of association rules at certain
support and confidence thresholds. As the size and dimensionality of real commercial
databases can be very large, one may easily end up with thousands or even millions
of patterns, many of which are less interesting than others. Sifting through the
patterns to identify the most interesting ones is not a trivial task because “one
person’s trash is another person’s treasure.” It is important to establish a set of
well-acceptable criteria for evaluating the interestingness of frequent itemsets and
association rules.

The first set of criteria can be derived from statistical arguments. Any pattern
involving a set of independent items or covering very few transactions is often con-
sidered to be statistically insignificant and should therefore be removed. The set
of criteria for evaluating association patterns based on the statistics derived from
observed data are also known as objective interestingness measures. Examples of
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objective interestingness measures include support, confidence, and correlation.
The second set of criteria can be obtained through subjective arguments. Any

pattern that reveals unexpected information about the data or provides useful knowl-
edge that can lead to profitable actions is often considered to be interesting. For
example, the rule bread −→ butter may not be interesting despite having high sup-
port and confidence values because the relationship is quite obvious. On the other
hand, the rule diaper −→ beer may be interesting because it is quite unexpected
and can be potentially used for marketing promotions. Deriving subjective criteria
can be quite a challenging task because it requires a lot of prior knowledge from
domain experts. Existing approaches for measuring such criteria often require (i) an
interactive environment with enhanced visualization capabilities to keep the human
user in the loop, (ii) a framework for selecting a subset of patterns to be evaluated
by users, and (iii) a subjective interestingness measure to determine the utility or
surprisingness of a pattern by incorporating user feedback information.

The discussion presented in this section is focused primarily on objective inter-
estingness measures. Readers interested in subjective interestingness measures may
refer to the bibliography remarks given at the end of this chapter.

6.8.1 Objective Measures of Interestingness

An objective measure is a data-driven approach for assessing the interestingness
of discovered patterns. It is domain-independent and requires minimal input from
users, except for specifying a cutoff value to eliminate uninteresting patterns. An
objective measure is often computed based on the frequency counts tabulated in a
contingency table, such as the one shown in Table 6.5. Each entry in this 2×2 table
denotes the frequency count for one of the four possible combinations of items A and
B. For example, f11 denotes the number of times A and B appear together in the
same transaction while f01 denotes the number of transactions that contain B but
not A. The row sum f1+ represents the support count for A while the column sum
f+1 represents the support count for B. Likewise, f0+ and f+0 denote the number
of transactions that do not contain A and B, respectively.

Table 6.5. A 2-way contingency table for variables A and B.

B B

A f11 f10 f1+

A f01 f00 f0+

f+1 f+0 N

Limitations of Support-Confidence Framework Existing association rule mining
formulation relies on the support and confidence measures to eliminate uninter-
esting patterns. The drawback of support was previously described in Section 6.7,
where many patterns involving potentially interesting low-support items will be
missed. The drawback of confidence is more subtle and is best demonstrated with
the following example.
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Example 6.4 Consider the example shown in Table 6.6. Suppose we are interested
in determining the relationship between people who drink tea and coffee by analyzing
the association rule Tea −→ Coffee. Based on the information given in the con-
tingency table, the support for the rule is 15% while its confidence is 75%. At first
glance, since the rule appears to have reasonably high support and confidence values,
one may be inclined to conclude that people who drink tea also tend to drink coffee.
However, upon closer examination, notice that the support for people who drink cof-
fee is 80%. The rule Tea −→ Coffee is therefore misleading because knowing that
a person is a tea drinker actually decreases her probability for drinking coffee from
80% to 75%!

Table 6.6. The tea-coffee example.

Coffee Coffee

Tea 150 50 200
Tea 650 150 800

800 200 1000

Another way to view the above result is as follows. Suppose there is a contest
for finding a coffee drinker from a sample of 1000 people. The drinking habits of
these people follow the distribution shown in Table 6.6. If the contestant chooses
correctly, she will earn a lifetime supply of coffee. The contestant is also given two
choices: she may choose the coffee drinker from the sample of 1000 people or among
the 200 tea drinkers in the sample. In both cases, her odds of making the right
choice are good because there are more coffee drinkers than non-coffee drinkers.
Nevertheless, her probability of winning is much higher if she had made her choice
from the entire sample instead of the 200 tea drinkers. In other words, her odds of
losing would have increased if her decision was based on the inference made by the
Tea −→ Coffee rule.

The pitfall of using confidence can be traced to the fact that it ignores the prior
probability of a person being a coffee drinker. Indeed, if the support of coffee drinkers
is taken into account, one might not be surprised to discover that a significant
number of tea drinkers also drink coffee.

Interest Factor The previous example suggests that high confidence rules are not
necessarily interesting because it ignores the support of items in the rule consequent.
One possible way to accommodate both factors in our rule evaluation is to apply a
metric known as lift, which is defined as the ratio between the rule’s confidence and
support of the rule consequent.

Lift =
c(A −→ B)

s(B)
(6.5)

For pairs of binary variables, lift is mathematically equivalent to another measure
known as interest factor, which is defined as the ratio between the support of a
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pattern and the product of individual supports of its constituent items:

I =
s(A, B)

s(A)s(B)
=

Nf11

f1+f+1
(6.6)

The properties of interest factor are summarized below.

1. This measure is closely tied to the notion of statistical independence. If sup-
port can be considered as a probability estimate, then the following condition
should hold under statistical independence:

Nf11 = f1+f+1 or equivalently, f11f00 = f10f01. (6.7)

Thus, interest factor is effectively a measure that captures the degree of devi-
ation between the actual support and expected support of a pattern based on
the statistical independence condition. If I = 1, then A and B are statistically
independent. If I is very large, then A and B have a much stronger association
than expected based on statistical independence. If I is close to zero, then A
and B tend to be negatively correlated, i.e., the presence of A leads to absence
of B and vice-versa.

2. Unlike confidence, interest factor is a symmetric measure, i.e., interest factor
for the rule A −→ B is the same as interest factor for B −→ A. Symmetric
measures are more suitable for analyzing itemsets whereas asymmetric mea-
sures are often used for analyzing association rules.

The interest factor for the tea-coffee example is

I =
0.15

0.2 × 0.8
= 0.9375,

suggesting a negative correlation relationship between tea drinkers and coffee drinkers.
Given the statistical interpretation of this measure, many commercial data mining
software uses a combination of support, confidence, and interest factor to evaluate
the interestingness of association patterns.

Limitations of Interest Factor Interest factor may also lead to counter-intuitive re-
sults. We demonstrate the pitfalls of using interest factor in the context of mining
association rules from text document data. Suppose A, B, C, and D are four dif-
ferent words appearing in the text documents. The association between A and B
as well as C and D are given in Tables 6.7 and 6.8, respectively.

Table 6.7. Association between the words A and B.
A A

B 880 50 930
B 50 20 70

930 70 1000
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Table 6.8. Association between the words C and D.
C C

D 20 50 70
D 50 880 930

70 930 1000

Applying the formula shown in Equation 6.6, the interest factor between A and
B is 1.02 while the interest factor between C and D is 4.08. These results are
somewhat counter-intuitive for the following reasons. First, although the words
A and B appear together in many documents, the association between them are
very close to statistical independence! Second, although C and D rarely appears
together, their degree of association is much stronger.

The pitfall of interest factor can be seen as an artifact of using ratio to define
the objective measure. The numerator for I goes from zero to min(s(A), s(B)) since
the support for {A, B} may never exceed the support for A nor the support for B.
As a consequence, for a given s(A) and s(B):

I =
s(A, B)

s(A)s(B)
≤ min(s(A), s(B))

s(A)s(B)
≤ 1

max(s(A), s(B))
. (6.8)

In other words, I may range anywhere from zero to 1/ max(s(A), s(B)). Recall from
our previous discussion that statistical independence occurs when I = 1, negative
correlation occurs when I < 1, and positive correlation occurs when I > 1. While
the range for negative correlation is always fixed, between 0 and 1, the range for
positive correlation varies from 1 to 1/ max(s(A), s(B)). The range for positive
correlation becomes very narrow when the support for one of its items, A or B,
is very high — which explains why, even strongly associated pairs involving highly
support items have interest factor close to 1.

Correlation Analysis Correlation analysis is a widely-used statistical technique for
analyzing relationships between a pair of variables. For binary or nominal variables,
correlation can be measured using the φ-coefficient, which is defined as follows.

φ =
f11f00 − f01f10√

f1+f+1f0+f+0

. (6.9)

The value of correlation ranges from -1 (for perfect negative correlation) to +1
(for perfect positive correlation). If the variables are statistically independent, then
φ = 0. For example, the correlation between the tea and coffee drinkers is -0.0625.

Limitations of Correlation Analysis The limitation of correlation can be seen from
the text document example given in the previous section. The φ-coefficient between
the words A and B is 0.232 and the φ-coefficient between C and D is also 0.232.
Again, this result is counter-intuitive because their correlation values are identical
even though A and B appear together more often in the same document compared
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to C and D. In this case, the pitfall of correlation is because it treats the co-
presence of items to be just as important as their co-absence. Correlation analysis
is therefore more suitable for analyzing nominal and symmetry binary variables,
instead of asymmetric binary variables. Another limitation of correlation is that it
does not remain invariant when there is proportional changes to the sample size.
This limitation will be discussed in greater details when we examine the properties
of objective measures.

IS Measure Our previous discussion indicates that, although interest factor and
correlation appear to address the issue given in the tea-coffee example, they may not
be suitable for analyzing asymmetric binary variables. IS is an alternative measure
proposed to handle such type of variables. The definition of this measure is given
below.

IS(A, B) =
√

I(A, B) × s(A, B) =

√
s(A, B)

s(A)s(B)
× s(A, B) =

s(A, B)√
s(A)s(B)

(6.10)

The value of IS is large if the items are strongly correlated or have very high
support with each other. As an example, the IS values for the word pairs, {A, B}
and {C, D}, shown in Tables 6.7 and 6.8 are 0.9462 and 0.2857, respectively. These
results are quite consistent with our previous expectation that A and B should have
a much stronger relationship than C and D.

The IS measure also has several additional advantages. First, it is mathemati-
cally equivalent to the cosine measure, a widely-used similarity metric in information
retrieval applications. Second, it can be expressed as the geometric mean for confi-
dence of the rules extracted from a given pair of items, i.e.,

IS(A, B) =
√

c(A → B) × c(B → A) (6.11)

Note that the geometric mean between any two numbers tends to be closer to
the smaller value of the two numbers. As a result, IS may potentially eliminate
cross-support patterns, which correspond to relationships among items with widely
differing support levels. This is because such patterns tend to generate association
rules with mixed confidence; some may have very high confidence while others may
have very low confidence values.

Limitations of IS Measure One potential limitation of this measure is that it has no
fixed value for statistical independence. More specifically, if A and B are statistically
independent, then IS(A, B) =

√
s(A, B).

For the tea-coffee example, the IS value between tea and coffee is 0.3750. Since√
s(tea,coffee) = 0.3873, which is greater than 0.3750, one may conclude that tea

and coffee drinkers are negatively correlated with each other. For the word asso-
ciation example, while the IS values for the word pair {A,B} is much higher than
{C,D}, their corresponding values for statistical independence are also quite high.√

s(A, B) = 0.9381,
√

s(C, D) = 0.1414
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This result suggests that although the pair of words, A and B, has very high IS
value (0.9438), it barely exceeds the value expected for statistical independence.

The above example also illustrates the inherent difficulty of reconciling tradi-
tional notion of statistical independence with the high support requirement of asym-
metric binary variables. Indeed, the definition of statistical independence given in
Equation 6.7 implicitly assumes a symmetry between presence and absence of items.
If high support is required for meaningful association between asymmetric binary
variables, one may have to sacrifice or relax the statistical dependence requirement.
In the remainder of this chapter, we investigate other alternative measures for ana-
lyzing association patterns and the issue of consistency among these measures.

Alternative Objective Interestingness Measures

Table 6.9 provides the definition for various objective measures along with their
respective range of values. In most cases, the range is reported as two values,
corresponding to the minimum and maximum values of the measure. For example,
the range for support and confidence measures go from 0 to 1. In other cases, the
range is reported as three values, a · · · s · · · b, where a corresponds to the minimum
value, b corresponds to the maximum value, and s corresponds to the value at
statistical independence. For example, the range for φ-coefficient goes from −1 (for
perfect negative correlation) to +1 (for perfect positive correlation), with statistical
independence occurring at φ = 0. If the range is reported as two values, statistical
independence may occur at the minimum value (e.g., for mutual information) or at
some arbitrary value (e.g., for support).

Some of the measures given in Table 6.9 are inherently asymmetric (e.g., confi-
dence for A −→ B is different than B −→ A). Such measures have been converted
into symmetric measures by choosing the maximum value between the rule A −→ B
and B −→ A. Symmetrizing these measures allow us to apply them directly to con-
tingency tables without worrying about the direction of their rule implication.

Finally, note that the formula given in Table 6.9 are for pairs of binary variables.
Methods for analyzing more than 2 variables will be presented at the end of this
section.

Consistency among Objective Measures

Given the wide variety of measures available, one might wonder the degree of consis-
tency among these measures. By consistency we mean that patterns ranked highly
according to one measure are also ranked highly by another, while those ranked
lowly by one measure will be ranked lowly by others.

For example, Table 6.10 shows an example of ten contingency tables, E1 - E10,
defined in terms of their frequency counts fij . We can apply the measures given
in Table 6.9 to rank order these patterns, the results of which are shown in Table
6.11. The φ-coefficient considers E1 to be the most interesting pattern and E10 to
be least interesting pattern. For these ten tables, the rankings produced by φ are
consistent with the rankings produced by other measures such as Cohen’s κ and the
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Table 6.9. Definitions of objective interestingness measures.
# Measure Range Formula M(A, B)

1 φ-coefficient −1 · · · 0 · · · 1 N×f11−f1+f+1√
f1+f+1f0+f+0

2 Goodman-Kruskal’s (λ) 0 · · · 1
[ ∑

j maxk fjk+
∑

k maxj fjk−maxj fj+−maxkf+k

2N−maxj fj+−maxk f+k

]
3 Odds ratio (α) 0 · · · 1 · · ·∞ f11f00

f10f01

4 Kappa (κ) −1 · · · 0 · · · 1
[

Nf11+Nf00−f1+f+1−f0+f+0

N2−f1+f+1−f0+f+0

]

5 Mutual Information (M) 0 · · · 1 max

[ ∑
i

∑
j

fij
N

log
Nfij

fi+f+j

−
∑

i

fi+
N

log
fi+
N

,

∑
i

∑
j

fij
N

log
Nfij

fi+f+j

−
∑

j

f+j
N

log
f+j
N

]
6 J-Measure (J) 0 · · · 1 f11

N
log Nf11

f1+f+1

+ max

[
f10

N
log Nf10

f1+f+0
, f01

N
log Nf01

f0+f+1

]

7 Gini index (G) 0 · · · 1 max

[
f1+

N
× [( Nf11

f1+f+1
)2 + ( Nf10

f1+f+0
)2]

+
f0+

N
× [( Nf01

f0+f+1
)2 + ( Nf00

f0+f+0
)2]

−(
f+1

N
)2 − (

f+0

N
)2,

f+1

N
× [( Nf11

f1+f+1
)2 + ( Nf01

f0+f+1
)2]

+
f+0

N
× [( Nf10

f1+f+0
)2 + ( Nf00

f0+f+0
)2]

−(
f1+

N
)2 − (

f0+

N
)2

]
8 Support (s) 0 · · · 1 f11

N

9 Confidence (c) 0 · · · 1 max

[
f11

f1+
, f11

f+1

]

10 Laplace (L) 0 · · · 1 max

[
f11+1

f1++2
, f11+1

f+1+2

]

11 Conviction (V ) 0.5 · · · 1 · · ·∞ max

[
f1+f+0

Nf10
,

f0+f+1

Nf01

]
12 Interest (I) 0 · · · 1 · · ·∞ Nf11

f1+f+1

13 Cosine (IS) 0 · · ·
√

s(A, B) · · · 1 f11√
f1+f+1

14 Piatetsky-Shapiro’s (PS) −0.25 · · · 0 · · · 0.25 f11

N
− f1+f+1

N2

15 Certainty factor (F ) −1 · · · 0 · · · 1 max

[ Nf11
f1+f+1

− f+1

N

1− f+1

N

,

Nf11
f1+f+1

− f1+

N

1− f1+

N

]

16 Added Value (AV ) −0.5 · · · 0 · · · 1 max

[
Nf11

f1+f+1
− f+1

N
, Nf11

f1+f+1
− f1+

N

]

17 Collective strength (S) 0 · · · 1 · · ·∞
[

f11+f00

f1+f+1+f0+f+0
× N−f1+f+1−f0+f+0

N−f11−f00

]
18 Jaccard (ζ) 0 · · · 1 f11

f1++f+1−f11

19 Klosgen (K)
√

2√
3
− 1)[2 −

√
3

√
f11

N
max

[
Nf11

f1+f+1
− f+1

N
, Nf11

f1+f+1
− f1+

N

]
− 1√

3
] · · · 0 · · · 2

3
√

3

20 All-confidence (h) 0 · · · 1 min

[
f11

f1+
, f11

f+1

]
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Table 6.10. Example of contingency tables.
Example f11 f10 f01 f00

E1 8123 83 424 1370
E2 8330 2 622 1046
E3 9481 94 127 298
E4 3954 3080 5 2961
E5 2886 1363 1320 4431
E6 1500 2000 500 6000
E7 4000 2000 1000 3000
E8 4000 2000 2000 2000
E9 1720 7121 5 1154
E10 61 2483 4 7452

Table 6.11. Rankings of contingency tables using objective interestingness measures.
φ λ α κ M J G s c L V I IS PS F AV S ζ K h

E1 1 1 3 1 2 2 1 3 5 5 4 6 2 2 4 6 1 2 5 2

E2 2 2 1 2 1 3 2 2 1 1 1 8 3 5 1 8 2 3 6 3

E3 3 3 4 3 3 8 7 1 4 4 6 10 1 8 6 10 3 1 10 1

E4 4 7 2 5 4 1 3 6 2 2 2 4 4 1 2 3 4 5 1 7

E5 5 4 8 4 7 5 4 7 9 9 9 3 6 3 9 4 5 6 3 4

E6 6 6 7 7 6 4 6 9 8 8 7 2 8 6 7 2 7 8 2 8

E7 7 5 9 6 8 6 5 4 7 7 8 5 5 4 8 5 6 4 4 5

E8 8 9 10 8 10 10 8 4 10 10 10 9 7 7 10 9 8 7 9 5

E9 9 9 5 9 9 7 9 8 3 3 3 7 9 9 3 7 9 9 8 9

E10 10 8 6 10 5 9 10 10 6 6 5 1 10 10 5 1 10 10 7 10

collective strength S. On the other hand, these rankings are quite inconsistent with
the rankings produced by other measures such as interest factor (I) and added value
(AV ). For example, I considers E10 to be the most interesting pattern and E3 to
be the least interesting pattern, which is quite contradictory to the evaluation made
by the φ-coefficient. Looking at the rankings produced in Table 6.11, we can identify
several groups of consistent measures such as (1) the group of φ-coefficient, κ, and
collective strength (S) measures; (2) odds ratio (α) (3) the group of confidence (c),
Laplace (L), and conviction (V ) measures; and (4) the group of cosine (IS) and
Jaccard (ξ) measures.

The issue of consistency has a direct impact on the choice of measure used for
association analysis. If all measures are consistent with each other, then any one
of the measure is equally good (or bad) at evaluating the discovered patterns. On
the other hand, if the measures are inconsistent, then it is important to know which
measure has the desirable properties for ranking a set of association patterns.

Properties of Objective Measures

The discussion presented in the previous section suggests that a significant number
of existing measures provide conflicting information about the interestingness of a
pattern. It would be useful to know the inherent properties of these measures that
make them prefer certain patterns to others. We describe some of these properties
in the remainder of this section.

Effect of Inversion. The association analysis presented in this chapter assumes that
the input data can be transformed into an asymmetric binary form before applying
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algorithms such as Apriori or FP-tree. However, because of the asymmetric binary
nature of the data, it would seem most logical to evaluate the association between
a pair of items on the basis of how frequent they are present together, rather than
how frequent they are both missing from the same transaction. For example, it
makes sense to regard the association between bread and milk as strong because
they are bought together in many transactions. It does not make sense to regard
the association between caviar and gold earring as strong just because they are both
missing from most of the transactions.

To illustrate this, consider the example shown in Figure 6.33. Each column
vector corresponds to an item, with a 0/1 bit indicating whether a transaction
contains the particular item. For example, the column vector for A indicates that
item A belongs to the first and last transaction. The first pair of vectors, A and
B, correspond to items that are rarely present in any transactions, such as caviar
and gold earring. The second pair of vectors, C and D, correspond to items that
are frequently bought together, such as milk and bread. For asymmetric binary
data such as market-basket transactions, the association between C and D should
be considered as stronger than the association between A and B.

1

0
0

0

0

0

0
0

0

1

0

0
0

0

1

0

0
0

0

0

0

1
1

1

1

1

1
1

1

0

1

1
1

1

0

1

1
1

1

1

A B C D

(a) (b)

0

1
1

1

1

1

1
1

1

0

0

0
0

0

1

0

0
0

0

0

(c)

E F

Figure 6.33. Effect of the inversion operation. The vectors C and E are inversions of vector A, while the

vector D is an inversion of vectors B and F .

A closer examination of the vectors would reveal that C is actually related to vec-
tor A — its bit has been inverted from 0’s (absence) to 1’s (presence), and vice-versa.
This process of flipping the bit vector is known as the inversion operation. Given
an asymmetric binary data, it is important to consider how an objective measure
behaves under the inversion operation. If the measure is invariant under this oper-
ation, it is called a symmetric binary measure; otherwise, it is called an asymmetric
binary measure. Examples of symmetric binary measures include φ, odds ratio, κ
and collective strength, while the examples for asymmetric binary measures include
I, IS, PS and Jaccard measure. Asymmetric binary measures are more suitable
for handling asymmetric binary data compared to symmetric binary measures. For
example, the φ-coefficient, which is a symmetric binary measure, considers A and B
to have the same degree of association as C and D. In fact, the φ-coefficient for C
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and D is much weaker than the φ-coefficient for E and F , which is rather counter-
intuitive from a market-basket analysis perspective! (Nevertheless, the φ-coefficient
may still be useful to eliminate patterns due to statistically independent items, as
described in the previous section.)

Definition 6.6 (Inversion Property) An objective measure M is symmetric bi-
nary if it is invariant when exchanging f11 with f00 and f10 with f01.

Effect of Null Addition. Suppose we are interested in analyzing the relationship be-
tween a pair of words, say, data and mining, using a data set consisting of Computer
Science journal articles. If we add a collection of Sports news articles to the data
set, should the association between data and mining be affected?

The above example is an illustration of the null addition operation. If we repre-
sent each item as a column vector, then the null addition operation is equivalent to
padding the pair of column vectors with more 0 bits.

Definition 6.7 (Null Addition Property) An objective measure M is null-invariant
if it is not affected by increasing f00, while all other parameters are the same.

For applications such as document analysis or market-basket analysis, we would
expect the chosen measure to remain invariant under such operation. Otherwise,
the relationship between the words data and mining could become independent by
simply adding enough documents that do not contain both words! Examples of
measures that satisfy this property include cosine (IS) and Jaccard (ξ) measures.
Measures that violate this property include φ-coefficient, odds ratio, Gini, etc.

In general, this property is useful for sparse transaction data sets, where there
are considerably more 0’s than 1’s in the data set. As a result, co-presence of items
together in the same transaction is more interesting than co-absence.

Effect of Row and Column Scaling. We now examine another property of an ob-
jective measure that is more suitable for symmetric binary data sets. Suppose we
are interested in analyzing the performance of students on the basis of their gen-
der. Table 6.12 illustrates the relationship between gender and grade of students
for a particular Computer Science course in the years 1993 and 2003. In this toy
example, notice that the data for 2003 is obtained by doubling the number of male
students for 1993 and increasing the number of female students by a factor of 3.
The male students in 2003 are not performing any better than those in 1993 since
the proportion of male students who achieve a high grade to low grade is still the
same, i.e., 3:4. Similarly, the female students in 2003 are performing no better than
those in 1993. Thus, we expect the relationship between grade and gender to remain
the same for both years given the frequency distribution shown in both tables. Any
intuitive objective measure should consider the association in both tables as being
equal, even though the sample sizes are different.

This property can be summarized by examining the behavior of an objective
measure after re-scaling the rows or columns of a contingency table.
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Table 6.12. The Grade-Gender example.
Male Female Male Female

High 30 20 50 High 60 60 120
Low 40 10 50 Low 80 30 110

70 30 100 140 90 230

(a) Sample data from 1993. (b) Sample data from 2003.

Table 6.13. Properties of objective interestingness measures.
Symbol Measure Inversion Null Addition Row/Column Scaling

φ φ-coefficient Yes No No
λ Goodman-Kruskal’s Yes No No
α odds ratio Yes No Yes
κ Cohen’s Yes No No
M Mutual Information Yes No No
J J-Measure No No No
G Gini index Yes No No
s Support No No No
c Confidence No Yes No
L Laplace No No No
V Conviction Yes No No
I Interest No No No

IS Cosine No Yes No
PS Piatetsky-Shapiro’s Yes No No
F Certainty factor Yes No No

AV Added value No No No
S Collective strength Yes No No
ζ Jaccard No Yes No
K Klosgen’s No No No
h All-confidence No No No

Definition 6.8 (Row/Column Scaling Invariance Property) An objective mea-
sure M is invariant under the row/column scaling operation if M(T ) = M(T ′),
where T is a contingency table with frequency counts [f11; f10; f01; f00], T ′ is a
contingency table with scaled frequency counts [k1k3f11; k2k3f10; k1k4f01; k2k4f00],
and k1, k2, k3, k4 are positive constants.

From Table 6.13, notice that only odds ratio (α) is invariant under the row and
column scaling operations. All other measures such as the φ-coefficient, κ, Gini
index (G), mutual information (M) and collective strength (S) would change when
the rows or columns of the contingency table are re-scaled by constant factors.

Effect of Support-based Pruning

Support-based pruning is typically used as a pre-filter prior to the application of
other objective measures such as confidence, interest factor, φ-coefficient, etc. Be-
cause of its anti-monotone property, support allows us to effectively prune the ex-
ponential search space of candidate patterns. The purpose of this section is to
investigate if there exists any side-effects from applying support-based pruning to
association patterns. More specifically, we need to ensure that pruning based on
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support does not eliminate too many interesting patterns from the perspective of
other measures.

To study this effect, a synthetic data set that contains 100,000 2×2 contingency
tables was created. Each table contains randomly populated values for fij , subjected
to the constraint

∑
i,j fij = 1. For convenience, the analysis was restricted to

statistical correlation, or more precisely, the φ-coefficient. Similar type of analysis
can be carried out using other measures.

First, the support and φ-coefficient for every randomly generated contingency
tables are computed. The side-effect of support-based pruning is studied by exam-
ining the distribution of φ-coefficient for contingency tables eliminated using the
support measure. The result of this experiment is shown in Figure 6.34.
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Figure 6.34. Effect of Support Pruning on Contingency tables.

For the overall data set, φ-coefficient is normally distributed around φ = 0, as
depicted in the upper left-hand corner of both graphs. The rest of the diagrams
show the results of applying three different support thresholds (1%, 3%, and 5%) to
eliminate low-support contingency tables. Observations made from these diagrams
seem to suggest that support-based pruning eliminates mostly uncorrelated (φ = 0)
or negatively correlated (φ < 0) contingency tables. This result can be explained in
the following way: If a contingency table has low support, at least one of the values
for f10, f01 or f00 must be relatively high to compensate for the low frequency count
in f11. Such tables tend to be uncorrelated or negatively correlated unless their
values for f00 are extremely high.

In short, support-based pruning appears to be a viable technique as long as only
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positively correlated tables are of interest to the data mining application. One such
situation arises in market basket analysis where such a pruning strategy is used
extensively.

Measures Beyond Binary Pairs of Variables

The measures presented so far in this section are defined for pairs of binary variables.
Many of them, however, are directly applicable to patterns beyond pairs of items.
For example, the standard support and confidence measures are also applicable to
larger-sized itemsets and association rules.

Previously, it was mentioned that the definitions of lift (Equation 6.5) and in-
terest factor (Equation 6.6) are identical when applied to pairs of binary variables.
However, the measures are different when applied to patterns involving more than
two items. Given an association rule X −→ Y , lift is defined as:

Lift =
c(X −→ Y )

s(X)
=

s(X ∪ Y )

s(X)s(Y )
(6.12)

where X and Y are itemsets of any size. While lift is a symmetric measure, i.e.,

Lift(X −→ Y ) = Lift(Y −→ X),

the same itemset may produce association rules with different values of lift. Suppose
Z = X ∪ Y , which is the itemset from which the rule X −→ Y is obtained. If Z is
partitioned into X ′ −→ Y ′, where X ′ �= X and Y ′ �= Y , then the lift for this rule
may be different than the lift for X −→ Y .

Interest factor, on the other hand, is a true symmetric measure in the sense that
all association rules derived from the same itemset have exactly identical values for
I. Given a k-itemset, X = {x1, x2, · · · , xk}, interest factor is defined as follows:

I =
s(X)

s(x1)s(x2) · · · s(xk)
=

Nk−1f11···1

f1+···+f+1+···+ · · · f++···1
(6.13)

There are other measures that can be extended to larger sized itemsets. Exam-
ples include:

All − confidence, h = min
i

[
c(xi −→ X − xi)

]
IS =

√
I(X) × s(X) =

s(X)√
s(x1)s(x2) · · · s(xk)

Jaccard, ξ =
s(X)∑k

i=1

∑
Y ⊂X,|Y |=i

{
(−1)i+1 × s(Y )

}
(6.14)

Another approach for handling larger-sized patterns is to define the extended
measure as an average, maximum, or minimum value of the pairwise associations
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Figure 6.35. A summary of the research issues in mining association patterns.

within the pattern. For example, given an itemset of size 5, the average correlation
between every pair of items can be used as a measure of association for the given
itemset. More sophisticated statistical techniques are also available for analyzing
more than two variables, e.g., loglinear models, but such techniques are beyond the
scope of this book.

6.9 Bibliographic Notes

The concept of association rule mining was first introduced by Agrawal et al. in [6,5]
to discover interesting relationships among items in a transaction data set. Since its
inception, there has been extensive research on expanding this work by addressing
the various conceptual, implementation, and application issues pertaining to the
association analysis task. A summary of these research activities is shown in Figure
6.35.

Conceptual issues

Conceptual research in association analysis is primarily focused on (i) developing a
framework for describing the theoretical underpinnings of association analysis, (ii)
extending the original association rule formulation to handle other types of patterns,
and (iii) extending the original rule formulation to handle other data types.
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Following the pioneering work by Agrawal et al., there has been a vast amount
of research on developing a theoretical understanding of the association analysis
problem. In [26], Gunopoulos et al. relates the problem of finding maximal frequent
itemsets to the hypergraph transversal problem. Such analysis allows them to obtain
fundamental results regarding the upper bounds on the complexity of association
analysis problems. Zaki et al. [95, 92] and Pasquier et al. [59] have applied formal
concept analysis to study the frequent itemset generation problem. The work by
Zaki et al. has subsequently led them to introduce the notion of closed itemsets [95],
which is related to the concept of bipartite cliques in graph theory. Meanwhile,
Friedman et al. [24] have formulated association analysis from the perspective of a
statistical learning problem called bump hunting in multi-dimensional space. In this
formulation, frequent itemset generation is analogous to finding regions in a multi-
dimensional space for which the probability density of the region is significantly
higher than the expected probability.

Another research direction that has attracted considerable attention is to extend
the original formulation to new types of association patterns. These patterns can be
represented in the form of rules, itemsets, or even more complex structures such as
trees and graphs. Examples of other rule-based patterns include profile association
rules [3], cyclic association rules [55], fuzzy association rules [41], exception rules [77],
negative association rules [66, 12], weighted association rules [62, 14], dependence
rules [71], peculiar rules [98], inter-transaction association rules [83, 22], predictive
association rules [49], and partial classification rules [52, 8]. In some cases, the
rules have been extended to the sequential [7, 74] and spatial domains [68]. Among
the itemset-based patterns introduced in the data mining literature include closed
itemsets [95, 59], maximal itemsets [10], hyperclique patterns [88], and emerging
patterns [19]. Recent years have also witnessed considerable interest in applying
association analysis to trees and other graph-like structures. Such analysis includes
the work by Inokuchi et al. [38], Kuramochi and Karypis [42], Yan and Han [89],
Parthasarathy and Coatney [58], and Zaki [93].

There has also been substantial research to extend the classical association rule
formulation to non-asymmetric binary data such as nominal [73], ordinal [48], inter-
val [51], and ratio [73,25,27,97,85]. One of the key challenges for mining association
rules for these new data types is how to define the support measure. Steinbach et al.
have proposed a methodology for extending the notion of support to more general
patterns and data types [76]. We will revisit the issue of mining association rules
for non-asymmetric binary data in Chapter 7.

Implementation issues

Much of the research activities in this area revolve around (i) integrating the mining
process into existing database technology, (i) developing efficient and scalable mining
algorithms, (iii) handling user-specified or domain-specific constraints, and (iv) post-
processing the discovered patterns.

There are several advantages of integrating association analysis into existing
database technologies. First, one can make use of the indexing and query processing
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capabilities of the database. Second, one can also exploit the DBMS support for
scalability, check-pointing and parallelization [63]. The SETM algorithm developed
by Houtsma et al. [36] was one of the earliest algorithm to support association rule
discovery via standard SQL queries. Since then, various ideas have been proposed
to extend the capability of standard SQL to support association rule mining. For
example, query languages such as DMQL [30] and M-SQL [37] extend the basic SQL
with new operators for mining association rules. The Mine Rule operator suggested
by Meo et al. in [50] is an expressive SQL operator that can handle both clustered
attributes and item hierarchies. A generate-and-test approach called query flocks
has also been proposed in [82] while Chen et al. [15] have developed a distributed
OLAP-based infrastructure for generating multi-level association rules.

Dunkel and Soparkar [21] investigates the computational complexity of the Apri-
ori algorithm. Over the years, many algorithms have been proposed to efficiently
mine frequent itemsets from large databases. Park et al. [57] proposed the DHP (dy-
namic hashing and pruning) technique that will reduce the size of the database after
each pass of the itemset generation algorithm. The Partition algorithm [65] requires
at most two database scans in order to generate frequent itemsets. A sampling-based
approach for frequent itemset generation was proposed by Toivonen [80]. This ap-
proach requires only a single pass, but it tends to produce more candidate itemsets
than necessary. The Dynamic Itemset Counting (DIC) algorithm [13] requires only
1.5 passes over the data, and generates less candidate itemsets than the sampling-
based algorithm. Other notable frequent itemset generation algorithms include the
tree-projection algorithm [2], FP-tree [31], CHARM [94], and H-Mine [60]. Some
of the more recent surveys on frequent itemset generation algorithms are given
by [4,33].

So far, all the algorithms presented in this chapter are batch, serial algorithms.
Parallel formulation of association rule mining has been investigated by many au-
thors [1,28,53,69,96]. A survey of these algorithms is given by Zaki in [91]. Online
and incremental versions of the association rule mining algorithm have been devel-
oped by Hidber [32] and Cheung et al. [16].

Srikant et al. [75] has considered the problem of discovering association rules in
the presence of constraints, represented as boolean expressions. An example of a
boolean constraint is (Cookies ∧ Milk) ∨ (descendents(Cookies) ∧ ¬ancestors(Wheat
Bread)), which looks for rules that contain both cookies and milk, or rules containing
the descendent items of cookies but not ancestor items of wheat bread. Constraints
on the support of itemsets have been studied by Wang et al. in [84]. The idea
of support constraints is to specify the support threshold for different itemsets, so
that only the necessary frequent itemsets are generated. This is different from the
approach taken by Liu et al. in [46] that assigns a support threshold to each item. A
more recent work by Seno et al. [67] have attempted to specify the support threshold
based on the length of the itemset. An algorithm for mining constrained association
rules for text documents has also been proposed by Singh et al. in [72]. Here, the
constraints are specified by the concepts or structured values provided by the user.
A similar approach was taken by Ng et al. in [54] in which the user is allowed to
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input the constraints via constrained association queries.
One major problem with association rule generation is the large number of pat-

terns generated by current algorithms. This problem can be handled by ranking,
filtering or summarizing the rules. Toivonen et al. [81] proposed the idea using
structural rule covers to remove redundant rules and clustering the remaining rules
to group together related rule covers. Liu et al. [47] used the standard χ2 test
for pruning insignificant rules and introduced the concept of direction setting rules
to summarize the remaining patterns. Tan et al. [79] have presented a survey on
objective interestingness measures and investigated the issue of consistency among
these measures. Their results concluded that many existing measures may produce
somewhat conflicting results, which is why it is important to analyze the properties
of the existing measures.

The limitation of rule confidence was first illustrated using the tea-coffee example
by Brin et al. in [12]. As an alternative, they proposed using statistical χ2 test [12]
and interest factor [71]. A key challenge in using these alternative interestingness
measures is the lack of monotonicity property satisfied by these measures. For this
reason, these measures cannot be automatically incorporated into the association
analysis algorithms. Recently, Xiong et al. [86] have proposed an efficient method
for mining correlations by introducing an upper bound function to this measure.
Although correlation itself is non-monotone, its upper bound function has an anti-
monotone property that can be exploited for efficient mining of strongly correlated
itempairs. The limitation of interest factor, which was pointed out by DuMouchel
and Pregibon [20] was slightly different from the discussion presented in this chapter.
DuMouchel and Pregibon are mostly concerned with contingency tables with high
interest factor despite having low support values. To address this issue, they have
proposed using an empirical Bayes model to “shrink” the observed values.

The notion of subjective interestingness measures have been investigated by
many authors. Silberschatz and Tuzhilin [70] presented two principles in which a
rule can be considered as interesting from a subjective point of view. The concept
of unexpected condition rules was introduced by Liu et al. in [45]. Cooley et al. [17]
analyzed the idea of combining soft belief sets using the Dempster-Shafer theory
and applied this approach to identify contradictory and novel association patterns
in Web data.

Visualization also helps the user to quickly grasp the underlying structure of
the discovered patterns. Many commercial data mining tools would display the
complete set of rules (that satisfy both support and confidence threshold criteria)
as a 2-dimensional plot, with each axis corresponds to the antecedent or consequent
itemsets of the rule. Hofmann et al. [34] proposed using Mosaic plots and Double
Decker plots for visualizing association rules. This approach can visualize not only a
particular rule but the overall contingency table between itemsets in the antecedent
and consequent parts of the rule. However, this technique assumes that the rule
consequent consists of only of a single attribute.
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Application issues

Association rule mining has been applied to a variety of application domains such as
Web mining [78,61], text document analysis [35], telecommunication alarm diagnosis
[39], network intrusion detection [43, 9, 18], and genomics [64]. In some of these
applications, domain-specific knowledge can be used to improve upon the existing
preprocessing, mining and post-processing tasks. Association patterns have also
been applied to other learning problems such as classification [11,44], regression [56],
and clustering [90,29,87]. A comparison between classification and association rule
mining was made by Freitas in his position paper [23]. The use of association
patterns for clustering has been studied by many authors including Han et al. [29],
Kosters et al. [40] and Yang et al. [90].
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6.10 Exercises

1. Support and Confidence.

For each of the questions listed below, provide an example of an association
rule from the market basket domain that satisfies the given conditions. Also,
describe whether such rules are interesting. State your reasons clearly.

(a) A rule that has high support and high confidence.

(b) A rule that has reasonably high support but low confidence.

(c) A rule that has low support and low confidence.

(d) A rule that has low support and high confidence.

2. Market Basket Definition.

Consider the data set shown in Table 6.14 below.

Table 6.14. Example of market-basket transactions.
Customer ID Transaction ID Items Bought

1 0001 {A,D,E}
1 0024 {A,B,C,E}
2 0012 {A,B,D,E}
2 0031 {A,C,D,E}
3 0015 {B,C,E}
3 0022 {B,D,E}
4 0029 {C,D}
4 0040 {A,B,C}
5 0033 {A,D,E}
5 0038 {A,B,E}

(a) Compute the support for itemsets {E}, {B, D}, and {B, D, E} by treat-
ing each transaction ID as a market basket.

(b) Use the results in part (a) to compute the confidence for the association
rules BD −→ E and E −→ BD. Is confidence a symmetric measure?

(c) Repeat part (a) by treating each customer ID as a market basket. Each
item should be treated as a binary variable (1 if an item appears in at
least one transaction bought by the customer, and 0 otherwise.)

(d) Use the results in part (c) to compute the confidence for the association
rules BD −→ E and E −→ BD.

(e) Suppose s1 and c1 are the support and confidence values of an associa-
tion rule r when treating each transaction ID as a market basket. Also,
let s2 and c2 be the support and confidence values of r when treating
each customer ID as a market basket. Discuss whether there are any
relationships between s1 and s2 or c1 and c2.

3. Properties of Confidence.
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(a) What are the confidence for the rules ∅ −→ A and A −→ ∅?
(b) Let c1, c2, and c3 be the confidence values of the rules A −→ B, A −→

BC, and AC −→ B, respectively. If we assume that c1, c2, and c3 have
different values, what are the possible relationships that may exist among
c1, c2, and c3? Which rule has the lowest confidence?

(c) Repeat the previous analysis assuming that all three rules given in the
previous question have identical support? Which rule has the highest
confidence?

(d) Transitivity: Suppose the confidence of the rules A −→ B and B −→ C
are larger than some threshold, minconf . Is it possible that A −→ C
has a confidence less than minconf? Justify your answer.

4. Monotonicity Property

For each of the measure given below, determine whether it is monotone, anti-
monotone, or non-monotone (i.e., neither monotone nor anti-monotone).

Example: Support, s = σ(X)
|T | is anti-monotone because s(X) ≥

s(Y ) whenever X ⊂ Y .

(a) A characteristic rule is a rule of the form A −→ B1B2 · · ·Bn, where the
antecedent of the rule consists of a single item. An itemset of size k can
produce up to k characteristic rules. Let ζ be the minimum confidence
of all characteristic rules generated from an itemset X:

ζ({A1, A2, · · · , Ak}) = min( c(A1 −→ A2, A3, · · · , Ak), · · ·
c(Ak −→ A1, A3 · · · , Ak−1))

Is ζ monotone, anti-monotone or non-monotone? (Hint: compare the
minimum confidence value of all characteristic rules generated from the
itemset {A, B} against the minimum confidence value of all characteristic
rules generated from the itemset {A, B, C}.)

(b) A discriminant rule is a rule of the form B1B2 · · ·Bn −→ A, where the
consequent of the rule consists of a single item. An itemset of size k can
produce up to k discriminant rules. Let η be the minimum confidence of
all discriminant rules generated from an itemset X:

η({A1, A2, · · · , Ak}) = min( c(A2, A3, · · · , Ak −→ A1), · · ·
c(A1, A2, · · ·Ak−1 −→ Ak))

Is η monotone, anti-monotone or non-monotone? (Hint: compare the
minimum confidence value of all discriminant rules generated from the
itemset {A, B} against the minimum confidence value of all discriminant
rules generated from the itemset {A, B, C}.)
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(c) Repeat the analysis in parts (a) and (b) by replacing the min function
with a max function.

5. Complexity of Association Rule Generation

Give a proof for Equation 6.2. (Hint: First, count the number of ways to
create an itemset that forms the left hand side of the rule. Next, for each size
k itemset selected for the left-hand side, count the number of ways to choose
the remaining d − k items to form the right-hand side of the rule.)

6. Apriori Algorithm

Consider the market basket transactions shown in Table 6.15. Use this data
set to answer the questions listed below.

Table 6.15. Market basket transactions.
Transaction ID Items Bought

1 {Milk,Beer,Diaper}
2 {Bread,Butter,Milk}
3 {Milk,Diaper, Cookies}
4 {Bread,Butter, Cookies}
5 {Beer, Cookies,Diaper}
6 {Milk,Diaper,Bread,Butter}
7 {Bread,Butter,Diaper}
8 {Beer,Diaper}
9 {Milk,Diaper,Bread,Butter}
10 {Beer, Cookies}

(a) How many possible association rules can be extracted from this data
(including rules that have zero support)?

(b) Given the transactions shown above, what is the largest size of frequent
itemsets we can extract (assuming minsup > 0)?

(c) Write an expression for the maximum number of size-3 itemsets that can
be derived from this data set?

(d) Which itemset (of size 2 or larger) has the largest support?

(e) From this data set, find a pair of association rules, A −→ B and B −→ A,
that have the same confidence.

7. Candidate Generation and Pruning

Consider the following set of frequent 3-itemsets:

{1, 2, 3}, {1, 2, 4}, {1, 2, 5}, {1, 3, 4}, {1, 3, 5}, {2, 3, 4}, {2, 3, 5}, {3, 4, 5}.
Assume that there are only five items in the data set.

(a) List all candidate 4-itemsets obtained by a candidate generation proce-
dure using the Fk−1 × F1 merging strategy.
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(b) List all candidate 4-itemsets obtained by the candidate generation pro-
cedure in Apriori.

(c) List all candidate 4-itemsets that survive the candidate pruning step of
the Apriori algorithm.

8. Itemset Lattice

The Apriori algorithm uses a generate-and-count strategy for deriving frequent
itemsets. Candidate itemsets of size k + 1 are created by joining a pair of
frequent itemsets of size k (this is known as the candidate generation step).
For example, the candidate {P, Q, R} is generated by merging the frequent
itemsets {P, Q} and {P, R}. A candidate is pruned if any one of its subsets
is found to be infrequent. For example, the candidate {P, Q, R} is pruned if
{Q, R} is infrequent. (Such kind of pruning is performed during the candidate
pruning step.)

Suppose you apply the Apriori algorithm to the data set shown in Table 6.16.
Assume the support threshold is equal to 30%, i.e., any itemset occurring less
than 3 transactions is considered to be infrequent.

Table 6.16. Example of market-basket transactions.
Transaction ID Items Bought

1 {A,B,D,E}
2 {B,C,D}
3 {A,B,D,E}
4 {A,C,D,E}
5 {B,C,D,E}
6 {B,D,E}
7 {C,D}
8 {A,B,C}
9 {A,D,E}
10 {B,D}

(a) Draw a lattice structure representing all possible itemsets that can be
generated from the data set given in Table 6.16. (The lattice structure
should look like Figure 6.36). In your diagram, label each node using the
following letter(s):

• N : If the itemset is not considered to be a candidate itemset by
the Apriori algorithm. There are two reasons for an itemset not to
be considered as a candidate itemset: (i) It is not generated at all
during the candidate generation step, or (ii) It is generated during
the candidate generation step but is subsequently removed during
the candidate pruning step because one of its subsets is found to be
infrequent.

• F : If the candidate itemset is found to be frequent by the Apriori
algorithm.
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null

AB AC AD AE BC BD BE CD CE DE

A B C D E

ABC ABD ABE ACD ACE ADE BCD BCE BDE CDE

ABCD ABCE ABDE ACDE BCDE

ABCDE

Figure 6.36. An itemset lattice

• I: If the candidate itemset is found to be infrequent after support
counting.

(b) What is the percentage of frequent itemsets (with respect to all itemsets
in the lattice)?

(c) What is the pruning ratio of the Apriori algorithm on this data set?
(Pruning ratio is defined as the percentage of itemsets not considered
to be a candidate because: (i) they are not generated during candidate
generation or (ii) they are pruned during the candidate pruning step.)

(d) What is the false alarm rate (i.e, percentage of candidate itemsets that
are found to be infrequent after performing support counting)?

9. Hash Structure

The Apriori algorithm uses a hash-tree data structure to efficiently count the
support of candidate itemsets. Consider the hash-tree for candidate 3-itemset
shown in Figure 6.37 below.

(a) Suppose a new candidate itemset {5, 6, 7} is added to the hash tree during
the hash tree construction. Which of the leaf node above (labeled as L1
through L12) will contain the new candidate?

(b) Given a transaction that contains items {1, 3, 4, 5, 8}, which of the hash
tree leaf nodes will be visited when finding the candidates of the trans-
action?

(c) Use the visited leaf nodes in part (b) to determine the candidate itemsets
that are contained in the transaction {1, 3, 4, 5, 8}.
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Figure 6.37. An example of a hash tree structure.

10. Hash Structure

Consider the following set of candidate 3-itemsets:

{1, 2, 3}, {1, 2, 6}, {1, 3, 4}, {2, 3, 4}, {2, 4, 5}, {3, 4, 6}, {4, 5, 6}

(a) Construct a hash tree for the above candidate 3-itemsets. Assume the
tree uses a hash function where all odd-numbered items are hashed to the
left child of a node, while even-numbered items are hashed to the right
child.

(b) How many leaf nodes are there in the candidate hash tree? How many
internal nodes are there?

(c) Suppose there is a transaction that contains the following items: {1, 2, 3, 5, 6}
and you would like to find all the candidate itemsets of size 3 contained in
this transaction. Using the hash tree constructed in part (a), which leaf
nodes will be checked against the transaction? What are the candidate
itemsets of this transaction?

11. General Association Rule Mining

Answer the following questions using the data sets shown in Figure 6.38. Note
that each data set contains 1000 items and 10000 transactions. Dark cells
indicate the presence of items and white cells indicate the absence of items. We
will apply the Apriori algorithm to extract frequent itemsets with minsup =
10% (i.e., itemsets must be contained in at least 1000 transactions).

(a) Which data set(s) will produce the most number of frequent itemsets?

(b) Which data set(s) will produce the fewest number of frequent itemsets?

(c) Which data set(s) will produce the longest frequent itemset?

(d) Which data set(s) will produce frequent itemsets with highest maximum
support?
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(e) Which data set(s) will produce frequent itemsets containing items with
wide-varying support levels (i.e., items with mixed support, ranging from
less than 20% to more than 70%).

12. Maximal and Closed Itemsets

Given the lattice structure shown in Figure 6.36 and the transactions given in
Table 6.16, label each node with the following letter(s):

• M if the node is a maximal frequent itemset,

• C if it is a closed frequent itemset,

• N if it is frequent but neither maximal nor closed, and

• I if it is infrequent.

Assume that the support threshold is equal to 30%.

13. Interestingness Measures

In the original association rule formulation, support and confidence are the
measures used to eliminate uninteresting rules. The purpose of the following
exercise is to illustrate the applicability of other rule interest measures in
assessing the quality of a rule. For each of the measure given below, compute
and rank the following rules in decreasing order according to their respective
measures. Use the transactions shown in Table 6.17.

Table 6.17. Example of market-basket transactions.
Transaction ID Items Bought

1 {A,B,D,E}
2 {B,C,D}
3 {A,B,D,E}
4 {A,C,D,E}
5 {B,C,D,E}
6 {B,D,E}
7 {C,D}
8 {A,B,C}
9 {A,D,E}
10 {B,D}

Rules: B −→ C, A −→ D, B −→ D, E −→ C, C −→ A.

(a) Support.

(b) Confidence.

(c) Interest(X −→ Y ) = P (X,Y )
P (X) P (Y ).

(d) IS(X −→ Y ) = P (X,Y )√
P (X)P (Y )

.
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Figure 6.38. Figures for question 11.
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(e) Klosgen(X −→ Y ) =
√

P (X, Y ) × (P (Y |X) − P (Y )), where P (Y |X) =
P (X,Y )
P (X) .

(f) Odds ratio(X −→ Y ) = P (X,Y )P (X,Y )

P (X,Y )P (X,Y )
.

14. Consistency between Measures

Given the rankings you had obtained in the previous question, compute the
correlation between the rankings of confidence and the other five measures.
Which measure is most highly correlated with confidence? Which measure is
least correlated with confidence?

15. Interestingness Measures

(a) Prove that the φ coefficient is equal to 1 if and only if f11 = f1+ = f+1.

(b) Show that if A and B are independent, then P (A, B) × P (A,B) =
P (A,B) × P (A, B).

(c) Show that Yule’s Q and Y coefficients:

Q =

[
f11f00 − f10f01

f11f00 + f10f01

]

Y =

[√
f11f00 −

√
f10f01√

f11f00 +
√

f10f01

]

are normalized versions of the odds ratio.

(d) Write a simplified expression for the value of each measure shown in Table
6.9 when the variables are statistically independent.

16. Properties of Interestingness Measures

Consider the interestingness measure, M = P (B|A)−P (B)
1−P (B) , for an association

rule A −→ B.

(a) What is the range of this measure? When does the measure attain its
maximum and minimum values?

(b) How does M behave when P (A, B) is increased while P (A) and P (B)
remain unchanged?

(c) How does M behave when P (A) is increased while P (A, B) and P (B)
remain unchanged?

(d) How does M behave when P (B) is increased while P (A, B) and P (A)
remain unchanged?

(e) Is the measure symmetric under variable permutation?

(f) What is the value of the measure when A and B are statistically inde-
pendent?
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(g) Is the measure null-invariant?

(h) Does the measure remain invariant under row or column scaling opera-
tions?

(i) How does the measure behave under the inversion operation?

17. Limitation of confidence

Suppose we have market basket data consisting of 100 transactions and 20
items. If the support for item A is 25%, the support for item B is 90%,
and the support for itemset {A, B} is 20%. Let the support and confidence
thresholds be 10% and 60%, respectively.

(a) Compute the confidence of the association rule A → B. Is the rule
interesting according to the confidence threshold?

(b) Compute the interest measure for the association pattern {A, B}. What
is the relationship between item A and item B in terms of the interest
measure.

(c) What conclusions can you draw from the results of (a) and (b)?

(d) Prove that if the confidence of the rule A −→ B is less than the support
of B, then:

i. c(A −→ B) > c(A −→ B).

ii. c(A −→ B) > s(B)

where c(·) denote the rule confidence and s(·) denote the support of an
itemset.

18. Limitation of interest factor

Figure 6.39 shows two synthetic data sets: data set I and data set II.

Figure 6.39. Two synthetic data sets.
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(a) For data set I, compute support, the interest measure, and the φ corre-
lation coefficient for the association pattern {A, B}. Also, compute the
confidence of rules A → B and B → A.
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(b) For data set II, compute support, the interest measure, and the φ corre-
lation coefficient for the association pattern {A, B}. Also, compute the
confidence of rules A → B and B → A.

(c) What conclusions can you draw from the results of (a) and (b)?

19. φ correlation coefficient

Table 6.18 shows a 2 × 2 × 2 contingency table for variables A and B for
different values of the control variable C.

Table 6.18. A Contigency Table.

A

1 0

1
BC = 0 0

C = 1
1

0
B

0 15

15

0 15

5 0

30

(a) Compute the φ correlation coefficient for the association pattern {A,
B} when C = 0, C = 1, and C = 0 or 1. Note that φ({A, B}) =

P (A,B)−P (A)P (B)√
P (A)P (B)(1−P (A))(1−P (B))

.

(b) What conclusions can you draw from the above result?

20. Simpson’s Paradox

You are given a medical database in Table 6.19 containing instances of sudden
deaths(SD) among infants and adults. You are asked to analyze if administra-
tion of polio vaccine(PV) has any influence on sudden death.

Table 6.19. A hypothetical medical database.
Infant Adult Polio Vaccine PV Sudden Death SD Support Count

1 0 1 1 26
1 0 1 0 24
1 0 0 1 49
1 0 0 0 1
0 1 1 1 20
0 1 1 0 130
0 1 0 1 240
0 1 0 0 510
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(a) Compute support, confidence and the Interest Measure for the rule PV −→
SD.

(b) Intuitively, what can you say about the rule PV −→ SD? Does this
conform to the results of part(a)?

(c) Compute support, confidence and the Interest Measure for the rule PV −→
SD for infants and adults separately.

(d) What interesting conclusions can you draw from the results of part(c)?


