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ABSTRACT
In this report we provide basic insights from network science to
understand ecosystems of contracts. Agents in ecosystems of
contracts are likely to have very heterogenous bargaining power
and individual outcomes, due to a rich-gets-richer dynamics. We
show that simple generative models can reproduce these key
aspects of the data, suggesting that more advanced models will be
able to provide detailed and empirically validated policy analysis
and support in the future.
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1 -INTRODUCTION
We develop an abstract model for an “ecosystem of contracts”. It
defines an ecosystem of contracts as a network, where each node
is an agent, and each edge represents a contract between two
agents. As a use-case, we consider data from Airbnb where nodes
are individuals (hosts or guests), and there is a link between a guest
and a host if a guest has reviewed a host (indicating they have
entered into a contract together, through the Airbnb platform).
The objective of our exploratory activity is to answer the following
questions:
What is the structure of empirical ecosystems of contracts?
What do various examples have in common?
What are the minimum ingredients that a theoretical model
should have to generate ecosystems of contracts that have
properties similar to those observed empirically?
What are the macro-economic implications of the observed
structure of ecosystems of contracts in terms of resilience to
shocks and efficiency?
What is the likely impact of a change to the cost of contracting
on the structure of ecosystems of contracts?
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To build intuition as to how networks of
contracts are likely to look like, we start by
reviewing the literature on complex networks,
showing what kind of properties are often found
in real-world network, and on financial stresstesting, to show how specific network structures
are likely to affect fragility. Next, we illustrate
how network structure affects bargaining power
heterogeneity (by contrasting simple and
complex centrality metrics), and network
vulnerability (by contrasting targeted and
random attacks). Finally, we present our model,
its fit to the data, and counterfactual simulations
showing how the system would be affected
under a change of contracting cost.

2 - EMPIRICAL
PROPERTIES OF
ECOSYSTEMS
OF CONTRACTS
A basic fact about ecosystems of contracts, which we will see for
the Airbnb network (we use the AirBnB network for the city of
Amsterdam, collected by InfoCamere from web scraping made
available by InsideAirBnB.) but that we expect to hold in others too,
is that the network is sparse, that is, in simple terms, not empty
(there are many contracts between agents), but very far from
complete (most pairs of agents are not engaged in a contract).
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Furthermore, the network is mostly connected:
the vast majority of agents who are not linked
directly by a contract are linked indirectly, that is,
through a chain of contracts. In the Airbnb
network, this may not be true if we consider links
created within a single year, but this is true if we
consider the cumulative network (all the contracts
between 2009 and 2019).

Finally, the network features a highly heterogeneous degree
distribution, that is, a few agents are very highly connected and
most agents have only a few links. These basic facts are a key
motivation for trying to understand ecosystems of contracts, rather
than focusing on the details of individual contracts separately, as in
the classical economic approach (e.g., Salanié (2017) for a review):
why do agents have different numbers of contracts? Are there very
central players, with a potentially systemic role
The analysis of networks has made tremendous progress over the
last two decades, so that a lot is known about the kind of
properties that are relevant and the kind of mechanisms that lead
to certain kinds of networks being formed (Newman, 2018); we
leverage this literature here.
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As already emphasised, ecosystems of contracts
are likely to be sparse and mostly connected.
Aside from these basic facts, the first indicator
that network scientists look at is the degree
distribution. The degree of a node is the number
of links it has, that is, here, the number of
contracts that an agent has. The degree
distribution is a histogram that tells us how many
agents have one contract, how many have two
contracts, and so on. Analysing the degree
distribution is very important because it
summarises a lot of information about a network
into a relatively simple object, a histogram. Having
a theoretical model that reproduces the
distribution of a real-world network is a key
milestone, and thus is what we focus on here.

Figure 1: Degree distributions in the Airbnb network. Note that both axes are logarithmic.

10

Figure 1 shows the degree distribution for the Airbnb network. Note
that it shows separately the degree distribution of suppliers (hosts)
and customers (guests). The Figure shows a pattern typical of many
networks: the vast majority of agents have very few contracts, but
some agents have a very high number of contracts. Heterogeneity
is much stronger for hosts: it is not uncommon for a host to have
hundreds of contracts, and some have even have more than a
thousand contracts. The distribution for guests has a roughly
similar shape (more or less a straight line on a double-log axis), but
with a much stronger slope, so no guest appear to have rated more
than 20 hosts.
This heterogeneity is a major feature: we could have imagined a
world where most agents have (more or less) the same number of
contracts. This empirical pattern suggests that some agents are
much more important than others, and thus have a
disproportionate impact on the system. This also suggests that
some specific mechanisms of network formation are likely to be at
play (in particular, growth processes), while other mechanisms
which we may have thought of can be ruled out because they
would generate networks very different from the data.
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While the model we develop aims to be abstract
enough to be applied and adapted to different
contexts, here we will first focus on reporting the
results of a model calibrated on the Airbnb data.
The model will explicitly describe how network
structure may depend on contracting costs.
But before describing this approach, we now
briefly review the literature that first, attempts to
understand the origins and causes of the
structure of existing networks (network formation
models) and, second, attempts to understand the
consequences of existing network structures on
economic outcomes – we look specifically at the
well-developed literature on the role of network
structure in financial stress testing.

2.1 - Network Formation models
Here we review basic network formation models, showing how
simple rules governing how actors form connections determine the
overall structure of a network, and provide a critical discussion of
these models for the context of ecosystems of contracts.
Game-theoretic network formation models. The landmark
model of network formation is the Connection model, introduced
by Jackson & Wolinsky (1996). The players have a utility function
that rewards being as close as possible to other players, where
each link has a fixed cost. More precisely, the total benefit received
by is
where
is the geodesic distance (the number of
network steps) between and , and
is a parameter.
Forming a link has a fixed cost.
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To understand the kind of networks that are likely
to form, Jackson & Wolinsky (1996) try to find
pairwise stable networks, that is, networks where,
once formed, no pairs of agents have an interest
to form a link if it doesn’t exist, or to dissolve it if
it does exist. Jackson & Wolinsky (1996) find three
regimes, depending on the relative values of the
cost and the benefit parameter : when the
relative cost of forming links is low, the complete
network is pairwise stable. For intermediate
values, the star network is stable, but there are
other stable networks in general. When the cost
is high, pairwise stable networks are either
empty, or connected (but never, for instance,
consisting of two separate clusters).

An important conclusion from Jackson & Wolinsky (1996) is that
pairwise stable networks may or may not be efficient, that is, they
may not maximise the sum of the utility received by all agents. In
the intermediate cost range, the only efficient network is the star,
but it is not necessarily stable, and if it is stable it is not necessarily
the only one. This occurs because when deciding to form a link,
agents compare the cost with their own direct benefit ( ) but
ignore that the new link could have benefits to others, by making
them closer.
Following Jackson & Wolinsky (1996), a large body of literature has
developed to analyse the divergence between social and private
incentives to form links in networks, often finding that it is far from
guaranteed that individual incentives will lead to desirable network
structures. We think that this is likely to be true in ecosystems of
contracts, where agents decide to enter into a contractual
relationship based on their own interest rather than based on the
efficiency of the whole system. Besides, it is unlikely that any given
agent can anticipate the consequences of their own action on the
whole system, which is often very large and complex.
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As noted by Vega-Redondo (2017), game
theoretic models provide good insights into some
of the trade-offs involved in network formation,
but often result in structures that are too stylised
and far from reality, such as a star, a ring, an
empty or a complete network. Because of this, it
is preferable to take as a starting point “statistical
models”, that base behaviour on ad-hoc
probabilities of events but produce networks that
are more realistic. In a second stage, we can
explain how these probabilities can be thought of
as resulting from key parameters of interest, such
as the cost of contracting.
Random connections in fixed networks.
Perhaps the simplest model that can be thought
of is as follows. There are nodes, and, thus,
distinct pairs of nodes. For each pair,
the edge exists (a contract is formed) with
probability . This model, known as the ErdősRényi model, has been extensively studied and
helps make two very important points.

First of all, there are two very distinct regimes in this model, based
on the value of . In the first regime, when the probability of
forming a link is small
, the network is mostly formed of
“disconnected” pairs or small graphs. There are pairs that are
formed, but it is quite rare to find 3 or more nodes connected
through a path. In contrast, when the probability of forming links is
high, most nodes belong to a single component, that is, starting
from a given node it is usually possible to reach any another node
through a sequence of steps. Remarkably, the transition between
these two regimes is quite sudden. In other words, around the
critical value
, a fairly small decrease in can break down a
connected network into small, disconnected clusters; or,
conversely, a small increase in can make a network of
disconnected clusters come together as a single cluster. This
highlights the fact that sometimes, a small change in a parameter
can completely change the structure of the network. If we think of
as related to the cost of contracting, then a small change to the
cost of contracting may either have very little effect, or instead
affect dramatically the structure of eco-systems of contracts,
depending on how far we are from the critical value.
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Second, this model has features that are typically
at odds with empirical observations, suggesting
that in many networks, links do not form
completely randomly. In particular, this model has
a degree distribution that is Poisson (bellshaped). If the average number of links that a
node has is, say, , then most nodes have a
number of links close to . In sharp contrast, as
we have discussed earlier and will see in detail
later, real-world degree distributions tend to be
very different, featuring a lot of heterogeneity
between nodes.

Growth and "preferential attachment''. A canonical model in
the complex network literature was proposed by Barabási & Albert
(1999), who observed that the pattern of connections in various
networks was very far from that predicted by the Erdős-Rényi
network. Specifically, the degree distributions appeared to be
power laws, with most nodes having very few links, and a few nodes
having an extremely high number of links.
To generate networks with this pattern, Barabási & Albert (1999)
rediscovered a key insight from Simon (1955): the two assumptions
needed are growth (new nodes arrive in the network all the time),
and “preferential attachment'”, that is, the nodes which already
have a high number of connections tend to attract even more
connections.
More precisely, the model is as follows. Start with a few agents
connected by a few contracts. Then at each period, a new agent
arrives (growth) and connects to a few existing agents. Each
existing agent is chosen with probability proportional to its existing
degree (agents with more contracts are more likely to get new
contracts, i.e., preferential attachment). The degree distribution
that results from this model is radically different from the degree
distribution in the purely random (Erdős-Rényi) model, and
resembles the empirical degree distributions from Figure 1.
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This basic model has been extended in various
directions, providing a better empirical
description of specific datasets and providing
insights into the mechanisms behind the
formation of these networks. These extensions
include, for instance, allowing nodes to have
different intrinsic propensity to attract new
contracts, or allowing entering nodes to connect
to other nodes not directly, but by searching the
network.
As a result of this work, we know that this class of
models produces a range of behaviour that is
close to generic empirical data on ecosystem of
contracts, and is flexible enough to fit the data on
specific ecosystems of contracts.

2.2 - Network fragility: insights from the financial stresstesting literature
Considering an ecosystem of contracts as given, how is it possible to
evaluate its fragility? This question has been the subject of intense
work in the context of financial networks, following the 2008 financial
crisis (Glasserman & Young, 2016; Caccioli et al., 2018). A key finding
is that the network characteristics determining the stability of the
system strongly depend on the specific context. Here we review
specific stress-testing models, and what they suggest in terms of
quantitative indicators to measure relative positions. We discuss
their relevance for ecosystems of contracts, showing that what
centrality metric is relevant depends on the context.
Early models: Liquidity crisis. An early model relating financial
contagion to the network structure is Allen & Gale (2000). At time
step 1, it is assumed that liquidity conditions unexpectedly
deteriorate for a single bank, causing larger than expected
withdrawals by consumers for this bank. As long as the shock size is
not excessive, interbank lending mitigates this risk, but if the liquidity
shock is too large, interbank loans cannot be fully repaid and the
initial shock propagates through the network. Allen & Gale’s (2000)
findings suggest that denser networks (where there are many links
between banks) tend to be more resilient with respect to exogenous
shocks. However, the model of Allen & Gale (2000) is a very special
game-theoretic model with only four banks, so it is not clear that this
conclusion would apply to larger networks and more general models.
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Freixas et al. (2000) introduce a related model
where consumers withdraw money from their
deposits. Here, these shocks arise endogenously.
Banks are allowed to mitigate these risks through
the interbank lending market. Their model
predicts that a well-diversified interbank market
(complete network) reduces the risk of defaults.
In sharp contrast to Allen & Gale (2000), however,
they find that complete network structures are
most prone to financial contagion after an initial
default has occurred. The reason is lower levels
of market discipline due to moral hazard arising
from implicit subsidies of a well-diversified
market. These results are confirmed by Brusco &
Castiglionesi (2007) who find that complete
network structures are more prone to moral
hazard than ring networks, since risks from bad
investments can more easily be passed on to
other agents in the network.

A second generation: cascades of defaults. Another branch of
early work on systemic risk focuses on cascades of defaults, rather
than liquidity shocks. Eisenberg & Noe (2000) aim to quantify banklevel systemic risk levels in a direct exposure network of financial
institutions (e.g., interbank lending), through the following thought
experiment: What is the total sum of losses if the entire system is
cleared simultaneously? To determine the obligations of all firms at
a given time point, Eisenberg & Noe (2000) introduce the fictitious
default algorithm which "forces'' every firm to settle their loans at
the same time. If a firm cannot fully repay its outstanding debt, its
assets are distributed to the creditors in proportion to the nominal
amounts they are owed. This algorithm converges to a unique
clearing payment vector which clears the market. To assess the
systemic risk level of individual banks, the algorithm can be
initialised with the default of any bank in the system. Low payment
levels in the market clearing steady state would indicate large levels
of systemic risk. The algorithm has become a key method to
quantify systemic risk in networked financial systems and various
extensions have been proposed (e.g., Rogers & Veraart, 2013).
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Gai and Kapadia (2010) studied cascades of
default under arbitrary interbank structures. They
define a bank to be vulnerable if a single
incoming link is able to cause its default, i.e. the
default of a single debtor leads to write-offs on
the asset side of the bank which are larger than
its equity. They derive expected vulnerability
cluster sizes as a function of average links in the
network. The key result of this work is that they
identify a robust-yet-fragile architecture of
financial networks: it is very unlikely that random
failures of banks lead to contagion, but once a
contagious default cascade is kicked off, it very
likely spreads through the whole system. More
technically, they find that contagious outbreaks
only occur for intermediate levels of connectivity
(there is virtually no risk of outbreaks for very
small and very large levels of connectivity), but
already for fairly moderate levels of connectivity,
these outbreaks are systemic in a sense that they
lead to the collapse of the entire system.

Their findings are in line with the simpler and intuitive result from
Albert et al. (2000): Networks with a highly heterogeneous degree
distribution tend to be robust to purely random shocks, since these
are likely to affect non-systemic banks, but these networks are
highly vulnerable to shocks that affect a few key banks. We will
show in the next section that a similar result holds for ecosystems
of contracts.
DebtRank. Another measure of systemic risk is DebtRank
(Battiston et al., 2012) which quantifies the centrality of a financial
firm in a given network. In analogy to standard centrality measures
such as PageRank or Eigenvector centrality, a firm is considered to
be systemically important if other systemically important firms are
exposed to it. For example, the exposure level between two banks
is given by the total outstanding volume of the underlying contract
and the equity level of the beneficiary which acts as buffer to
adverse shocks. Most commonly the equity level of a single node is
entirely wiped out to compute the node-specific systemic risk level.
As a consequence, creditors need to write off assets and equity
levels decrease accordingly, leaving them more vulnerable to future
shocks. The algorithm then sums all the write-downs as a
consequence of an initial shock, yielding the DebtRank level of a
given bank.

18

In contrast to Eisenberg & Noe (2000) and Gai
and Kapadia (2010) where an initial shock is only
passed on to other institutions if a (default)
threshold is crossed, DebtRank does not require
a bank to default to cause financial distress.
Instead, any change to a firms' equity or
interbank loan sizes will be passed on to account
for the changed levels of vulnerability.

Recent work. Using the traditional default cascade algorithms
suggested by Furfine (2003) and Upper & Worms (2004), Cont &
Moussa (2013) introduce two further network-based systemic risk
indices: the Default Impact and the Contagion Index. The Default
Impact measures the magnitude of equity losses arising from
idiosyncratic risks, while the Contagion Index computes the
expected equity loss in more general correlated shock scenarios.
Using data on the Brazilian interbank network, Cont & Moussa
(2013) find that common shocks can substantially amplify
contagion. They also show that capital requirements would be
more efficient if they were not solely focused on total balance sheet
size, but take the contagious potential of a bank into account.
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Glassermann & Young (2015) derive another
systemic risk indicator (which they also call
Contagion Index) by using only balance sheet data.
Their notion of contagion represents the
likelihood that a given set of nodes defaults due
to losses faced by another node. They distinguish
between the probability that a bank defaults due
to shocks to other parts of its balance sheet and
the probability that a bank defaults due to shocks
transmitted through the financial network. It
turns out that an upper bound of contagion
emerging from a node based solely on balance
sheet characteristics (i.e. node-level information
only) can be found. A key finding is that spillover
effects are most significant when node sizes are
heterogeneous, and the originating node is highly
leveraged and has high financial connectivity.

In synthesis, the relationship between financial fragility and network
structure has been investigated in numerous studies since the
financial crisis of 2008. All these studies focus on (slightly) different
aspects of the financial system, contract types and adopt different
transmission mechanisms. Inevitably, this leads to distinct notions
of core concepts such as stability, contagion and systemic risk.
A key conclusion therefore is that the relevant fragility metric of a
network of contracts is highly context specific. The difference
between models of default cascades and of funding contagion
exemplifies this. In the case of default cascade models, there would
be no cascade at all, if exposure levels are strictly below equity
levels. On the other hand, in other types of contagion models, every
small change in exposures or equity levels can lead to important
changes in the overall level of systemic risk. In other words, the
relative importance of counterparties in ecosystems of contracts
depends on the kind of shock that is propagating, and to some
extent on the specific modalities of the mechanism underlying its
propagation.
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In sum, it has become clear that the network
structure matters for a system's stability. In
broader terms, it is well-established that
empirical networks tend to be much more
heterogeneous than random networks, with key
players that often have an important role.

3 – SOME CONSEQUENCES
OF THE EMPIRICAL STRUCTURE
OF ECOSYSTEMS OF CONTRACTS:
INEQUALITY AND VULNERABILITY

We next derive novel quantitative indicators for evaluating the
relative positions of each counterparty in an ecosystem of contract.
We also discuss overall network vulnerability.
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3.1 – Quantifying relative positions
We derive a network metric that describes the centrality of
individual buyers and sellers in the market. Different (economic)
network types require different definitions of centrality measures.
Since our use case is based on host and guest relationships from
AirBnB, we derive a network centrality measure below that
acknowledges the specificities of this market. We consider an agent
to be central if she has accumulated a significant amount of
experience, i.e. has a track record of several successful contracts.
The motivation behind this reasoning is that “trust” is a key
component of the AirBnB lodging business. Consider for example a
new host without a history of successful accommodation contracts.
Possible guests will face uncertainty around the accuracy of the
information provided by the host. For a long-established host,
however, there will be numerous reviews and we would expect a
much higher level of transparency on contract quality. Thus, guests
will be more likely to enter a contract with a host exhibiting a wellestablished track record (e.g. “superhosts”). To measure
experience, we use the degree of a node. A high degree in our
model indicates that the node has been involved in numerous
contracts in the past and thus is a central agent in the market.
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We would expect that removing a central node of
the market would have larger adverse effects on
market functioning than removing a peripheral
node, i.e. a node that only occasionally
participates in the market platform.
Since the buyer-supplier relationships of AirBnB
form a network, we do not simply equate
centrality with degree but go a step further. We
assume that the experience of a node depends
not only on her own past contracts but also on
the contract partners she has engaged with.
Thus, an agent gains more experience/trust from
engaging successfully in a contract with a
relatively experienced market participant. This
assumption yields a recursive definition of
centrality, where the centrality of each agent
depends on the centrality of every other agent.

Given the bipartite nature of the AirBnB market (there are links
between hosts and guests, but not between hosts and hosts or
between guests and guests), we split the agents into a group of
hosts and guests. Let denote the normalized degree of hosts
and the normalized degree of guests, where normalized means
that the sum of normalized degrees of guests is one, and similarly
for hosts. We do this because hosts have much higher degree than
guests, so this makes hosts and guests more “comparable”. The
(incidence) matrix contains elements equal to 1 if there is
a link between a host and a guest, and zeros otherwise. Using
matrix notation, we then define the centrality measures and as
(Host centrality),
(Guest centrality).
Here, is a positive scalar parameter which indicates the
importance of network effects. We could have used different
parameters for the first and second equation, but in absence of
detailed empirical knowledge we keep things as simple as possible.
We can write the centrality measures in closed form by rearranging
them into
(Host centrality),
(Guest centrality),
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where is the identity matrix of appropriate
dimension. We can further simplify the centrality
measures by stacking the vectors of centralities
and degrees
. By defining
the block diagonal matrix

It can be shown that the bipartite centrality
measure can be formulated as a standard Katzlike centrality metric (but adapted to our context)

Ensuring non-negative solutions implies to be smaller than the inverse of the maximum eigenvalue of . It is straightforward
to see that if
, the centrality measure simply recovers the relative degree values for each node. The larger , the more we
value experience indirectly obtained via the network compared to a node’s specific previous experience, and the more we
expect the centrality ranking to differ from simply ranking according to degrees. Note that the centrality measure could equally
be defined based on economic values instead of number of links. In this case the matrix would contain the actual weights of
the links instead of binary relationships. Similarly, we could define the vectors and in terms of strength (sum of total values
generated by a node).

Figure 2: Centrality values plotted against degrees. The network is obtained from simulating the model with contract costs equal
to 1.1. Centrality values are normalized to sum to one.
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Figure 2 shows how the relationship between degree and centrality
is affected by choosing different values of .We use a synthetic
network generated according to the model described in the next
section. The left and right panels represent cases of comparatively
small and large ’s, respectively. The figures make clear that
centrality values can vary substantially also for nodes with the same
degree. This effect is particularly pronounced for large values of ,
as can be seen from the wide y-axis range of the right panel of the
figure. Even for comparatively small values of , however, there are
pronounced differences between degrees and the centrality metric,
in particular for small degree nodes.
3.2 – Quantifying network vulnerability
Different network topologies can have very different implications
for stability and vulnerability. As we have seen for the AirBnB data,
there is a relatively small number of key agents in the market and
many small agents. Thus, the bulk of successful contracts has been
established by involving a few key players. We therefore expect that
large parts of the value generated in this network depend on the
functioning of a comparatively small number of market participants.
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To get a better understanding of stability aspects
of the contract network, we investigate how the
functioning of the network depends on different
types of “attacks” against the network. We
conduct the following experiment. Here again we
create a synthetic network using the model
described in the next section. We then remove
nodes from the network and study how this
changes the total economic value in the network.
We follow two node removal approaches. First,
we remove nodes one-by-one where we start
with the largest node, then with the first two
largest nodes, third largest nodes, and so on. Our
second approach is to remove nodes randomly,
i.e. we first remove a random node, then two
nodes randomly and so forth.

Figure 3: Total value generated (left) and number of nodes in the largest component (right) as a function of the number of nodes removed in "targeted" (blue)
and "random" (black) attacks on the network.

The results of this experiment are depicted in Figure 3. The left panel shows how the total economic value (see next section for
a definition) reduces as a function of the number of nodes removed. The black line indicates the case where we remove the
largest nodes (measured in degree) first, the blue line represents random removal. It becomes clear that the effect of node
removal on economic value is very different for the two cases. While there is a drastic decline in economic value for the whole
range of the x-axis shown here, the economic value is quite insensitive with respect to random node removal for a large part of
the graph. This effect has been documented in the literature before (Albert et al., 2000) and can be summarized as follows.
Complex networks, such as the contract network generated by our algorithm, are vulnerable with respect to targeted attacks,
i.e. attacks targeted at key agents in the network. On the other side, however, such networks are robust against random attack.
This is because the contribution of the majority of nodes to the overall functioning of the market is rather limited.
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The right panel of the figure gives an alternative perspective to this
result. Instead of economic value, we show the size of the
connected component as a function of nodes removed. A
connected component is a subpart of the network where every
node can be reached via a path, i.e. every pair of nodes can be
reached by moving along the edges without interruptions. The
figure shows that while the exact dependence of the connected
component size on the number of nodes removed is different than
we have observed it for economic value, the results are still
qualitatively similar. A targeted attack to the largest nodes in the
network can drastically reduce the size of the largest component
and consequently severely inhibit the function of the market. We do
not observe something similar for random attacks.
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4 - A SIMPLE
GENERATIVE
MODEL FOR
ECOSYSTEMS
OF CONTRACTS
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Next is proposed a simple network model which
is able to reproduce key features of empirical
ecosystems of contracts. The goal is to have the
simplest possible model that:
fits the data well;
relates the cost of contract to agent-level and
network-level economic value.
4.1 - The model
In the model there are buyers and sellers who
meet at random. When they meet, they discuss a
potential contract and if the economic value
generated by the contract is more than the cost,
they create a contract (i.e., a link in the network).
Each seller and each buyer have a number of
desired transactions (i.e., supply/demand) which
evolves over time, and the number of buyers and
sellers is itself increasing. A time step lasts 1
month.

Agents: the model starts with a few buyers and sellers. Since it
focuses on Airbnb for the first use case, it will talk about flats, so
buyers are guests and suppliers are hosts.
Search and matching: We assume that each supplier offers a
number of flats (which can increase over time) and that each buyer
has a desired number of flats she wants to rent over a given time
horizon. At each time step, offered and demanded flats are
matched at random (as in the bipartite configuration model from
the complex networks literature). At the end of the matching
process, there may remain empty flats or unsatisfied demand.
Bargaining and contracting costs: We assume that there is a
fixed cost for establishing a contract, independent of the buyers
and sellers involved. For each matched pair of buyer-seller, the
value of the potential contract is drawn from an exponential
distribution with rate 1. We assume that the players, if they agree
to contract, would split the value equally. Thus, we assume that
they decide to enter into a contract if their share of the contract
value (half) is more than the cost of contracting, which they both
pay. If they contract, a link is formed in the network for this
particular time step.
Evolution of the number of agents: At each period, new
suppliers and buyers enter the market. The model sets the growth
rate of suppliers
and buyers
such that it matches the
empirical number of market participants.
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Evolution of supply and demand of flats: At
the end of each time step, the agents decide
whether to increase their supply (suppliers) or
demand (buyers), as follows.
To match the Airbnb data, which is for one city
only, the model introduces an asymmetry in how
it treats suppliers and customers. Roughly
speaking, in the real world, suppliers always tend
to leave their flat on the market and maybe offer
other flats in addition, that is, they tend to grow,
and for the purpose of modelling parsimoniously
we can ignore that some suppliers withdraw from
the market or shrink their supply. Customers,
particularly leisure travellers, very rarely visit the
same city twice. Thus, we need to assume that,
even when they have had a successful contract in
a given month, they may decide not to demand
any flat next month.

To capture this in the simplest possible way, we assume that, for
suppliers, their supply from a given month carries over to the next
month, and in addition to this, each successful contract generates a
new supplied flat with probability
. The intuition behind these
dynamics is that hosts only have an incentive to extend their supply
if they were able to let their flats successfully before. This
assumption generates, on average, exponential growth for each
supplier, at a rate
.
For customers, we assume their demand does not carry over to the
next month, but each successful contract generates a new
demanded flat with probability
.
4.2 – Fitting to the data
We calibrate the initial number of hosts and guests to the data in
2009, and compute rates of 2009-2019 growth directly from the
data. This simple procedure ensures that our final number of
guests and hosts in the model is the same as in the data, although
this is not the case for intermediate years as empirically growth is
slightly subexponential.
The analysis is based upon Airbnb reviews in the city of Amsterdam.
The data starts at the end of March in 2009 and extends to all of
2019. Overall, it identifies 444,699 unique guests and 13,836 hosts,
forming 428,399 contracts (network links). The model was allowed
to evolve over monthly time steps, resulting in 132 steps (March
2009 – December 2019).
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In addition to
and
, the model fixed the
cost of contracting
, which corresponds to
around 60% of matched pairs being beneficial
enough to lead to a contract. The model was
used to then find the values of
and
so as to
obtain a reasonably good fit for the distributions,
by exploring the parameter space using heuristics
guided by the theoretical results such as Yule
(1926) and Egghe (2012).

Symbol

Meaning
Contracting cost

0.2

Growth rate of the number of customers

0.083

Growth rate of the number of suppliers

0.073

Prob. that each successful contract leads to one demanded flat next period
Prob. that each successful contract leads to one more supplied flat next period

Table 1: Parameter values used in the simulation
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Value

0.3
0.011

Data

Model

13,776

13,836

411,051

410,768

Mean degree (Suppliers)

30.96

35.26

Mean degree (Customers)

1.04

1.18

Number of Suppliers
Number of Customers

Table 2: Key statistics compared to data, for a typical simulation with the baseline set of parameters
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We show the theoretical results and the data for the time-aggregated network, that is, the network shows all the nodes and all
the contracts between 2009 and 2019.
The results, compared with empirical data, are shown in Figure 4. While there remains some discrepancies and noting that this
simple chart cannot reveal all the differences between the theory and the data, it is remarkable that such a simple model is able
to reproduce the two-degree distributions so closely. Note that we show only two simulation runs since different simulation runs
give very similar results.

Figure 4: Comparing the degree distributions for hosts and guests in the model and data.
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4.3 – Counterfactual simulations

Figure 5: Total value of contracts as a function of contracting costs
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This creates a good position to explore the effect
of the contract cost. How would the network look
if contracting costs were reduced further, for
instance thanks to digital contracting?
Keeping the parameter values except the
contracting cost
as in Table 1, and varying
, we then measure the net value per individual. As
explained in the model description section,
entering into a contract creates value, which is
shared equally amongst the two parties. The net
value of an agent is the sum of the values she
gets from all her contracts, minus the cost of
contracting paid for drawing each of her contract.
First, Figure 5 shows how the total (net) value in
the network changes with contract cost. Of
course, a lower cost allows more contracts to be
formed, and they are more profitable.

Second, it can be seen that the number of actual participants, that is, the number of nodes with at least one contract, decreases
with contract cost (Figure 6). The number of agents created is always equal to a deterministic number fixed by
and
, but
except when
, only some of these agents realise at least one contract. When
, the number corresponds to the
numbers of customer and suppliers in Table 2.

Figure 6: Number of market participants as a function of contract costs.

Third, we look at a basic indicator of inequality, the Gini coefficient (Figure 7). Here there is an interesting difference between
buyers and sellers. Contracting costs lower than the baseline (0.2) would reduce inequality amongst buyers, but would most
likely increase it amongst suppliers.
.
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Figure 7 :Gini index as a function of contracting cost

In conclusion the work introduces a novel model that is able to match key empirical properties of ecosystems of contracts. Even
in this simple framework, the effect of contracting costs in not obvious. Of course, lower contract costs lead to more contracts
and more aggregate value, but the impact on how this value is shared depends on whether we consider buyers or sellers. In
view of these nonlinear effects, and because we do not have enough empirical knowledge about utility functions of the various
actors, we refrain from discussing the efficiency of networks for aggregate value creation other than the above discussion, as the
final result would depend on the details of how agents’ marginal utility changes with each new contract.
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With this caveat in mind, if we make a thought experiment that
Airbnb lowered contracting cost by a factor of two, our model
suggests that it has decreased inequality amongst guests, notably
by allowing many more people to participate in the market. At the
same time, it may also have increased inequality amongst hosts, as
it appears empirically that a rich-gets-richer dynamic has taken
place, with the largest hosts having accumulated almost 3 orders of
magnitude more contracts than the average host.
Of course, this is a highly stylised, preliminary attempt at modelling
this system, and more work is necessary to establish the
robustness of these results.
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5 – CONCLUSION
The economy is tied together by a web of contracts. What does this
web, or network, look like? What are its structural properties, and
what are the consequences of these structures for systemic risk?
We have suggested that contract networks are likely to be sparse,
mostly connected, and have very heterogenous degree
distributions. These distributions are the signature of systems
where growth and rich-gets-richer takes place. They imply that
there are key players with a disproportionate share of contracts, so
that a failure of these actors would have a large impact on the
connectivity of the network. The complex network structure of
ecosystems of contracts also implies that bargaining power or
centrality is probably better measured using indicators that take
into account the whole system of interdependencies, rather than
simpler metrics based only on the number of contracts.
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Networks have been well studied and there are
canonical models that can be modified to fit
specific datasets. We have proposed such an
extended model to fit the Amsterdam AirBnB
data, introducing the cost of contracting as a key
parameter, and suggesting that changing the cost
of contracting would have implications not only
for total value generated but also its distribution
among agents.
Our work here was highly preliminary but gives an
idea what is possible. Ultimately, large scale
simulations hold the potential to incorporate fine
details of the system, such as contracting terms
or behavioural heterogeneity, while keeping track
a detailed outcomes, such as individual’s balance
sheets. We believe this will provide a tool for
policy-makers to explore the impact of policies at
a fine grained level in the near future.
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